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1 
INTRODUCTION TO DISTRIBUTED 

COMPUTING CONCEPTS 

Unit Structure  

1.1 Objective 

1.2 Introduction 

1.3 Basic concepts of distributed systems 

1.4 Distributed computing models 

1.5 Software concepts 

1.6 Summary 

1.7 Reference for further reading 

1.8 Unit End Exercises 

1.1 OBJECTIVE 

1. Introduce advance distributed concepts 

2. To understand the difference between tightly coupled and loosely 

coupled multiprocessor systems. 

3. To learn different distributed computing models. 

4. To understand the Issues in designing distributed systems 

5. Emphasize on design techniques and constraints of distributed 

computing 

6. Emphasize on analysis of cloud computing, its security and its storage  

1.2 INTRODUCTION TO DISTRIBUTED COMPUTING 

CONCEPTS 

• Distributed computing is a model in which components of a software 

system are shared among multiple computers. Even though the 

components are spread out across multiple computers, they are run as 

one system. This is done in order to improve efficiency and 

performance.  
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• In the modern world advancements in technology have resulted in the 

availability of fast, inexpensive processors , and advancements in 

communication technology have resulted in the availability of cost-

effective and highly efficient computer networks. The overall result 

of the advancements in these two technologies is that the price 

performance ratio changed to favor the use of interconnected, 

multiple processors in place of a single, high-speed processor. 

Computer architectures consisting of interconnected, multiple 

processors are basically of two types:  

a. Tightly coupled systems.  

i. In these systems, there is a single systemwide primary memory 

or address space that is shared by all the processors which is 

shown in fig. 2(a).  

ii.  If any processor writes, for example, the value 100 to the 

memory location x, any other processor consequently reading 

from location x will get the value 100. Therefore, in these 

systems, any communication between the processors usually 

takes place through the shared memory.  

b. Loosely coupled systems.  

i. In these systems, the processors do not share memory, and each 

processor has its own local memory, shown in the fig. 2(b).  
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Fig. 2 Tightly & loosely coupled system 

ii.  If a processor writes the value 100 to the memory location x, 

this write operation will only change the contents of its local 

memory and will not affect the contents of the memory of any 

other processor. Thus, if another processor reads the memory 

location x, it will get whatever value was there before in that 

location of its own local memory.  

iii. In these systems, all physical communication between the 

processors is done by passing messages across the network that 

interconnects the processors. 

• tightly coupled systems are referred to as parallel 

processing systems, and loosely coupled systems are 

referred to as distributed computing systems, or simply 

distributed systems.  

• tightly coupled systems, the number of processors that can 

be usefully deployed is usually small and limited by the 

bandwidth of the shared memory.  

• This is not the case with distributed computing systems 

that are more freely expandable and can have an almost 

unlimited number of processors. 

• A distributed computing system is basically a collection 

of processors interconnected by a communication 

network in which each processor has its own local 

memory and other peripherals, and the communication 

between any two processors of the system takes place by 

message passing over the communication network.  
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S.NO Loosely Coupled Tightly Coupled 

1. 

There is distributed memory in a 

loosely coupled multiprocessor 

system. 

There is shared memory, in a 

tightly coupled multiprocessor 

system. 

2. 
Loosely Coupled Multiprocessor 

System has low data rate. 

Tightly coupled 

multiprocessor system has a 

high data rate. 

3. 
The cost of a loosely coupled 

multiprocessor system is less. 

Tightly coupled 

multiprocessor system is more 

costly. 

4. 

In a loosely coupled 

multiprocessor system, modules 

are connected through a Message 

transfer system network. 

While there is PMIN, IOPIN 

and ISIN networks. 

5. 

In a loosely coupled 

multiprocessor, Memory conflicts 

don’t take place. 

While tightly coupled 

multiprocessor systems have 

memory conflicts. 

6. 

A Loosely Coupled 

Multiprocessor system has a low 

degree of interaction between 

tasks. 

Tightly Coupled 

multiprocessor system has a 

high degree of interaction 

between tasks. 

7. 

In a loosely coupled 

multiprocessor, there is direct 

connection between processor 

and I/O devices. 

While in a tightly coupled 

multiprocessor, IOPIN helps 

connection between processor 

and I/O devices. 

8. 

Applications of loosely coupled 

multiprocessors are in distributed 

computing systems. 

Applications of tightly 

coupled multiprocessor are in 

parallel processing systems 

1.3 BASIC CONCEPTS OF DISTRIBUTED SYSTEMS 

• Early computers were very expensive (they cost millions of dollars) 

and very large in size (they occupied a big room). There were very 

few computers and were available only in research laboratories of 

universities and industries.  
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• These computers were run from a console by an operator and were 

not accessible to ordinary users. The programmers would write their 

programs and submit them to the computer center on some media, 

such as punched cards, for processing. Before processing a job, the 

operator would set up the necessary environment (mounting tapes, 

loading punched cards in a card reader, etc.) for processing the job.  

• The job was then executed and the result, in the form of printed 

output, was later returned to the programmer. 

• The job setup time was a real problem in early computers and wasted 

most of the valuable central processing unit (CPU) time.  

• Several new concepts were introduced in the past decade to increase 

CPU utilization of these computers. Notable among these are batching 

together of jobs with similar needs before processing them, automatic 

sequencing of jobs, off-line processing by using the concepts of 

buffering and spooling, and" multiprogramming.  

• Batching similar jobs improved CPU utilization quite a bit because 

now the operator had to change the execution environment only when 

a new batch of jobs had to be executed and not before starting the 

execution of every job.  

• Automatic job sequencing with the use of control cards to define the 

beginning and end of a job improved CPU utilization by eliminating 

the need for human job sequencing. 

• Off-line processing improved CPU utilization by allowing overlap of 

CPU and input/output (I/O) operations by executing those two actions 

on two independent machines (110 devices are normally several 

orders of magnitude slower than the CPU). Finally, 

multiprogramming improved CPU utilization by organizing jobs so 

that the CPU always had something to execute. 

• However, none of these ideas allowed multiple users to directly 

interact with a computer system and to share its resources 

simultaneously. Therefore, execution of interactive jobs that are 

composed of many short actions in which the next action depends on 

the result of a previous action was a tedious and time-consuming 

activity.  

• Parallel advancements in hardware technology allowed reduction in 

the size and increase in the processing speed of computers, causing 

large-sized computers to be gradually replaced by smaller and cheaper 

ones that had more processing capability than their predecessors. 

These systems were called minicomputers 

• The distributed computing systems provided us with two important 

concepts used in distributed computing systems-the sharing of 

computer resources simultaneously by many users and the accessing 

of computers from a place different from the main computer room.  
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• Initially, the terminals of a time-sharing system were dumb terminals, 

and all processing was done by the main computer system.  

• The merging of computer and networking technologies gave birth to 

distributed computing systems in the late 1970s. Although the 

hardware issues of building such systems were fairly well understood, 

the major stumbling block at that time was the availability of adequate 

software for making these systems easy to use and for fully exploiting 

their power.  

• Therefore, starting from the late 1970s, a significant amount of 

research work was carried out in both universities and industries in 

the area of distributed operating systems.  

1.4 DISTRIBUTED COMPUTING MODELS  

• Different models are used for building distributed computing systems. 

These models can be largely classified into five categories: 

minicomputer, workstation, workstation-server, processor-pool, and 

hybrid.  

Each one described below. 

1.4.1 Minicomputer Mode 

• The minicomputer model is a simple extension of the centralized 

time-sharing system. As shown in Figure 3, a distributed computing 

system based on this model consists of a few minicomputers; they 

may also be called large supercomputers, interconnected by a 

communication network. Each minicomputer usually has multiple 

users simultaneously logged on to it. For this, several interactive 

terminals are connected to each minicomputer. Each user is logged on 

to one specific minicomputer, with remote access to other 

minicomputers. The network allows a user to access remote resources 

that are available on some machine other than the one on which the 

user is currently logged. 

• The minicomputer model may be used when resource sharing, for 

example such as sharing of information databases of different types, 

with each type of database located on a different machine with remote 

users. 

• The early ARPAnet is an example of a distributed computing system 

based on the minicomputer model. 
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Fig. 3 A distributed computing system based on the minicomputer model. 

1.4.2 Workstation Model  

• The desk and computer that a person works at; one computer that is 

part of a network. 

• As shown in Figure 4, a distributed computing system based on the 

workstation model consists of several workstations interconnected by 

a communication network.  

• Example, A company's office or a university department may have 

several workstations scattered throughout a building or campus, each 

workstation equipped with its own disk and serving as a single-user 

computer.  

• It has been often found that in such an environment, at any time , a 

significant proportion of the workstations are idle, resulting in the 

waste of large amounts of CPU time. 

• Therefore, the idea of the workstation model is to interconnect all 

these workstations by a high-speed LAN so that idle workstations 

may be used to process jobs of users who are logged onto other 

workstations and do not have sufficient processing power at their own 

workstations to get their jobs processed efficiently. 

• In this model, a user logs onto one of the workstations called his or 

her "home" workstation and submits jobs for execution. When the 

system finds that the user's workstation does not have sufficient 

processing power for executing the processes of the submitted jobs 

efficiently, it transfers one or more of the processes from the user's 

workstation to some other workstation that is currently idle and gets 

the process executed there, and finally the result of execution is 

returned to the user's workstation. 
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• This model is not so simple to implement as it might appear at first 

sight because several issues must be resolved.  

 

Fig. 4 A distributed computing system based on the workstation model. 

• These issues are as follows: 

• How does the system find an idle workstation?  

• How is a process transferred from one workstation to get it 

executed on another workstation? 

• What happens to a remote process if a user logs onto a 

workstation that was idle until now and was being used to 

execute a process of another workstation? 

• Three commonly used approaches for handling the above issue are as 

follows: 

1. The first approach is to allow the remote process to share the resources 

of the workstation along with its own logged-on user's processes. This 

method is easy to implement, but it defeats the main idea of 

workstations serving as personal computers, because if remote 

processes are allowed to execute simultaneously with the logged-on 

user's own processes, the logged-on user does not get his or her 

guaranteed response.  

2. The second approach is to kill the remote process. The main 

drawbacks of this method are that all processing done for the remote 

process gets lost and the file system may be left in an inconsistent 

state, making this method unattractive.  

3. The third approach is to migrate the remote process back to its home 

workstation, so that its execution can be continued there. This method 

is difficult to implement because it requires the system to support a 

preemptive (preemption is the act of temporarily interrupting an 

executing task, with the intention of resuming it at a later time.) 

process migration facility.  
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4. The Sprite system and an experimental system developed at Xerox 

PARe are two examples of distributed computing systems based on 

the workstation model. 

1.4.3 Workstation-Server Model 

• The workstation model is a network of personal workstations, each 

with its own disk and a local file system.  

• A workstation with its own local disk is usually called a diskless 

workstation and a workstation without a local disk is called a diskless 

workstation.  

• With the conception of high-speed networks, diskless workstations 

have become more popular in network environments than diskful 

workstations, making the workstation-server model more popular 

than the workstation model for building distributed computing 

systems. 

• As shown in Figure 5, a distributed computing system based on the 

workstation server model consists of a few minicomputers and several 

workstations (most of which are with disk, but a few of which may be 

without disk) interconnected by a communication network. 

 

Fig. 5 A distributed computing system based on the workstation-server 

model. 

• Remember, when diskless workstations are used on a network, the file 

system to be used by these workstations must be implemented either 

by a diskful workstation or by a minicomputer equipped with a disk 

for file storage.  

• Minicomputers are used for the work station server model. One or 

more of the minicomputers are used for implementing the file system. 

Other minicomputers may be used for providing other types of 

services, such as database service and print service. 
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• Hence, each minicomputer is used as a server machine to provide one 

or more types of services. Hence in the workstation-server model, in 

addition to the workstations, there are specialized machines or 

workstation for running server processes (also we can called servers) 

for managing and providing access to shared resources 

• For higher reliability and better scalability, multiple servers are often 

used for managing the resources of a particular type in a distributed 

computing system. For example, there may be multiple file servers, 

each running on a separate minicomputer and cooperating via the 

network, for managing the files of all the users in the system. 

• Due to this issue, a discrimination is often made between the services 

that are provided to clients and the servers that provide them. That is, 

a service is an abstract entity that is provided by one or more servers. 

For example, one or more file servers may be used in a distributed 

computing system to provide file service to the users. 

• In this model, a user logs onto a workstation called his or her home 

workstation. Normal computation activities required by the user's 

processes are performed at the user's home workstation, but requests 

for services provided by special servers (example, such as a file server 

or a database server) are sent to a server providing that type of service 

that performs the user's requested activity and returns the result of 

request processing to the user's workstation. Therefore, in this model, 

the user's processes need not be migrated to the server machines for 

getting the work done by those machines 

Advantages of workstation-server model: 

1. In general, it is much cheaper to use a few minicomputers equipped 

with large, fast disks that are accessed over the network than a large 

number of diskful workstations, with each workstation having a small, 

slow disk. 

2. Diskless workstations are also preferred to diskful workstations from 

a system maintenance point of view. Backup and hardware 

maintenance are easier to perform with a few large disks than with 

many small disks scattered all over a building or campus. 

Furthermore, installing new releases of software (such as a file server 

with new functionalities) is easier when the software is to be installed 

on a few file server machines than on every workstation. 

3. In the workstation-server model, since all files are managed by the 

file servers, users have the flexibility to use any workstation and 

access the files in the same manner irrespective of which workstation 

the user is currently logged on. Note that this is not true with the 

workstation model, in which each workstation has its local file 

system, because different mechanisms are needed to access local and 

remote files 

4. In the workstation-server model, the request-response protocol 

described above is mainly used to access the services of the server 
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machines. Therefore, unlike the workstation model, this model does 

not need a process migration facility, which is difficult to implement 

5. A user has guaranteed response time because workstations are not 

used for executing remote processes. However, the model does not 

utilize the processing capability of idle workstations. 

1.4.4 Processor-Pool Model 

• The processor-pool model is based on the monitoring that most of the 

time a user does not need any computing power but once in a while 

they will need a very large amount of computing power for a little 

time (e.g., when recompiling a program consisting of a large number 

of files after altering a basic shared declaration).  

• Hence, unlike the workstation-server model in which a processor is 

allocated to each user, in the processor pool model the processors are 

pooled together to be shared by the users as needed.  

• The pool of processors consists of a large number of microcomputers 

and minicomputers attached to the network.  

• Every processor in the pool has its own memory to load and run a 

system program or an application program of the distributed 

computing system 

• As displayed in Figure 6, in the pure processor-pool model, the 

processors in the pool have no terminals attached directly to them, and 

users access the system from terminals that are attached to the 

network via special devices.  

 

Fig. 6 A distributed computing system based on the processor-pool model 
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• These terminals are either small diskless workstations or graphic 

terminals, such as X terminals.  

• A special server (called a run server) manages and allocates the 

processors in the pool to different users on a demand or request basis. 

When a user submits a job for computation, an respective number of 

processors are temporarily assigned to the particular job by the run 

server. For example, if the user's computation job is the compilation 

of a program having n segments or line of code, in which each of the 

segments can be compiled independently to produce separate 

relocatable object files, n processors from the pool can be allocated to 

this job to compile all the n segments in parallel.  

• When the computation is completed, the processors are returned to 

the pool for use by other users. 

• As compared to the workstation-server model, the processor-pool 

model permit better utilization of the available processing power of a 

distributed computing system.  

• This is because in the processor-pool model, the entire processing 

power of the system is available for use by the currently logged-on or 

active users, whereas this is not true for the workstation-server model 

in which several workstations may be idle at a particular time but they 

cannot be used for processing the jobs of other users. 

1.4.5 Hybrid Model 

• To combine the advantages of both the workstation-server and 

processor-pool models, a hybrid model may be used to build a 

distributed computing system.  

• The hybrid model is based on the workstation-server model but with 

the addition of a pool of processors.  

• The processors in the pool can be allocated dynamically for 

computations that are too large for workstations or that require several 

computers concurrently for efficient execution.  

• Besides efficient execution of computation-intensive jobs, the hybrid 

model gives guaranteed response to interactive jobs by allowing them 

to be processed on local workstations of the users. However, the 

hybrid model is more expensive to implement than the workstation-

server model or the processor-pool model. 

1.5 SOFTWARE CONCEPTS  

• The software of the distributed system is nothing but selection of 

different operating system platforms. 

• The operating system is the interaction between user and the 

hardware. 
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• There are three largely used operating system types: 

a. Distributed operating system 

b. Network operating system 

c. Middleware operating system 

a. Distributed operating system:  

• It is different from multiprocessor and multicomputer hardware. 

• Multiprocessor: 

• Uses different system services to manage resources 

connected in a system and use system calls to 

communicate with the processor. 

• Multicomputer 

• The distributed Operating system uses a separate 

uniprocessor OS on each computer for communicating 

between different computers. 

• In distributed OS  

• A common set of services is shared among multiple 

processors in such a way that they are meant to execute a 

distributed application effectively and also provide 

services to separate independent computers connected in 

a network as shown in fig below 

• It communicates with all computers using a message passing 

interface(MPI). It follows the tightly coupled architecture 

pattern. It uses Data structure like queue to manage the 

messages and avoid message loss between sender and receiver 

computer. 

• Eg Automated banking system, railway reservation system etc. 

• Disadvantages: 

• It has a problem of scalability as it supports only a limited 

number of independent computers with shared resources. 

• There is a need to define message passing semantics prior 

to the execution of messages. 
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Fig. 7 General structure of a multicomputer operating system 

b. Network operating system: 

• It is specifically designed for heterogeneous multicomputer 

systems, where multiple hardware and network platforms are 

supported. 

• It has multiple operating systems running on different hardware 

platforms connected in the network. 

• It is provided to each computer connected in the network. 

• It follows the loosely coupled architecture pattern which allows 

users to use services provided by the local machine itself as 

shown in fig below. 

• Eg Remote login where user workstation is used to log in to the 

remote server and execute remote commands over the network. 

• Eg Centralized file storage system. 

• Advantage: 

• It has a scalability feature, where a large number of resources 

and users are supported. 

• Disadvantage: 

• It fails to provide a single coherent view. 

 

Fig. 8 General structure of a network operating system. 

c. Middleware operating system: 

• A distributed operating system has a lack of scalability and 

network operating systems fail to provide a single coherent 

view, therefore a new layer is formed between the distributed 

and network operating system called the middleware operating 

system. 
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• It has a common set of services provided for the local 

applications and an independent set of services for the remote 

applications. 

• It supports heterogeneity ( it calls for integration of components 

written using different programming languages), that is it 

supports multiple languages and operating systems where the 

user gets freedom to write the application using any of the 

supported languages under any platform. 

• It provides the services such as locating the objects or interfaces 

by their names, finding the location of objects, maintaining the 

quality of services, handling the protocol information, 

synchronization, concurrency and security of the objects etc. 

 

Fig. 9 Middleware operating system 

1.6 SUMMARY 

1. A distributed computing system is a collection of processors 

interconnected by a communication network in which each processor 

has its own local memory and other peripherals and communication 

between any two processors of the system takes place by message 

passing over the communication network. 

2. The existing models for distributed computing systems can be broadly 

classified into five categories: minicomputer, workstation, 

workstation-server, processor-pool, and hybrid. 

3. Distributed computing systems are much more complex and difficult 

to build than the traditional centralized systems.  

4. The main advantages of distributed computing systems are  

a. suitability for inherently distributed applications,  

b. sharing of information among distributed users,  
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c. sharing of resources, 

d. better price-performance ratio, 

e. shorter response times and higher throughput,  

f. higher reliability,  

g. extensibility and incremental growth, and  

h. Better flexibility in meeting users' needs. 

5. The operating systems commonly used for distributed computing 

systems can be broadly classified into two types: network operating 

systems and distributed operating systems.  

6. The main issues involved in the design of a distributed operating 

system are transparency, reliability, flexibility, performance, 

scalability, heterogeneity, security, and emulation of existing 

operating systems. 

1.7  REFERENCE FOR FURTHER READING 

1. Distributed OS by Pradeep K. Sinha , PHI  

1.8  UNIT END EXERCISES 

1. What are the different models used for building distributed computing 

systems? 

2. Explain the difference between tightly & loosely coupled system 

3. What are the major issues in designing a distributed operating system? 

4. What are the different types of operating systems? Discuss their 

advantages and disadvantages. 
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2 
ISSUES IN DESIGNING DISTRIBUTED 

SYSTEMS 

Unit Structure  

2.1 Objective 

2.2 Issues in designing distributed systems  

2.3 Client server model 

2.4 Summary 

2.5 Reference for further reading 

2.6 Unit End Exercises 

2.1 OBJECTIVE 

1. To understand the different issues in designing distributed systems. 

2. To understand the basic structure of Client-Server Model. 

3. Emphasize on design techniques and constraints of distributed 

computing. 

2.2 ISSUES IN DESIGNING DISTRIBUTED SYSTEMS 

• In Common, designing a distributed operating system is more difficult 

than designing a centralized operating system for various reasons.  

• Inside the design of a centralized operating system, it is imagined that 

the operating system has access to complete and accurate information 

about the environment in which it is functioning.  

• For example, a centralized operating system can request for the status 

information, being assured that the interrogated component will not 

change state while awaiting a decision based on that status 

information, since only the single operating system asking the 

question may be given command.  

• A distributed operating system must be designed with the assumption 

that complete information about the system environment will never 

be available.  

• In a distributed system, the resources are physically classified, there 

is no common clock between the multiple processors, delivery of 

messages is delayed, and messages can even be lost. Due to all of the 

above reasons, a distributed operating system is not up-to-date. 

• Management of resources and synchronization of cooperating 

activities is much difficult in the design of a distributed operating 

system.  
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• For example, it is hard to schedule the processors optimally if the 

operating system is not sure how many of them are up at an exact 

point in time. 

• Notwithstanding these complexities and difficulties, a distributed 

operating system must be designed to provide the advantages of a 

distributed system to its users.  

• That is, the users should be able to view a distributed system as a 

virtual centralized system that is flexible, efficient, reliable, secure, 

and easy to use.  

• To encounter this challenge, the designers of a distributed operating 

system must deal with various design issues.  

The key design issues are described below: 

2.2.1 Transparency 

• The main goal of a distributed operating system is to make the 

existence of multiple computers transparent and provide a single 

system image to its users.  

• A distributed operating system must be designed in such a way that a 

collection of distinct machines connected by a communication 

subsystem appears to its users as a virtual uniprocessor.  

• To achieve complete transparency is a difficult job and requires 

various different angles of transparency which is supported by the 

distributed operating system.  

• The eight forms of transparency identified by the International 

Standards Organization's Reference Model for Open Distributed 

Processing [ISO 1992] are: 

a. access transparency 

b. location transparency 

c. replication transparency  

d. failure transparency 

e. migration transparency 

f. concurrency transparency  

g. performance transparency 

h. scaling transparency 

These transparency aspects are described below one by one: 

a. Access Transparency 

• Access transparency means that users should not need or be able 

to identify whether a resource (like hardware or software) is 

remote or local.  
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• This states that the distributed operating system should allow 

users to access remote resources in the same way as local 

resources.  

• That means, the user interface, which takes the form of a set of 

system calls, should not differentiate between local and remote 

resources, and it should be the responsibility of the distributed 

operating system to find the resources and to arrange for 

servicing user requests in a user transparent way. 

b. Location Transparency 

 The two main aspects of location transparency are as follows: 

Name transparency User Mobility 

This refers to the fact that the 

name of a resource 

(hardware or software) 

should not disclose any hint 

as to the physical location of 

the resource. That is, the 

name of a resource should be 

independent of the physical 

connectivity or topology of 

the system or the current 

location of the resource. This 

type of  such resources, 

which are up to being moved 

from one node to another in a 

distributed system (like file), 

must be allowed to move 

without having their names 

changed. So that the resource 

names must be distinctive 

systemwide. 

This refers to the fact that no 

matter which machine a user is 

logged onto, he or she should 

be able to access a resource 

with the same name. That is, 

the user should not be required 

to use different names to 

access the same resource 

from. Two different nodes of 

the system. In a distributed 

system that supports user 

mobility, users can freely log 

on to any machine in the 

system and access any 

resource without making any 

extra effort. 

Both name transparency and 

user mobility requirements 

call for a systemwide, global 

resource naming facility. 

c. Replication Transparency 

• For better performance and reliability, almost all distributed 

operating systems have the provision to create additional copies 

of files and other resources on different nodes of the distributed 

system.  

• In this transparency, both the existence of multiple copies of a 

replicated resource and the replication activity should be clear 

to the users.  

• Two important issues related to replication transparency are 

naming of replicas and replication control.  
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• It is the responsibility of the system to name the various copies 

of a resource and to map a user-supplied name of the resource 

to an respective replica of the resource.  

• Besides replication control decisions such as how many copies 

of the resource should be created, where should each copy be 

placed, and when should a copy be created/deleted should be 

made entirely automatically by the system in a user-transparent 

manner. 

d. Failure Transparency 

• Failure transparency gives out with masking from the users' 

partial failures in the system, such as a communication link 

failure, a machine failure, or a storage device crash.  

• A distributed operating system having failure transparency 

property that will continue to function, possibly in a degraded 

form, in the face of partial failures. 

• For example, suppose the file service of a distributed operating 

system is to be made failure transparent.  

• In this case, the users cannot notice the failure of one or more 

file servers, except for slower performance of file access 

operations. Any type of service can be implemented in this way 

for failure transparency.  

• Therefore, in this type of design, care should be taken to ensure 

that the association among multiple servers does not add too 

much overhead to the system. 

• Complete failure transparency is not achievable with the current 

state of the art in distributed operating systems. 

• For example, failure of the communication network of a 

distributed system normally disrupts the work of its users and is 

noticeable by the users.  

e. Migration Transparency 

• For best performance, reliability, and security, an object that is 

up to being moved (e.g. a process or a file) is frequently 

migrated from one node to another in a distributed system.  

• The aim of migration transparency is to ensure that the 

movement of the object is handled automatically by the system 

in a user-transparent manner.  

• Three important issues in achieving this goal are as follows: 

• Migration decisions such as which object is to be moved 

from where to where should be made automatically by the 

system.  
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• Migration of an object from one node to another should 

not require any change in its name.  

• When the migrating object is a process, the interprocess 

communication mechanism should ensure that a message 

sent to the migrating process outreach it without the need 

for the sender process to resend it if the receiver process 

moves to another node before the message is received. 

f. Concurrency Transparency 

• In this transparency, multiple users are specially separated and 

use the system concurrently. In such a condition, it is 

economical to share the system resources (such as hardware or 

software) among the simultaneously executing user processes.  

• However, since the number of available resources in a 

computing system is restricted, one user process must 

necessarily influence the action of other concurrently executing 

user processes, as it competes for resources.  

• For example, concurrent updates to the same file by two 

different processes should be prevented.  

• Concurrency transparency means that each user has a feeling 

that he or she is the sole user of the system and other users do 

not exist in the system.  

• For providing concurrency transparency, the resource sharing 

mechanisms of the distributed operating system must have the 

following four properties: 

1. An event-ordering property ensures that all access 

requests to various system resources are properly ordered 

to provide a consistent view to all users of the system. 

2. A mutual-exclusion property ensures that at any time at 

most one process accesses a shared resource, which must 

not be used simultaneously by multiple processes if 

program operation is to be correct. 

3. A no-starvation property ensures that if every process that 

is granted a resource, which must not be used 

simultaneously by multiple processes, eventually releases 

it, every request for that resource is eventually granted. 

4. A no-deadlock property ensures that a situation will never 

occur in which competing processes prevent their mutual 

progress even though no single one requests more 

resources than available in the system.  

g. Performance Transparency 

• The main aim of performance transparency is to permit the 

system to be automatically reconfigured to improve 

performance. 
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• In practical point a situation in which one processor of the 

system is overloaded with jobs while another processor is idle 

should not be allowed to occur.  

• The processing capability of the system should be uniformly 

distributed among the currently available jobs in the system.  

• This requirement calls for the support of intelligent resource 

allocation and process migration facilities in distributed 

operating systems. 

h. Scaling Transparency 

• This transparency is to allow the system to expand in scale 

without disrupting the activities of the users.  

• This requirement calls for open-system architecture and the use 

of scalable algorithms for designing the distributed operating 

system components.  

2.2.2 Reliability 

• In Common, distributed systems are looked for to be more reliable as 

compared to centralized systems because of the existence of 

numerous instances of resources.  

• Even, the existence of multiple instances of the resources alone cannot 

increase the system's reliability.  

• The distributed operating system, which handles these resources, 

must be designed properly to increase the system's reliability by 

taking full benefits of this characteristic feature of a distributed 

system. 

• A fault is a mechanical or algorithmic defect that may create an error. 

A fault in a system causes system failure.  

• System failures are of two types-fail-stop and Byzantine. In the case 

of fail-stop failure, the system stops functioning after changing to a 

state in which its failure can be identified.  

• On the other hand, in the case of Byzantine failure, the system 

continues to function but produces wrong results.  

• Unrevealed  software bugs frequently cause Byzantine failure of a 

system. Clearly, Byzantine failures are much more difficult to deal 

with than fail-stop failures. 

• For higher reliability, the fault-handling mechanisms of a distributed 

operating system must be designed properly to avoid faults, to allow 

faults, and to detect and recover from faults.  

a. Fault Avoidance 

1. Fault avoidance deals with designing the components of the 

system in such a way that the occurrence of faults is less.  
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2. Conservative design practices such as using high reliability 

components-are often employed for improving the system's 

reliability based on the idea of fault avoidance.  

3. A distributed operating system often has little or no role to play 

in improving the fault avoidance capability of a hardware 

component, the designers of the various software components 

of the distributed OS must test them rigorously to make these 

components highly reliable. 

b. Fault Tolerance  

1. Fault tolerance is the ability of a system to continue functioning 

in the event of partial system failure.  

2. The performance of the system might be degraded due to partial 

failure, but otherwise the system functions properly.  

3. The important concepts that may be used to improve the fault 

tolerance ability of a distributed operating system are as 

follows: 

• Redundancy techniques.  

The basic idea behind redundancy techniques is to avoid single points 

of failure by replicating critical hardware and software components, 

so that if one of them fails, the others can be used to continue. 

• Distributed control.  

For better reliability, many of the particular algorithms or protocols 

used in a distributed operating system must employ a distributed 

control mechanism to avoid single points of failure.  

Fault Detection and Recovery 

The fault detection and recovery method of improving reliability deals with 

the use of hardware and software mechanisms to determine the occurrence 

of a failure and then to correct the system to a state acceptable for continued 

operation.  

Techniques for implementing this method in a distributed operating system 

are as follows: 

1. Atomic transactions. 

An atomic transaction is a computation consisting of a collection of 

operations that take place inseparable in the presence of failures and 

concurrent computations.  

2. Stateless servers 

The client-server model is frequently used in distributed systems to 

service user requests. In this model, a server may be implemented by 

using any of the following two service paradigms-stateful or stateless. 

The two paradigms are distinguished by one aspect of the client-

server relationship, whether or not the history of the serviced requests 

between a client and a server affects the execution of the next service 

request.  
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3. Acknowledgments and timeout-based retransmissions of 

messages.  

In a distributed system, events such as a node crash or a 

communication link failure may interrupt a communication that was 

in progress between two processes, resulting in the loss of a message. 

Therefore, a reliable interprocess communication mechanism must 

have ways to detect lost messages so that they can be retransmitted.  

2.2.3 Flexibility 

Flexibility is the most important feature for open distributed systems. The 

design of a distributed operating system should be flexible due to the 

following reasons: 

1. Ease of modification.  

It should be easy to incorporate changes in the system in a user-

transparent manner or with minimum interruption caused to the users. 

2. Ease of enhancement.  

In every system, new functionalities have to be added from time to 

time to make it more powerful and easy to use. Therefore, it should 

be easy to add new services to the system.  

• The two commonly used models for kernel design in distributed 

operating systems are the monolithic kernel and the microkernel 

(Fig. 1).  

• In the monolithic kernel model, most operating system services 

such as process management, memory management, device 

management, file management, name management, and 

interprocess communication are provided by the kernel. As a 

result, the kernel has a large, monolithic structure. Many 

distributed operating systems that are extensions or imitations 

of the UNIX operating system use the monolithic kernel model. 

This is mainly because UNIX itself has a large, monolithic 

kernel. 

Microkernel Monolithic kernel 

In microkernel user 

services and kernel, 

services are kept in 

separate address space. 

In monolithic kernels, both user 

services and kernel services are kept 

in the same address space. 

The OS is complex to 

design. 

The OS is easy to design and 

implement. 

Microkernels are smaller 

in size. 

Monolithic kernel is larger than a 

microkernel. 
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functionalities. Difficult to add new functionalities. 

To design a microkernel, 

more code is required. 

Less code when compared to 

microkernel 

Failure of one component 

does not affect the working 

of the micro kernel. 

Failure of one component in a 

monolithic kernel leads to failure of 

the entire system. 

Execution speed is low. Execution speed is high. 

It is easy to extend the 

Microkernel. 

It is not easy to extend a monolithic 

kernel. 

Eg : Mac OS X. Eg : Microsoft Windows 95. 

 

 

Fig . 1 Models of kernel design in distributed operating systems 

Figure Shows: 

(a) The monolithic kernel model. The level above the kernel level can be 

partitioned by the users into whatever hierarchical levels are 

appropriate.  

(b) The microkernel model. Although the figure shows a two-level 

hierarchy above the kernel level, users can extend the hierarchy to 

whatever levels are appropriate. 
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2.2.4 Performance 

• If you are using a distributed system, its performance must be at least 

as good as a centralized system.  

• To achieve this target, it is important that the various components of 

the operating system of a distributed system be designed properly. 

• Some design principles considered useful for better performance are 

as follows: 

1. Batch if possible.  

• Batching often helps in improving performance greatly.  

• For example, transfer of data across the network in large chunks 

rather than as individual pages is much more efficient. 

Similarly, piggybacking of acknowledgment of previous 

messages with the next message during a series of messages 

exchanged between two communicating entities also improves 

performance, 

2. Cache whenever possible.  

• Caching of data at clients' sites frequently improves overall 

system performance because it makes data available wherever 

it is being currently used, thus saving a large amount of 

computing time and network bandwidth. 

3. Minimize copying of data.  

• Data copying overhead involves a substantial CPU cost of many 

operations. For example, while being transferred from its sender 

to its receiver, a message data may take the following path on 

the sending side: 

a. From sender's stack to its message buffer  

b. From the message buffer in the sender's address space to 

the message buffer in the kernel's address space  

c. Finally, from the kernel to the network interface board 

4. Minimize network traffic.  

• System performance may also be improved by reducing 

internode communication costs. For example, access to remote 

resources requires communication, possibly through 

intermediate nodes. 

5. Take Advantage of fine-grain parallelism for multiprocessing.  

• Performance can also be improved by taking advantage of fine-

grain parallelism for multiprocessing. For example, threads are 

often used for structuring server processes.  

2.2.5 Scalability 

• Scalability refers to the capability of a system to adapt to increased 

service load.  
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• It is inevitable that a distributed system will grow with time since it is 

very common to add new machines or an entire subnetwork to the 

system to take care of increases. workload or organizational changes 

in a company.  

• Therefore, a distributed operating system should be designed to easily 

cope with the growth of nodes and users in the system.  

• That is, such growth should not cause serious disruption of service or 

significant loss of performance to users.  

• Some guiding principles for designing scalable distributed systems 

are as follows:  

• Avoid centralized entities. 

• Avoid centralized algorithms.  

2.2.6 Heterogeneity 

• A heterogeneous distributed system consists of interconnected sets of 

dissimilar hardware or software systems. Because of the diversity, 

designing heterogeneous distributed systems is far more difficult than 

designing homogeneous distributed systems in which each system is 

based on the same, or closely related, hardware and software.  

• Even so, as a consequence of large scale, heterogeneity is often 

inevitable in distributed systems.  

• heterogeneity is preferred by many users because heterogeneous 

distributed systems provide the flexibility to their users of different 

computer platforms for different applications.  

• For example, a user may have the flexibility of a supercomputer for 

simulations, a Macintosh for document processing, and a UNIX 

workstation for program development. 

2.2.7 Security 

• In order that the users can believe in the system and depend on it, the 

various resources of a computer system must be protected against 

destruction and unauthorized access. 

• Enforcing security in a distributed system is more difficult than in a 

centralized system because of the lack of a single point of control and 

the use of insecure networks for data communication.  

• In a centralized system, all users are authenticated by the system at 

login time, and the system can easily check whether a user is 

authorized to perform the requested operation on an accessed 

resource.  

• In a distributed system, the client-server model is often used for 

requesting and providing services, when a client sends a request 

message to a server, the server must have some way· of knowing who 

the client is. This is not so simple as it might appear because any client 

identification field in the message cannot be trusted.  

• As compared to a centralized system, enforcement of security in a 

distributed system has the following additional requirements: 
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1. It should be possible for the sender of a message to know that 

the message was received by the intended receiver.  

2. It should be possible for the receiver of a message to know that 

the message was sent by the genuine sender.  

3. It should be possible for both the sender and receiver of a 

message to be guaranteed that the contents of the message were 

not changed while it was in transfer 

2.2.8 Emulation of Existing Operating Systems 

• For commercial use, it is important that a newly designed distributed 

operating system be able to emulate existing popular operating 

systems, for example UNIX.  

• With this property, new software can be written using the system call 

interface of the new operating system to take full benefits of its special 

features of distribution, but a vast amount of already existing old 

software can also be run on the same system without the need to 

rewrite them.  

• Hence, moving to the new distributed operating system will allow 

both types of software to be run side by side. 

2.3 CLIENT SERVER MODEL 

• The Client-server model is a distributed application structure that 

divides task or workload between the supplier of a resource or service, 

called servers, and service requesters called clients.  

• In the client-server architecture, when the client computer sends a 

request for data to the server through the internet, the server accepts 

the requested process and delivers the data packets requested back to 

the client.  

• Clients do not share any of their resources.  

• Examples of Client-Server Model are Email, World Wide Web, etc. 

Working of  Client-Server Model? 

• To take a dive into the Client-Server model and have a look at how 

the Internet works via web browsers.  

• This will help us in having a solid foundation of the WEB and help in 

working with WEB technologies with ease. 

• Client:  

• When we think about the word Client, it means to talk of a 

person or an organization using a particular service. Similarly 

in the digital world a Client is a computer (Host) i.e. capable of 

receiving information or using a particular service from the 

service providers (Servers). 
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• Servers:  

• Similarly, when we talk about the word Servers, It means a 

person or medium that serves something. Similarly in this 

digital world a Server is a remote computer which provides 

information (data) or access to particular services. 

So, it's basically the Client requesting something and the Server serving it 

as long as its present in the database. 

 

Fig. 2 Client Server Process 

There are few steps to follow to interact with the servers and clients. 

1. User enters the URL(Uniform Resource Locator) of the website or 

file. The Browser then requests the DNS(DOMAIN NAME 

SYSTEM) Server. 

2. DNS Server lookup for the address of the WEB Server. 

3. DNS Server responds with the IP address of the WEB Server. 

4. Browser sends over an HTTP/HTTPS request to WEB Server’s IP 

(provided by DNS server). 

5. Server sends over the necessary files of the website. 

6. Browser then renders the files and the website is displayed. This 

rendering is done with the help of DOM (Document Object Model) 

interpreter, CSS interpreter and JS Engine collectively known as the 

JIT or (Just in Time) Compilers. 

 

Fig 3. User & DNS Server 
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Advantages of Client-Server model: 

1. Centralized system with all data in a single place. 

2. Cost efficiency requires less maintenance cost and Data recovery is 

possible. 

3. The capacity of the Client and Servers can be changed separately. 

Disadvantages of Client-Server model: 

1. Clients are prone to viruses, Trojans and worms if present in the 

Server or uploaded into the Server. 

2. Servers are prone to Denial of Service (DOS) attacks. 

3. Data packets may be spoofed or modified during transmission. 

4. Phishing or capturing login credentials or other useful information of 

the user are common and MITM(Man in the Middle) attacks are 

common. 

2.4 SUMMARY 

1. Distributed computing systems are much more complex and difficult 

to build than the traditional centralized systems.  

2. Despite the increased complexity and the difficulty of building, the 

installation and use of distributed computing systems are rapidly 

increasing. This is mainly because the advantages of distributed 

computing systems outweigh its disadvantages.  

3. The main advantages of distributed computing systems are  

a. suitability for inherently distributed applications,  

b. sharing of information among distributed users,  

c. sharing of resources, 

d. better price-performance ratio, 

e. shorter response times and higher throughput,  

f. higher reliability,  

g. extensibility and incremental growth, and  

h. better flexibility in meeting users' needs. 

4. The operating systems commonly used for distributed computing 

systems can be broadly classified into two types: network operating 

systems and distributed operating systems.  
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5. As compared to a network operating system, a distributed operating 

system has better transparency and fault tolerance capability and 

provides the image of a virtual uniprocessor to the users. 

6. The main issues involved in the design of a distributed operating 

system are transparency, reliability, flexibility, performance, 

scalability, heterogeneity, security, and emulation of existing 

operating systems. 

2.5  REFERENCE FOR FURTHER READING 

1. Distributed OS by Pradeep K. Sinha , PHI  

2.6  UNIT END EXERCISES 

1. Explain the advantages and disadvantages of the various commonly 

used models for configuring distributed computing systems.  

2. Why are distributed operating systems more difficult to design than 

operating systems for centralized time-sharing systems? 

3. What are the major issues in designing a distributed operating system? 

4. Differentiate between the monolithic kernel and microkernel 

approaches for designing a distributed operating system.  
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3 
INTER PROCESS COMMUNICATION 

FUNDAMENTAL 

Unit Structure  

3.1 Objective 

3.2 Introduction 

3.3 Concepts related to inter process communication including message 

passing mechanism 

3.4 A case study on IPC in MACH,  

3.5 Concepts of group communication 

3.6 Case study of group communication CBCAST in ISIS,  

3.7 API for Internet Protocol. 

3.8 Summary 

3.9 Reference for further reading 

3.10 Unit End Exercises 

3.1 OBJECTIVE 

1. To understand the concept of message passing. 

2. To learn the inter process communication mechanism. 

3. To understand the concept of group communication. 

4. To learn API for Internet Protocol. 

3.2 INTRODUCTION 

• A process is a program in execution. When two computers of a 

distributed system are communicating with each other, we mean that 

two processes, one running on each computer, are in communication 

with each other.  

• In a distributed system, processes executing on different computers 

frequently need to communicate with each other to achieve some 

common goal.  

• For example, each computer in a distributed system may have a 

resource manager process to monitor the current status of usage of its 

local resources, and the resource managers of all the computers might 

communicate with each other from time to time to dynamically 

balance the system load among all the computers.  

• Therefore, a distributed operating system needs to provide 

interprocess communication (lPC) mechanisms to facilitate such 

communication activities. 
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Fundamental 

• Interprocess communication primarily requires information sharing in 

the middle of two or more processes. The two basic methods for 

information sharing are as follows: 

• Original sharing, or shared-data approach  

• Copy sharing, or message-passing approach 

• In the shared-data method, the information to be shared is placed in a 

common memory area that is accessible to all the processes involved 

in an IPC.  

• The shared-data paradigm gives the conceptual communication 

pattern illustrated in Figure 1(a).  

• On the other side, in the message-passing approach, the information 

to be shared is physically copied from the sender process's address 

space to the address spaces of all the receiver processes, and this is 

finished by transmitting the data to be copied in the form of messages 

(a message is a block of information).  

• The message-passing pattern which gives the conceptual 

communication pattern illustrated in Figure 1(b). So, the 

communicating processes interact directly with each other. 

• The processes in a distributed system generally communicate by 

exchanging messages rather than across shared data. Therefore, 

message passing is the basic IP mechanism in distributed systems.  

• A message-passing system is a subsystem of a distributed operating 

system that defines a set of message-based IPe protocols and does so 

by shielding the details of complex network protocols and multiple 

heterogeneous platforms from programmers.  

• It authorize processes to communicate by exchanging messages and 

permit programs to be written by using simple communication 

primitives, like send and receive.  

 
Fig. 1 The basic interprocess communication paradigms, a. Shared-data & 

b. Message passing approach. 

• Message passing is the basic IPe mechanism in DS. 

• A message-passing system is a subsystem of a DOS. 

• This provides a set of message-based IPe protocols and does so by 

shielding the details of complex network protocols and multiple 

varied platforms from programmers.  
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3.3 CONCEPTS RELATED TO INTER PROCESS 

COMMUNICATION INCLUDING MESSAGE 

PASSING MECHANISM,  

Features of A Good Message passing System 

3.3.1 Simplicity  

• A message-passing system must be simple and easy to use.  

• It must be effortless to construct new applications and to 

communicate with existing ones by using the primitives provided by 

the message-passing system.  

• It should also be feasible for a programmer to designate the different 

modules of a distributed application and to send and receive messages 

between them in a way as simple as possible without the need to worry 

about the system and/or network aspects that are not relevant for the 

application level.  

• Semantics of the IPe protocols of a message-passing system is clean 

and simple, making it easier to build distributed applications and to 

get them in properly.  

3.3.2 Uniform Semantics 

• In a distributed system, a message-passing system may be used for 

two types of interprocess communication:  

• Local communication, in which the communicating processes 

are on the same node. 

• Remote communication, in which the communicating processes 

are on different nodes 

• An important issue in the design of a message-passing system is that 

the semantics of remote communications should be as close as 

possible to those of local communications. 

• This is a main requirement for ensuring that the message-passing 

system is easy to use. 

3.3.3 Efficiency 

• This is normally a critical issue for the message-passing system to be 

allowable by the users.  

• If the message-passing system is not well organized, then interprocess 

communication may become so expensive. 

• As a solution, the developed application programs would be distorted.  

• An IPe protocol of a message-passing system can be made efficient 

by reducing the number of message exchanges, as far as practicable, 

during the communication process. 
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• Some optimizations normally adopted for efficiency include the 

following:  

• Avoiding the costs of establishing and terminating connections 

between the same pair of processes. 

• Minimizing the costs of maintaining the connections. 

• Piggybacking of acknowledgment of previous messages. 

3.3.4 Reliability 

• Distributed systems are prone to different catastrophic events for 

example like node crashes or communication link failures..  

• This type of event may interrupt a communication that was in progress 

between two processes, resulting in the loss of a message.  

• A reliable IPe protocol can subsist with failure problems and give 

assurance of the delivery of a message.  

• The lost messages usually involve acknowledgements and 

retransmissions on the basis of timeouts. 

• Another issue is duplicate messages. Duplicate messages may be sent 

in the event of failures or because of timeouts.  

3.3.5 Correctness 

• A message-passing system often has IPC protocols for group 

communication that enable a sender to send a message to a group of 

receivers and a receiver to receive messages from several senders.  

• Correctness is a quality related to IPC protocols for group 

communication.  

• Atomicity 

Atomicity makes sure that every message sent to a group of 

receivers will be delivered to either all of them or none of them. 

• Ordered delivery 

Ordered delivery makes sure that messages arrive at all 

receivers in an order acceptable to the application. 

• Survivability 

Survivability guarantees that messages will be delivered 

correctly in spite of partial failures of processes, machines, or 

communication links. Survivability is a difficult property to 

achieve. 

3.3.6 Flexibility 

• All applications do not require the same degree of reliability and 

correctness of the IPC protocols.  
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• For example, in adaptive routing, it may be necessary to 

distribute the information regarding queuing delays in different 

parts of the network.  

• A broadcast protocol could be used for this motive.  If a broadcast 

message is late in arrival, due to communication link failures, it will 

not arrive on time or any other reason. Same way, many applications 

do not require atomicity or ordered delivery of messages.  

• For example, a client may multicast a request message to a 

group of servers and then offer the job to the first server that 

replies.  

• The IPC protocols of a message-passing system must be flexible 

enough to serve the various needs of different applications.  

• The IPC primitives users have the flexibility to choose and specify the 

types and levels of reliability and correctness requirements of their 

applications.  

3.3.7 Security 

• A good message-passing system must also be capable of providing a 

secure end-to-end communication.  

• In detail, a message in transit on the network should not be accessible 

to any user other than those to whom it is addressed and the sender. 

• Steps necessary for secure communication include the following: 

• Authentication of the receiver of a message by the sender 

• Authentication of the sender of a message by its receiver.  

• Encryption of a message before sending it over the network 

3.3.8 Portability 

There are two different feature of portability in a message-passing system: 

1. The message-passing system should be portable.  

2. The applications written by using the primitives of the IPC protocols 

of the message-passing system should be portable.  

3.4 A CASE STUDY ON IPC IN MACH  

• Mach is a microkernel-based operating system developed at 

Carnegie-Mellon University (CMU) under the leadership of Richard 

Rashid and with the support of DARPA,theu.s. Department of 

Defense Advanced Research ProjectsAgency. 

• It is based on a previously developed operating system at CMU called 

Accent. Therefore, many of the basic concepts in Mach are based on 

Accent work.  

• However, as compared to Accent,Mach has many improved 

features,including finer grained parallelism by the use of threads, 

multiprocessor support, a better interprocess communication 



 

 
37 

 

Inter Process  

Communication  

Fundamental 

mechanism, and a more flexible and efficient memory management 

scheme. 

• The first version of Mach was released in 1986 for the 

DECVAXcomputerfamily, including theVAX11n84, a four-

CPUmultiprocessor.By 1987,versions for the IBM RT PC, SUN 3, 

PERQ, Sequent, and Encore machines were also available.At this 

time, Mach was mainly considered to be an operating system for 

shared-memory multiprocessor systems, rather than a distributed 

operating system for a collection of machines interconnected by a 

network.  

• This was because most of the machines running Mach were tightly 

coupled shared-memory multiprocessor systems.  

• An extended version (Mach 2.5) was later released that was also 

suitable for loosely coupled distributed-memory multiprocessor 

systems. 

• This version also provided compatibility with the 4.2 BSD UNIX by 

including most of the 4.2 BSD UNIXinto the Mach kernel.  

• Due to the presence of a large amount of BSD UNIX code in the 

kernel, the Mach 2.5 kernel was quite large and monolithic.  

• In 1989, a new version (Mach 3.0) was released in which all the BSD 

UNIX code was removed from the kernel and put in the user space. 

Therefore, Mach 3.0 has a microkernel that consists of pure Mach 

3.5 CONCEPTS OF GROUP COMMUNICATION  

• The most simple form of message-based interaction is one-to-one 

communication, also known as point-to-point, or unicast, 

communication in which a single-sender process sends a message to 

a single-receiver process.  

• Even So, for performance and ease of programming, several highly 

parallel distributed applications require that a message passing system 

should also provide group communication facility. Depending on 

single or multiple senders and receivers, the following three types of 

group communication are possible: 

1. One to many (single sender and multiple receivers)  

2. Many to one (multiple senders and single receiver) 

3. Many to many (multiple senders and multiple receivers)  

The issues related to these communication schemes: 

1. One-to-Many Communication  

In this scheme, there are multiple receivers for a message sent by a 

single sender. One-to-many schema is also known as multicast 

communication. A special case of multicast communication is 
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broadcast communication, in which the message is sent to all 

processors connected to a network. 

Group Management 

• In case of one-to-many communication, receiver processes of a 

message form a group. Such groups are of two types: closed and open.  

• A closed group is one in which only the members of the group can 

send a message to the group. An outside process cannot send a 

message to the group as a whole, although it may send a message to 

an individual member of the group. On the other hand, an open group 

is one in which any process in the system can send a message to the 

group as a whole. 

Group Addressing 

• A two-level naming scheme is normally used for group addressing. 

The high-level group name is an ASCII string that is independent of 

the location information of the processes in the group.  

• On the other hand, the low-level group name depends to a large extent 

on the underlying hardware. For example, on some networks it is 

possible to create a special network address to which multiple 

machines can listen. Such a network address is called a multicast 

address.  

• A packet sent to a multicast address is automatically delivered to all 

machines listening to the address. Therefore, in such systems a 

multicast address is used as a low-level name for a group 

Message Delivery to Receiver Processes 

• User applications use high-level group names in programs. The 

centralized group server maintains a mapping of high-level group 

names to their low-level names.  

• The group server also maintains a list of the process identifiers of all 

the processes for each group. 

Buffered and Unbuffered Multicast 

• Multicasting is an asynchronous communication mechanism. This is 

because multicast send cannot be synchronous due to the following 

reasons: 

1. It is unrealistic to expect a sending process to wait until all the 

receiving processes that belong to the multicast group are ready 

to receive the multicast message.  

2. The sending process may not be aware of all the receiving 

processes that belong to the multicast group. 

• For an unbuffered multicast, the message is not buffered for the 

receiving process and is lost if the receiving process is not in a state 

ready to receive it. 
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• On the other hand, for a buffered multicast, the message is buffered 

for the receiving processes, so each process of the multicast group will 

eventually receive the message. 

Send-to-All and Bulletin-Board Semantics 

Two types of semantics for one-to many communications:  

1. Send-to-all semantics. A copy of the message is sent to each process 

of the multicast group and the message is buffered until it is accepted 

by the process.  

2. Bulletin-board semantics. A message to be multicast is addressed to a 

channel instead of being sent to every individual process of the 

multicast group.  

Flexible Reliability in Multicast Communication 

• Different applications require different degrees of reliability. 

• Therefore multicast primitives normally provide the flexibility for 

user-definable reliability.  

• Thus, the sender of a multicast message can specify the number of 

receivers from which a response message is expected.  

• In one-to-many  communication, the degree of reliability is normally 

expressed in the following forms: 

1. The O-reliable. 

2. The l-reliable.  

3. The m-out-of-n-reliable.  

4. All-reliable.  

Atomic Multicast 

• Atomic multicast has an all-or-nothing property. That is, when a 

message is sent to a group by atomic multicast, it is either received by 

all the processes that are members of the group or else it is not 

received by any of them.  

• An implicit assumption usually made in atomic multicast is that when 

a process fails, it is no longer a member of the multicast group.  

• When the process comes up after failure, it must join the group afresh. 

Group Communication Primitives 

• In both one-to-one communication and one-to-many communication, 

the sender of a process basically has to specify two parameters: 

destination address and a pointer to the message data.  

• Therefore ideally the same send primitive can be used for both one-

to-one communication and one-to-many communication.  

• If the destination address specified in the send primitive is that of a 

single process, the message is sent to that one process.  
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• On the other hand, if the destination address is a group address, the 

message is sent to all processes that belong to that group. 

2. Many-to-One Communication 

• In this scheme, multiple senders send messages to a single 

receiver.  

• The single receiver may be selective or nonselective.  

• A selective receiver specifies a unique sender; a message 

exchange takes place only if that sender sends a message.  

• On the other hand, a nonselective receiver specifies a set of 

senders, and if anyone sender in the set sends a message to this 

receiver, a message exchange takes place. 

3. Many-to-Many Communication 

• In this scheme, multiple senders send messages to multiple 

receivers.  

• The one-to-many and many-to-one schemes are implicit in this 

scheme. Hence the issues related to one-to many and many-to-

one schemes, which have already been described above, also 

apply to the many-to-many communication scheme.  

• In addition, an important issue related to many-to-many 

communication schemes is that of ordered message delivery. 

Absolute Ordering 

• This semantics ensures that all messages are delivered to all receiver 

processes in the exact order in which they were sent shown in Fig. 2. 

One method to implement this semantics is to use global timestamps 

as message identifiers.  

• That is, the system is assumed to have a clock at each machine and all 

clocks are synchronized with each other, and when a sender sends a 

message, the clock value (timestamp) is taken as the identifier of that 

message and embedded in the message. 

 

Fig. 2 Absolute ordering of messages 

Consistent Ordering  

• Absolute-ordering semantics requires globally synchronized clocks, 

which are not easy to implement. Moreover, absolute ordering is not 

really what many applications need to function correctly.  
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• For instance, in the replicated database updation example, it is 

sufficient to ensure that both servers receive the update messages of 

the two senders in the same order even if this order is not the real 

order in which the two messages were sent. 

Causal Ordering 

• For some applications consistent-ordering semantics is not necessary 

and even weaker semantics is acceptable. Therefore, an application 

can have better performance if the message-passing system used 

supports a weaker ordering semantics that is acceptable to the 

application. 

• One such weaker ordering semantics that is acceptable to many 

applications is the causal-ordering semantics. This semantics ensures 

that if the event of sending one message is causally related to the event 

of sending another message, the two messages are delivered to all 

receivers in the correct order.  

3.6 CASE STUDY OF GROUP COMMUNICATION 

CBCAST IN ISIS 

• One method for implementing causal-ordering semantics is the 

CBCASTprotocol of the ISIS system  

1. Each member process of a group maintains a vector of n components, 

where n is the total number of members in the group. Each member is 

assigned a sequence number from 0 to n, and the ith component of the 

vectors corresponds to the member with sequence number i. In 

particular, the value of the ith component of a member's vector is 

equal to the number of the last message received in sequence by this 

member from member i. 

2. To send a message, a process increments the value of its own 

component in its own vector and sends the vector as part of the 

message. 

3. When the message arrives at a receiver process's site, it is buffered by 

the runtime system. The runtime system tests the two conditions given 

below to decide whether the message can be delivered to the user 

process or its delivery must be delayed to ensure causaJ...ordering 

semantics. Let S be the vector of the sender process that is attached to 

the message and R be the vector of the receiver process. Also let i be 

the sequence number of the sender process. Then the two conditions 

to be tested are 

S[i] = R[i] + 1 and S[j] <= R[j] for all j =/ i  

• The first condition ensures that the receiver has not missed any 

message from the sender. This test is needed because two 

messages from the same sender are always causally related. The 

second condition ensures that the sender has not received any 
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message that the receiver has not yet received. This test is 

needed to make sure that the sender's message is not causally 

related to a message missed by the receiver. 

• If the message passes these two tests, the runtime system 

delivers it to the user process. Otherwise, the message is left in 

the buffer and the test is carried out again for it when a new 

message arrives. 

• A simple example to illustrate the algorithm is given in Figure 

3. In this example, there are four processes A, B, C, and D. The 

status of their vectors at some instance of time is (3, 2, 5, I), (3, 

2, 5, 1), (2, 2, 5, 1), and (3, 2, 4, 1), respectively.  

• This means that, until now, A has sent three messages, B has 

sent two messages, C has sent five messages, and D has sent 

one message to other processes. Now A sends a new message 

to other processes.  

• Therefore, the vector attached to the message will be (4, 2, 5, 

1). The message can be delivered to B because it passes both 

tests. However, the message has to be delayed by the runtime 

systems of sites of processes C and D because the first test fails 

at the site of process C and the second test fails at the site of 

process D. 

• A good message-passing system should support at least 

consistent- and causal ordering semantics and should provide 

the flexibility to the users to choose one of these in their 

applications. 

 

 Fig. 3 An example to illustrate the CBCAST protocol for implementing 

causal ordering semantics. 
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3.7 API FOR INTERNET PROTOCOL. 

IPC characteristics 

1. synchronous and asynchronous communication 

• Blocking send: waits until the corresponding receive is issued 

• Non-blocking send: sends and moves on 

• Blocking receive: waits until the message is received 

• Non-blocking receive: if the msg is not here, moves on 

• Synchronous: blocking send and receive 

• Asynchronous: non-blocking send and blocking or non-

blocking receive 

2. Message Destination 

• IP address + port: one receiver, many senders 

• Location transparency 

• name server or binder: translate service to location 

• OS (e.g. Mach): provides location-independent identifier 

mapping to lower-lever addresses 

• Send directly to processes (e.g. V System) 

• Multicast to a group of processes (e.g. Chorous) 

3. Reliability 

4. Ordering 

Sockets and ports 

1. programming abstraction for UDP/TCP 

2. originated from BSD UNIX 
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UDP Datagram 

• Message size: up to 216, usually restrict to 8K   

• Blocking: non-blocking send, blocking receive   

• Timeouts: timeout on blocking receive   

• Receive from any: doesn't specify sender origin (possible to specify a 

particular host for send and receive) 

• Failure model: 

• omission failures: can be dropped 

• ordering: can be out of order 

• Use of UDP 

• DNS 

• less overhead: no state information, extra messages, latency due 

to start up 

C and UDP datagrams 

 

Java and UDP 

aSocket = new DatagramSocket();  

…  

InetAddress aHost = InetAddress.getByName(…);  

…  

DatagramPacket request = new DatagramPacket(msg, length, aHost, 

serverPort);  

…  

aSocket.send(request);  

…  

DatagramPacket reply = new DatagramPacket(buffer, length);  

…  

aSocket.receive(reply); 

aSocket = new DatagramSocket(port);  
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…  

DatagramPacket request = new DatagramPacket(buffer, length);  

…  

aSocket.receive(request);  

…  

DatagramPacket reply = new DatagramPacket(data, length, 

request.getAddress(), request.getPort());  

…  

aSocket.send(reply); 

TCP stream 

• message size: unlimited 

• lost messages: sequence #, ack, retransmit after timeout of no ack 

• flow control: sender can be slowed down or blocked by the receiver 

• message duplication and ordering: sequence # 

• message destination: establish a connection, one sender-one receiver, 

high 

• overhead for short communication 

• matching of data items: two processes need to agree on format and 

order 

•  (protocol) 

• blocking: non-blocking send, blocking receive (send might be 

blocked due to flow 

• control) 

• concurrency: one receiver, multiple senders, one thread for each 

connection 

• failure model 

• checksum to detect and reject corrupt packets 

• sequence # to deal with lost and out-of-order packets 

• connection broken if ack not received when timeout 

• could be traffic, could be lost ack, could be failed 

process.. 

• can't tell if previous messages were received 

• use of TCP: http, ftp, telnet, smtp 
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C and TCP streams 

 

Java and TCP 

Socket s = new Socket(host, serverPort);  

 

…  

 

DataInputStream in = new DataInputStream(s.getInputStream());  

DataOutputStream out = new DataOutputStream(s.getOutputStream()); 

 

 …  

 

out.write(…); 

  

…  

 

in.read(…); 

 

ServerSocket listenSocket = new ServerSocket(serverPort);  

…  

Socket s = listenSocket.accept();  

…  

DataInputStream in = new DataInputStream(s.getInputStream());  

 

DataOutputStream out = new DataOutputStream(s.getOutputStream()); 

 …  

 

in.read(…);  

…  

 

out.write(…);  
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3.8 SUMMARY 

1. Interprocess communication (IPC) requires information sharing 

among two or more processes.  

2. The two basic methods for information sharing are original sharing 

(shareddata approach) and copy sharing (message-passing approach).  

3. Since computers in a network do not share memory, the message-

passing approach is most commonly used in distributed systems. 

4. A Message-passing system is a subsystem of a distributed operating 

system that provides a set of message-based protocols, and it does so 

by shielding the details of complex network protocols and multiple 

heterogeneous platforms for from programmers 

3.9  REFERENCE FOR FURTHER READING 

1. Distributed OS by Pradeep K. Sinha , PHI  

3.10  UNIT END EXERCISES 

1. Describe a mechanism for implementing consistent ordering of 

messages in each of the following cases: 

 One-to-many communication  

 Many-to-one communication 

 Many-to-many communication 

2. Write a short note on API for Internet Protocol 

3. Explain the concept of group communication. 
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4 
REMOTE COMMUNICATION 

Unit Structure  

4.1 Objective 

4.2 Introduction 

4.3 Remote Procedure Call (RPC) 

4.4 Remote Method Invocation (RMI) 

4.5 A case study on Sun RPC 

4.6 A case study on JAVA RMI 

4.7 Summary 

4.8 Reference for further reading 

4.9 Unit End Exercises 

4.1 OBJECTIVE 

1. To understand the concept of Remote Procedure Call. 

2. To understand the RPC mechanism in distributed systems. 

3. To understand the concept of Remote Method Invocation. 

4.2 INTRODUCTION 

• RPC stands for Remote Procedure Call which supports procedural 

programming.  

• Thats almost like IPC mechanism wherever the software permits the 

processes to manage shared information Associated with an 

environment wherever completely different processes area unit death 

penalty on separate systems and essentially need message-based 

communication. 

• RMI stands for Remote Method Invocation, is similar to PRC but it 

supports object-oriented programming which is the java’s feature. A 

thread is allowable to decide the strategy on a foreign object. In RMI, 

objects are passed as a parameter rather than ordinary data. 

• The popularity of RPC as the primary communication mechanism for 

distributed applications is due to its following features: 

1. Simple call syntax.  

2. Familiar semantics.  
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used to support compile-time type checking and automated 

interface generation. 

4. It's easy to use. The clean and simple semantics of a procedure 

call makes it easier to build distributed computations and to get 

them right. 

5. Generality, this feature is owing to the fact that in single 

machine computations procedure calls are often the most 

important mechanism for communication between parts of the 

algorithm. 

6. Its efficiency. Procedure calls are simple enough for 

communication to be quite rapid. 

7. It can be used as an IPC mechanism to communicate between 

processes on different machines as well as between different 

processes on the same machine. 

4.3 REMOTE PROCEDURE CALL (RPC) 

• The RPC model is similar to the well-known and well-understood 

procedure call model used for the transfer of control and data within 

a program in the following manner:  

1. For making a procedure call, the caller places arguments to the 

procedure in some well-specified location. 

2. Control is then transferred to the sequence of instructions that 

constitutes the body of the procedure. 

3. The procedure body is executed in a newly created execution 

environment that includes copies of the arguments given in the 

calling instruction. 

4. After the procedure's execution is over, control returns to the 

calling point, possibly returning a result. 

• The RPC mechanism is an extension of the procedure call mechanism 

in the sense that it enables a call to be made to a procedure that does 

not reside in the address space of the calling process. The called 

procedure may be on the same computer as the calling process or on 

a different computer. 

• The RPC facility uses a message-passing scheme for information 

exchange between the caller and the callee processes. As shown in 

Figure 1, when a remote procedure call is made, the caller and the 

callee processes interact in the following manner: 
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Fig. 1 A typical model of Remote Procedure Call. 

1. The caller (commonly known as client process) sends a call (request) 

message to the callee (commonly known as server process) and waits 

(blocks) for a reply message. The request message contains the remote 

procedure's parameters, among other things.  

2. The server process executes the procedure and then returns the result 

of procedure execution in a reply message to the client process. 

3. Once the reply message is received, the result of procedure execution 

is extracted, and the caller's execution is resumed. 

Transparency of RPC 

• A major issue in the design of an RPC facility is its transparency 

property.  

• A transparent RPC mechanism is one in which local procedures and 

remote procedures are effective to programmers.  

• This requires the following two types of transparencies: 

1. Syntactic transparency means that a remote procedure call 

should have exactly the same syntax as a local procedure call.  

2. Semantic transparency means that the semantics of a remote 

procedure call are identical to those of a local procedure call. 

• It is not very difficult to achieve syntactic transparency of an RPC 

mechanism, and that the semantics of remote procedure calls are also 

analogous to that of local procedure calls for most parts: 

• The calling process is suspended until the called procedure 

returns.  

• The caller can pass arguments to the called procedure (remote 

procedure).  
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the caller. 

Implementing RPC Mechanism 

• To achieve the target of semantic transparency, the implementation of 

an RPC mechanism is based on the concept of stubs, which provide a 

perfectly normal (local) procedure call abstraction by hiding from 

programs the interface to the underlying RPC system.  

• RPC involves a client process and a server process. Therefore, to 

conceal the interface of the underlying RPC system from both the 

client and server processes, a separate stub procedure is associated 

with each of the two processes.  

• To hide the existence and functional details of the underlying 

network, an RPC communication package is used on both the client 

and server sides.  

• Implementation of an RPC mechanism involves the following five 

elements of program: 

1. The client 

2. The client stub 

3. The RPC Runtime 

4. The server stub 

5. The server 

The interaction between above elements is shown in Figure 2 

 

Fig. 2 Implementation of RPC mechanism. 
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4.3.1 Client  

The client is a user process that initiates a remote procedure call. To make 

a remote procedure call, the client makes a perfectly normal local call that 

invokes a corresponding procedure in the client stub. 

4.3.2 Client Stub 

The client stub is responsible for carrying out the following two tasks: 

• On receipt of a call request from the client, it packs a specification of 

the target procedure and the arguments into a message and then asks 

the local RPCRuntime to send it to the server stub. 

• On receipt of the result of procedure execution, it unpacks the result 

and passes it to the client. 

4.3.3 RPC Runtime 

The RPC Runtime handles transmission of messages across the network 

between client and server machines. It is responsible for retransmissions, 

acknowledgments, packet routing, and encryption. The RPC Runtime on 

the client machine receives the call request message from the client stub and 

sends it to the server machine. It also receives the message containing the 

result of procedure execution from the server machine and passes it to the 

client stub. 

4.3.4 Server Stub 

The duty of the server stub is very similar to that of the client stub. It 

performs the following two tasks:   

• On receipt of the call request message from the local RPCRuntime, 

the server stub unpacks it and makes a perfectly normal call to invoke 

the appropriate procedure in the server.  

• On receipt of the result of procedure execution from the server, the 

server stub packs the result into a message and then asks the local 

RPCRuntime to send it to the client stub. 

4.3.5 Server 

On receiving a call request from the server stub, the server executes the 

appropriate procedure and returns the result of procedure execution to the 

server stub. 

Stub Generation 

Stubs can be generated in one of the following two ways: 

1. Manually.  

2. Automatically. 
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• Traditional applications consist of a set of programs or modules 

combined together under a single executable file. If we want to extend 

or enhance the application, we will have to recompile and integrate 

the whole application after making the change since each method/ 

function depends on another. 

• An application can be run on several computers using a network. 

Basically, an application consists of business logic, data, user 

interface and computations.  When an application is supposed to be 

executed on multiple computers on a network, then it becomes 

necessary to determine which part of the application should be 

installed on which computer.   

RMI List of various approaches: 

1. Mainframe Architecture 

It consists of a smart server and dumb clients.  Every part of the 

application is installed on mainframes and users interact with 

mainframes using dumb terminals (Terminals that can only 

send/receive data).   

Advantages: 

• Fast and maintain huge amount of data 

• Data security is high. 

Disadvantages: 

• If the mainframe fails, the entire application fails 

• Mainframes are expensive. 

• Programs are not portable. 

• All data manipulation work is required to be done by 

mainframes which may affect the performance. 

2. File Server Architecture 

In this type, the server stores the data that has to be shared by all the 

computers on the network.  The clients are the desktop PCs which 

contain user interface, data and computation.   

Advantages: 

• The cost of the server is less.   

• Network access is less. 

Disadvantages: 

Any change in the application (business logic / user interface) requires 

a change in all the client components.   
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3. Client-Server Architecture 

It consists of smart servers as well as smart clients.  The server is 

responsible for management of data and computations.  The client is 

responsible for management of user interface and computations. 

Advantages:  

• The network is cost effective.   

• The network access is minimal.   

• The server can be a database server.   

Disadvantages: 

Business logic is kept on the client side.  If there is any change in 

business logic, all client components should be changed.  

4. N-Tier Architecture 

Consider a 3- Tier architecture. It consists of 3 logical tiers – user 

interface layer, business logic layer and data layer.  UI never directly 

interacts with the DB layer.  This allows changes to be made in each 

layer without affecting the other layers.   

Distributed applications 

• In distributed applications, the application is divided into 

different parts called components or objects.   

• Each object (or component) may have the interface to refer to 

other components.   

• We can make changes to a particular object without affecting 

other objects.   

• Also we need not compile the entire application or all the 

components.  It is sufficient if we compile the object that has 

been changed.    

• Thus distributed architecture consists of multiple servers and it 

resembles peer-to-peer networking. 

Distributed applications have the following advantages: 

1. Component reuse 

2. Less Time and Resources 

3. Less complexity 

4. Less storage space 

Distributed applications generally consist of 2 parts:  

Server part & Client part.   

• The server part is kept on the machine that is connected to a 

network.  
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Remote Communication • The client can be placed in a different machine that is also 

connected to the same network. The client is also connected to 

the same network.  

• The client can invoke the server’s objects or methods whenever 

needed.  

• The Internet Protocol (IP) address & interface uniquely 

determine the object.  

• The interface is registered in the local registry.  

• The objects obtain the remote objects’ reference from the 

registry. The 2 objects communicate through ORB (Object 

Request Broker). 

The different technologies that allow the development of distributed 

applications are as follows: 

1. Sockets 

It consists of establishing a low-level communication channel.  It is 

used to establish communication between two processes running on 

same/different machines.  These applications are fast and efficient but 

they are machine as well as language dependent.   

2. CORBA (Common Object Request Broker Architecture) 

It uses IDL (Interface Definition Language) code which can be 

mapped to any language.  CORBA allows us to develop language as 

well as platform independent  components.   But it is costly.   

3. COM/DCOM (Component Object Model / Distributed COM) 

COM components are used on the same machine whereas DCOM 

components are used on the network.  These components are 

language-independent but they can be used only on the Windows 

platform. 

RMI Architecture Layers 

RMI architecture consists of four layers and each layer performs specific 

functions –  

1. Application Layer  

 This Layer contains the actual object definitions. 

2. Proxy Layer  

• This layer intercepts method calls made by the client to the 

interface reference variable and redirects these calls to a remote 

RMI service.   
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• It consists of two parts- Stub and Skeleton. These are used for 

marshaling and unmarshalling the data that are transferred 

through the network.  

• Marshaling is the process by which we can convert the Java 

bytecodes into streams of bytes and unmarshalling is the reverse 

process that.  

• Stub is the proxy for the server and placed on the client side. 

Skeleton is placed on the server side.  

• It represents a client. Skeleton classes are not used in latest 

releases of Java. The role of the skeleton class is added into the 

Stub class. 

• The stub and skeleton layer of RMI lie just beneath the view of 

the Java developer.  

• In this layer, RMI uses the Proxy design pattern (In software 

engineering, design patterns are standard solutions to common 

problems in software design.  

• Instead of focusing on how individual components work, design 

patterns take a systematic approach, which focuses on the 

patterns of interaction.  

• Design patterns describe abstract systems of interaction 

between classes, objects, and communication flow).  

• In the Proxy pattern, an object in one context is represented by 

another (the proxy) in a separate context.  

• The proxy knows how to forward method calls between the 

participating objects. The following class diagram illustrates the 

Proxy pattern.  

 

3. Remote Reference Layer 

• This layer understands how to interpret and manage references 

made from clients to the remote service objects.   
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Remote Communication • The Remote Reference Layers defines and supports the 

invocation semantics of the RMI connection.  

• This layer provides a RemoteRef object that represents the link 

to the remote service implementation object.  

• The stub objects use the invoke() method in RemoteRef to 

forward the method call.  

• The RemoteRef object understands the invocation semantics for 

the remote services.   

4. Transport Layer 

• This Layer is responsible for handling the actual machine-to-

machine communication.  

• The Transport Layer makes the connection between JVMs. All 

connections are stream-based network connections that use 

TCP/IP.  

• Even if two JVMs are running on the same physical computer, 

they connect through their host computer’s TCP/IP network 

protocol. 

• On top of TCP/IP, RMI uses a wire level protocol called Java 

Remote Method Protocol (JRMP). JRMP is a proprietary, 

stream-based protocol which was used in JDK 1.1. From Java 2 

SDK Version 1.3, JRMP is replaced by a protocol called RMI-

IIOP(Internet Inter-ORB Protocol).  

• The interesting thing about RMI-IIOP is that instead of using 

JRMP, it uses the Object Management Group (OMG) Internet 

Inter-ORB Protocol, IIOP, to communicate between clients and 

server.   

• The following diagram shows the unfettered use of TCP/IP 

connections between JVMs.  

 

Parameters in RMI 

1. Single JVM 

• RMI supports method calls to remote objects.  
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• In a single JVM, primitive data types (int, char, boolean etc) are 

always passed by value. 

• But objects are always passed by references (except String 

objects which are passed by value because they are immutable). 

2. Remote JVM – Primitive parameters 

• In RMI when a primitive data type is passed as parameter to a 

remote method, the RMI system passes it by value.  

• RMI will make a copy of the primitive data type and send it to 

the remote method. If a method returns a primitive data type, it 

is also returned to the calling JVM by value.  

• Values are passed between JVM’s in a standard, machine-

independent format.  

• This allows JVM’s running on different platforms to 

communicate with each other reliably.  

3. Remote JVM – Object Parameters 

• When an object is passed to a remote method, the semantics 

change from the case of the single JVM.  

• RMI sends the object itself, not its reference, between JVM’s. 

It is the object that is passed by value, not the reference to the 

object, Similarly when a remote method returns an object, a 

copy of the whole object is returned to the calling program.  

• RMI uses a technology called Object Serialization to 

transform an object into a stream of bytes that can then be sent 

over the network.  

• Serialized objects can be deserialized in the memory of the 

remote JVM and made ready for use by a Java program.  

• Before passing objects, make sure that the respective class 

implements Serializable interface. 

4. Remote Object Parameters 

• RMI introduces a third type of parameter to consider remote 

objects. Generally, a client program can obtain a reference to a 

remote object through the RMI Registry Program.  

• There is another way in which a client can obtain remote 

reference, it can be returned to the client from a method call.  

• When a method returns a local reference to an exported remote 

object, RMI does not return that object. Instead, it substitutes 

another object in the return stream. 
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Remote Communication Comparison between RMI and RPC: 

RPC RMI 

RPC is a library and OS 

dependent platform. 

Whereas it is a java platform. 

RPC supports procedural 

programming. 

RMI supports object oriented 

programming. 

RPC is less efficient in 

comparison to RMI. 

RMI is more efficient than 

RPC. 

RPC creates more overhead. While it creates less overhead 

than RPC. 

The parameters which are 

passed in RPC are 

  ordinary or normal data. 

While in RMI, objects are 

passed as parameters. 

RPC is the older version of 

RMI. 

While it is the successor version 

of RPC. 

There is a high Provision of 

ease of programming 

  in RPC. 

While there is low Provision of 

ease of 

  programming in RMI. 

RPC does not provide any 

security. 

While it provides client level 

security. 

Its development cost is huge. While its development cost is 

fair or 

  reasonable. 

There is a huge problem with 

versioning in RPC. 

While there is possible 

versioning using RDMI. 

There are multiple codes needed 

for simple 

  application in RPC. 

While there are multiple codes 

that are not 

  needed for simple application 

in RMI. 

  

4.5 A CASE STUDY ON SUN RPC 

RPC for Unix System V, Linux, BSD, OS X 

– Also known as ONC RPC (Open Network Computing) 

Interfaces defined in an Interface Definition  Language (IDL) 

– IDL compiler is rpcgen 
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Importance of versioning: 

name.x 

program GETNAME { 

version GET_VERS { 

long GET_ID(string<50>) = 1; 

string GET_ADDR(long) = 2; 

} = 1; /* version */ 

 

version GET_VERS2 {                                \\Interface Definition 

long GET_ID(string<50>) = 1; 

string GET_ADDR(string<128>) = 2; 

} = 2; /* version */ 

 

 

} = 0x31223456; 

rpcgen 

rpcgen name.x 

Produces: 

1. name.h header 

2. name_svc.c server stub (skeleton) 

3. name_clnt.c client stub 

4. [ name_xdr.c ] XDR conversion routines 

• Function names derived from IDL function names and version 

numbers 

• Client gets pointer to result 

1. Allows it to identify failed RPC (null return) 

2. Reminder: C doesn’t have exceptions 

What goes on in the system: server 

Start server 

1. Server stub creates a socket and binds any available local port to it 

2. Calls a function in the RPC library: 

• svc_register to register {program#, port #} 

• contacts portmapper (rpcbind on SVR4): 

• Name server 
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Remote Communication • Keeps track of 

{program#,version#,protocol} port# bindings 

• Server then listens and waits to accept connections 

What goes on in the system: client 

• Client calls clnt_create with: 

• Name of server 

• Program # 

• Version # 

• Protocol# 

• clnt_create contacts port mapper on that  server to get the port for that 

interface 

• early binding – done once, not per procedure call 

Advantages 

● Don’t worry about getting a unique transport address (port) 

• But with SUN RPC you need a unique program number per 

server 

• Greater portability 

• Transport independent 

• Protocol can be selected at run-time 

• Application does not have to deal with maintaining message 

boundaries, fragmentation, reassembly 

• Applications need to know only one transport address 

• Port mapper 

• Function call model can be used instead of send/receive 

4.6 A CASE STUDY ON JAVA RMI 

Developing RMI Application 

1. Defining interface 

 The first step is to write an interface and compile it. For example, 

 hello.java 
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 import java.rmi.*;            

  public interface hello extends Remote 

 {             

 public String sayhello(String s) throws RemoteException;  

 } 

2. Implementing the interface 

The next step is to define the implementation to the interface. For 

example -   

helloimpl.java 

import java.rmi.*; 

import java.rmi.server.*; 

 

public class helloimpl extends UnicastRemoteObject implements hello 

{ 

 String t; 

 public helloimpl(String s) throws RemoteException 

 { 

  t=s; 

  System.out.println(“In helloipml constructor…”); 

} 

 

public String sayhello(String s) 

{ 

 try 

 { 

  System.out.println(“In sayhello method”); 

  return t+””+s; 

} 

catch(RemoteException e) 

{ 

 System.out.println(e); 

} 

} 

} 

 

3.  Creating Stub and Skeleton classes     

After compiling helloimpl.java, the next step is to create stub and 

skeleton classes. To do this, we have to use a special RMI compiler 

called rmic. 

For example- 

rmic helloimpl 

The above command creates two classes from helloimpl.class- 
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Remote Communication (i) helloimpl_Stub.class  (ii) helloimpl_Skel.class 

4.  Writing a Server program    

The next is to define a server program that creates instances of remote 

objects and waits for the clients to call methods on them. For example, 

helloserver.java 

 import java.rmi.*; 

 import java.net.*; 

  

 public class helloserver 

 { 

public static void main(String args[]) throws 

RemoteException, MalformedURLException 

  { 

RMISecurityManager rsm = (RMISecurityManager)                         

 System.getSecurityManager(); 

   System.setSecurityManager(rsm); 

   helloimpl h = new helloimpl(“Hello, ”); 

   Naming.rebind(“//localhost/k”,h); 

   System.out.println(“Object bound”); 

  } 

} 

5. Writing A Client Program 

The last step is to define a client program that finds instances of 

remote objects and calls methods of them. For example, 

helloclient.java 

import java.rmi.*; 

 

public class helloclient 

 {  

public static void main(String args[])throws RemoteException, 

MalformedURLException, NotBoundException 

{ 

RMISecurityManager rsm = (RMISecurityManager) 

System.getSecurityManager(); 

System.setSecurityManager(rsm); 

hello h = (hello)Naming.lookup(“rmi://localhost/k”); 

System.out.println(h.sayhello(“Kamlakar ” )); 

} 

} 
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On the client side the RMI Registry is accessed through the same class 

Naming. It provides the method lookup() that the client used to query 

a registry. It accepts the URL that specifies the server host name and 

the name of the desired object (service). The method returns the 

remote reference to the service object. The URL takes the form : 

rmi://<host_name> {:<name_service_port}/<object_name> 

where the host name is the name recognized on the local area network 

or a DNS name on the Internet. The name_service_port only needs to 

be specified only if the naming service is running on a different port 

to the default 1099. This method throws two types of exceptions – 

RemoteException and MalformedURLException(when the 

specified URL is wrong). 

When you compile the above program, you should get a 

“Hello,Kamlakar” message on the screen.  

4.7 SUMMARY 

1. Remote Procedure Call (RPC) is a special case of the general 

message-passing model of IPC that has become a widely accepted 

IPC mechanism in distributed computing systems. 

2. Its popularity is due to its simple call syntax, familiar procedure call 

semantics, ease of use, generality, efficiency, and specification of a 

well-defined interface.  

3. Ideal transparency of RPC means that remote procedure calls are 

indistinguishable from local procedure calls. However, this is usually 

only partially achievable. 

4. The RMI (Remote Method Invocation) is an API that provides a 

mechanism to create distributed application in java. The RMI allows 

an object to invoke methods on an object running in another JVM. 

4.8 REFERENCE FOR FURTHER READING 

1. Distributed OS by Pradeep K. Sinha , PHI  

2. Case Study: 

https://people.cs.rutgers.edu/~pxk/rutgers/notes/content/04-rpc-case-

slides-6up.pdf 

4.9 UNIT END EXERCISES 

1. What is the difference between RPC & RMI? 

2. Write a short note on transparency RPC. 

3. Explain the implementation of the RPC mechanism. 
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CLOCK SYNCHRONIZATION 

Unit Structure  

5.0 Objectives 

5.1 Introduction to Clock Synchronization 

5.2 Clock Construction and Mechanism 

5.3 Two ways of Synchronization 

5.4 Issues in Clock Synchronization 

5.5 Lamport’s Happens-Before Relation 

5.6 Clock Synchronization Algorithms 

 5.6.1 Centralized Clock Synchronization Algorithms 

 5.6.2 Distributed Clock Synchronization Algorithms 

5.7 Global State 

5.8 Mutual Exclusion in Distributed Systems 

5.9 Election Algorithms 

5.10 Exercises 

5.11 Additional References 

5.0 OBJECTIVES 

This chapter would make you understand the following concepts: 

• Introduction to Clock Synchronization 

• Clock Construction and Mechanism – Physical Clock, Logical Clock, 

Counter, Holding Register, Clock tick, Clock Skew, Clock Drift 

• Two ways of Synchronization – External clock synchronization, 

Internal clock synchronization 

• Issues in Clock Synchronization 

• Lamport’s Happens-Before relation 

• Clock Synchronization Algorithms – Centralized Algorithms, 

Distributed Algorithms, Passive Time Server, Active Time Server, 

Cristian’s Algorithm, Berkeley Algorithm 

• Global State  
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• Mutual Exclusion in Distributed Systems – Centralized Approach, 

Distributed Approach, Token Passing Approach 

• Election Algorithms 

5.1 INTRODUCTION TO CLOCK SYNCHRONIZATION 

Distributed Systems (DS) is a collection of computers connected using 

high-speed communication network. In Distributed Systems, the nodes 

are communicating with each other using message passing. Many real-time 

applications such as banking systems, reservation systems are implemented 

using distributed systems. In such systems, it is crucial to execute each 

transaction/event in an ordered manner. Ordering of these events is 

important for proper allocation of available resources and mutual allocation. 

This is implemented using Clock Synchronization.  

Mostly, each node in a DS share their resources, for example sharing of 

files, printer or scanner. As these resources are limited, they should be 

shared in either cooperative or competitive manner. Resources like printer 

and scanner cannot be used by multiple processes simultaneously. So, there 

is a need of proper allocation of available resources, to preserve the state of 

resources and coordination between processes. To resolve these conflicts, 

clock synchronization is important. Clock synchronization can be 

implemented by using the physical local clock of each node. Clock 

synchronization deals with understanding the temporal ordering of events 

produced by concurrent processes.  

Consider following situations which can arise due to unsynchronized clocks 

– 

• Last available seat in a distributed online reservation system, may get 

booked from multiple nodes if their local clocks are not synchronized. 

To be fair, the seat should be offered to the client who booked first, 

even if the time difference between the two bookings is very small. It 

may be not possible to guarantee this if the clocks of nodes are 

unsynchronized. 

• In a distributed banking system, if the timing and ordering of financial 

transactions are not tracked, it may lead to inconsistent state in the 

system. 

• Suppose we are tracking activities that start on one node and terminate 

on another node. For e.g., calculating the time taken to transmit a 

message from one node to another at any arbitrary time. It is difficult 

to get correct result in such a case if the sender’s and receiver’s clocks 

are not synchronized.  

• A simple online shopping transaction involves events at a merchant’s 

computer and at a bank’s computer. It is important w.r.t auditing 

applications that these events are timestamped accurately. This is not 

possible if their clocks are unsynchronized.  
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Clock Synchronization Each node in the DS needs to share their local clock time with another node 

in the system to achieve synchronization.  It is the job of the distributed 

operating system designer to devise and use suitable algorithms for properly 

synchronizing the clocks of a distributed system. Synchronization in 

distributed systems is more complicated as it has use distributed algorithms. 

In general, distributed algorithms have following properties – 

• The relevant information is distributed among multiple nodes. 

• Processes take decisions based on locally available information. 

• A single point of failure in the system should be avoided. 

• Common clock or other precise global time source does not exist.  

5.2 CLOCK CONSTRUCTION AND MECHANISM 

Computers contain their own physical clocks. Computer clock usually 

consists of a precisely machined quartz crystal. Associated with this crystal 

are two registers – Counter and Holding/Constant Register. This quartz 

crystal oscillates at a predictable frequency when squeezed. The value in 

the counter is decremented by one after each oscillation thereby keeping a 

track of the oscillation. When the counter drops to zero, an interrupt is 

generated and counter is reloaded from the holding register. Each interrupt 

is called as a clock tick. The value of holding register is decided based on 

the frequency of oscillation. If we want to make the computer clock function 

as an ordinary clock which is used by us in our everyday life, then it is 

possible to program the clock to generate an interrupt 60 times a second.  

With a single computer and single clock, it does not matter much if this 

clock is off by a small amount. Since all the processes on that device use 

the same clock, they remain internally consistent. But situation changes in 

a system having multiple CPUs, each with different clocks. As the crystals 

in these clocks are going to oscillate at different frequencies, these clocks 

will get out of sync eventually. The difference in their time values is called 

as Clock Skew. This clock skew can make the programs fail. For e.g., the 

programs that are based on time associated with a file, an object, a process 

or a message and expect the time to be correct will fail.  

There may be variations in crystal oscillation frequency which leads to the 

clock running at different rates. This is known as Clock Drift. The 

difference in oscillation may be minimal but as time passes the difference 

accumulates over many oscillations and so computer clocks drift away from 

real-time clocks. For ordinary clocks based on quartz crystal this drift is 

about 10-6
 secs/sec, leading to a difference of 1 second every 11.6 days. The 

drift rate of high-precision quartz crystal clocks is about 10-7 or 10-8. A clock 

is considered to be correct if there is bound on the amount of drift from the 

real time clock for any given finite time interval.  

Consider that when real time (or UTC time) is T, the value of a clock p is 

Cp(T). If all clocks in the world are perfectly synchronized then we would 
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have Cp(T)=T for all p and all T. Which means if C denotes the time value 

of a clock, then dC/dT =1 in ideal scenario. So, if the maximum drift rate 

allowable is ρ, then a clock is said to be correct if 1 − 𝜌 ≤  
𝑑𝐶

𝑑𝑇
 ≤ 1 + 𝜌 

 

Observe in the above diagram that after synchronization with a perfect 

clock, slow and fast clocks drift in opposite directions from perfect clock.  

If two clocks are drifting real time in opposite direction (which means one 

is slow and the other is fast), at a time Δt after they were synchronized, they 

may be maximum 2ρΔt apart. If we want those two clocks must never ever 

differ by more than δ, then the clocks must be synchronized every δ/2ρ 

seconds. 

So, it is important that computer clock is periodically resynchronized with 

the real-time clock to keep it working correctly.  

5.3 TWO WAYS OF SYNCHRONIZATION 

There are two ways of synchronization – 

External clock synchronization – External clock time is used as a 

reference time for other clocks in the system. This type of synchronization 

is mainly required for real-time applications. This allows the system to 

exchange information about the timing of events with other systems and 

users. Coordinated Universal Time (UTC) is used as a reference clock 

time for physical clocks in the system. UTC is an international standard for 

timekeeping which is based on atomic time. UTC signals are synchronized 

and broadcast regularly from land-based radio stations and satellites 

covering most of the world. E.g., radio station WWV in U.S. broadcasts a 

short pulse at the beginning of each UTC second. Commercial devices 

called as time providers are available to receive and interpret these signals. 
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Clock Synchronization Computers having time providers can synchronize their clocks with these 

received time signals.  

Internal Clock Synchronization – Here, each node shares their physical 

clock time value with other nodes and set their new clock value accordingly 

for clock synchronization. This type of synchronization is required in 

applications which require a consistent view of time across all nodes. It is 

also needed for tracking activities that start on one node and terminate on 

another node. 

Note that externally synchronized clocks are also internally synchronized 

but clocks that are internally synchronized need not necessarily be 

externally synchronized as they may drift collectively from the external 

source of time even though they agree with one another. 

5.4 ISSUES IN CLOCK SYNCHRONIZATION 

Two clocks can never be ‘perfectly’ synchronized. So, we say that the 

two clocks are synchronized if their clock skew is less than some specified 

constant δ. Clock synchronization requires each node to read the clock 

values of other nodes in the distributed system. A node obtains approximate 

view of its clock skew w.r.t other nodes clocks in the system. This 

communication between two nodes can raise errors due to delay in message 

communication. The lower bound of this delay can be computed by 

determining the time required to prepare, transmit and receive an empty 

message in the absence of any transmission errors and system load. 

However, it is rather very difficult to determine the upper bound of this 

delay value as it depends on the amount of computation and communication 

happening concurrently in the system. It also depends on the possibility of 

transmission errors and other random events like page faults or process 

switches etc.  

Following are the various reasons for a communication delay which needs 

to be minimized to get nearby accurate time –  

• Communication Link Failure – Due to communication failure, the 

client may not be able to receive message on time. After recovery, the 

message which reaches the client contains false time value. 

• Fault Tolerance – If any component fails during message passing, 

then it may cause an inaccurate reading of clock time. So, the system 

should be fault tolerant which can minimize the clock drift.  

• Propagation Time – Due to heavy traffic during peak periods 

propagation delays are caused which may lead to inaccurate clock 

values in the messages. 

• Low Bandwidth – Congestion may occur in network due to low 

bandwidth of communication link. This may lead to propagation 

delay as well as failure of the message carrying clock value to reach 

the node. 
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Another crucial issue in synchronization is that time must never run 

backward as it may cause major issues like repetition of certain events or 

transactions creating disorder in the system. Note that during 

synchronization process, a fast clock is slowed down. If the fast clock is 

readjusted to the actual time all at once, it leads to time running backward 

for that clock. So, there is a need to design synchronization algorithms in 

such a way that a gradual change is introduced in fast clocks instead of 

readjusting its time all at once. This can be achieved with the help of 

intelligent interrupt routines. Using this intelligent interrupt routine to slow 

down a clock, the amount of time to be added to the clock time for each 

interrupt is readjusted. E.g., if 8msec is added to the clock time on every 

interrupt in normal scenario, then in case of fast clocks, the routine only 

adds 7msec on each interrupt until the correction is achieved. This routine 

can also work in clock forwards (required to synchronize slow clocks). 

5.5 LAMPORT’S HAPPENS-BEFORE RELATION 

To keep clocks in a distributed system synchronized to within 5-10 msec is 

expensive and nontrivial. Lamport observed that for most of the 

applications, it is not required to keep the clocks synchronized, rather it is 

sufficient to ensure that all the events that occur in a distributed system are 

totally ordered in a consistent manner. Lamport defined a relation called 

as ‘Happened-Before’ for partial ordering of events. It is also called as 

‘Casual Ordering’. Lamport also introduced the concept of logical clocks 

for ordering of events based on this relation.  

Assume that ‘a’ and ‘b’ are two events. Then the expression a 🡪 b is read 

as ‘a happens before b’. It means that all processes agree that first event 

‘a’ occurs and then afterwards event ‘b’ occurs. The happens-before relation 

can be observed in following 2 situations – 

1. If ‘a’ and ‘b’ are the events in the same process and ‘a’ occurs before 

‘b’, then a 🡪 b is true. 

2. If ‘a’ is the event of sending a message by one process and ‘b’ is the 

event of receiving the same message by another process then a 🡪 b. 

This holds true as a receiver process cannot receive a message until it 

has been sent by sender process. Moreover, the time taken to 

propagate a message from its source to destination is always positive.  

Happens-before relation is a transitive relation, so if a 🡪 b and b 🡪 c then a 

🡪 c. Moreover, an event cannot happen before itself. So, a 🡪 a is not true 

for any event ‘a’.  

If a 🡪 b and b 🡪 a, both are not true, it means the events ‘a’ and ‘b’ are 

concurrent. Two events ‘a’ and ‘b’ are said to be concurrent if they are not 

related by the happens-before relation. This simply implies that nothing can 

be said about when the two events happened. Two events are concurrent if 

neither can casually affect the other. So, this relation is also known as 

‘Casual Ordering’.  
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Above figure is of a space-time diagram which is used to depict the concepts 

of the happens-before relation and concurrent events.  

In the above diagram, there 3 processes P1, P2 and P3 denoted using a 

vertical line. Each dot on the vertical line denotes an event in the respective 

process. Each dashed line denotes a message exchange between 2 processes. 

Observe that the message is transferred in the direction of arrow.  

Observe here, that for two events ‘a’ and ‘b’, a 🡪 b is true only when there 

exists a path from ‘a’ to ‘b’ by moving forward in time along the process 

and message lines in the direction of arrows. E.g., events related by 

happens-before relation are –  

E1 🡪 E2, E20 🡪 E24, E2 🡪 E23, E21 🡪 E4,  

E30 🡪 E24 (as E30 🡪 E22 and E22 🡪 E24 so by law of transitivity E30 🡪 

E24),  

E2 🡪 E32 (as E2 🡪 E23 and E23 🡪 E24 and E24 🡪 E32 so by law of 

transitivity E2 🡪 E32 

Also, observe that two events ‘a’ and ‘b’ are concurrent only when no path 

exists either from ‘a’ to ‘b’ or vice versa. E.g., events which can be termed 

as concurrent are –  

E3 and E20, E21 and E30, E1 and E30, E2 and E31, E3 and E32, E4 and 

E22 

5.6 CLOCK SYNCHRONIZATION ALGORITHMS 

Clock Synchronization Algorithms can be divided into following two 

categories – 

• Centralized Algorithms 
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• Distributed Algorithms 

5.6.1 Centralized Clock Synchronization Algorithms 

In all the Centralized clock synchronization algorithms there is one time-

server node. The clock time of this node is considered to be correct and is 

used as reference time. The main goal here is to keep clocks of all other 

nodes synchronized with the clock time of the time-server. Depending upon 

the role played by the time-server, these algorithms are further divided into 

two types – Passive Time Server and Active Time Server. 

Passive Time Server Centralized Algorithm 

Here, each node periodically (ideally the interval between two periods 

should be less than or equal to δ/2ρ seconds) sends a request message 

‘time=?’ to the time-server node to get correct time. Time-server, upon 

receiving the request message, responds with a ‘time=T’ message. Here, T 

is the current time in the clock of the time-server. Now, assume that the 

client node sends the request message at time T0 and it receives the response 

at time T1. As the time T0 and T1 are measured using the same client clock, 

we can say that the time required for the propagation of response message 

from the time-server node to the client’s node is (T1 - T0)/2. So, when the 

response is received at the client node, its clock is readjusted to T+(T1 - 

T0)/2.  

For more accuracy, there is a need to calculate the accurate message 

propagation time. There are two methods proposed to improve this accuracy 

– 

• Additional information available – In this method, it is assumed that 

the approximate time taken to handle the interrupt and process the 

request message (‘time=?’) at the time-server node is Ti. Hence better 

estimated value of the time required for the propagation of response 

message is (T1 - T0 - Ti)/2. Taking this into consideration, the client’s 

clock is now readjusted to T+ (T1 - T0 - Ti)/2. 

• No additional information available (Cristian Method) - This 

method uses time-server connected toa device that receives UTC 

signal to synchronize the nodes externally. The simple estimated 

value T+(T1 - T0)/2 for readjusting client’s clock can be used if the 

nodes are on the same network. For nodes belonging to different 

networks following method is used.  

Suppose the Tmin is the smallest time interval that is required for a message 

to be sent between a client and time-server. Here, we are assuming that the 

network has no traffic. So, the earliest point at which the time-server could 

have placed the time in response message is T0 + Tmin. The latest point at 

which the time-server could have done this is T1 - Tmin. The range of these 

times is T1 - T0 - 2Tmin. So, the accuracy of the result is  

± 
𝑇1 − 𝑇0 

2
−  𝑇𝑚𝑖𝑛 
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Clock Synchronization Cristian’s algorithm suffers from the problem that afflicts all single server 

solutions. The single server may fail leading to unavailability of clock 

synchronization. It is also subject to malicious interference by an imposter 

time-server or faulty time-server. This can create havoc in a system.  

Active Time Server Centralized Algorithm 

In Passive Time Server mechanism, the time-server responded only when it 

received requests from other nodes. In Active Time Server mechanism, the 

time-server broadcasts its clock time (‘time=T ‘) at regular intervals. The 

other nodes receive this broadcast message and use it for adjusting their own 

clock. Each node has the knowledge of the approximate time required for 

propagation of broadcast message. Suppose it is Tp. So, each node adjusts 

its clock to T + Tp. This has got some limitations – 

• This method is not fault tolerant. Due to communication link failure, 

the message may get delayed thereby leading to wrong readjustment 

of the clock at the client node. 

• Network should support broadcast facility. 

Berkeley Algorithm can be used to overcome the above limitations.  

Berkeley Algorithm was proposed by Gusella and Zatti in 1989 for internal 

synchronization of clocks of a group of computers running Berkeley UNIX. 

It assumes that no such accurate time source exists using which any machine 

can synchronize its clock. It actually obtains an average time from all the 

participating machines and synchronizes all machines to that average.  

Here, the time-server periodically sends a ‘time=?’ message to all the 

participating computers. Now, each computer replies back with its clock 

value in the response message to the time-server. Upon receiving replies 

from client computers, it computes average time by including its own time 

in the calculation. Averaging the time cancels out the individual clock’s 

tendency to run slow or fast. Now, instead of sending the updated time to 

the client nodes, it sends the offset to each node by which the corresponding 

clock needs an adjustment.  

This process is explained in the below given example. 
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Consider 3 machines Server, Node1 and Node2 having clock time 3:00, 

3:08 and 2:58 respectively. In Figure A, the server sends out a 

synchronization query ‘Time=?’ to other nodes in the group. Each node 

responds with their clock times in the reply message. The server now 

averages the 3 time values: two which it has received and its own, 

computing (3:00 + 3:08 + 2.58)/3 = 3:03 time value. Now, in Figure B, the 

server sends an offset to each node so that the node’s clock will be 

synchronized to the average once the offset is applied. Node1 with a time 

of 3:08 receives an offset of -0:05 and Node2 with time of 2:58 receives an 

offset of +0:05. The server also adjusts its own clock by +0:03.  

The algorithm can also be extended to ignore readings from clocks whose 

skew is too large. The server may compute a fault-tolerant average by 

averaging values from nodes whose clock drift does not exceed a specific 

threshold. By doing this we can eliminate readings from unreliable clocks 

whose clock values if considered would lead to adverse results.   

Limitations of Centralized Synchronization Algorithms 

Centralized Clock Synchronization Algorithms have following limitations 

– 

• These algorithms completely depend upon a single node which is 

time-server for synchronization. If this server fails, then 

synchronization cannot be performed. This makes the system 

unreliable.  

• The second limitation is the scalability. A single time-server may not 

be capable to serve all the time requests it receives. In a large system, 

this algorithm will put a heavy load on one process.  

5.6.2 Distributed Clock Synchronization Algorithms 

Distributed Algorithms overcome the limitations of Centralized 

Algorithms. Distributed Algorithms do not use centralized or reference 

time-server. It overcomes the issue of scalability and single-point failure as 

it does not use a common or global clock. It performs clock synchronization 

based on internal clock values of each node with the consideration of 

minimum clock skew value among clocks of different nodes in the system. 

Decisions are made based on local information and which is distributed 

across machines. Following are the two approaches used for internal 

synchronization – 

Global Averaging Distributed Algorithms 

Each node in the system, broadcasts a special ‘resync’ message containing 

its local clock time. This special message is broadcasted by each node when 

its local time is equal to T0 + iR where i is some integer, T0 is a fixed time 

which is agreed upon in past by all nodes of the system and R is the system 

parameter which depends upon factors like total number of nodes in the 

system, maximum allowable drift etc. These messages are not broadcasted 
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Clock Synchronization at the same time (simultaneously) by each node as the clocks on each node 

run at slightly different pace. 

After broadcasting, clock process of each node waits for some time period 

T (value of T is determined by the algorithm). During this waiting period, 

the node collects ‘resync’ messages received from all other nodes and 

records its receiving time based on its local clock time. At the end of the 

waiting period, it calculates the skew of its own clock with respect to all 

other nodes. It then computes a fault-tolerant average of the estimated skews 

and uses it to readjust its local clock. 

The global averaging algorithms differ in the way the fault-tolerant average 

of the estimated skews is computed. Two most commonly used algorithms 

are given below – 

• The simplest way is to take average of the estimated skew and use it 

as correction of local clock. To limit the impact of faulty clocks, 

skews greater than a fixed threshold are set to zero before calculating 

the average of estimated skew.  

• In another algorithm, each node limits the impact of faulty clocks by 

discarding ‘m’ highest and ‘m’ lowest estimated skews and then 

computes the average. Result of this computation is then used as the 

correction for the local clock. The value of ‘m’ depends on the total 

number of participating nodes (clocks). 

Limitations of global averaging algorithms are as follows – 

• Network should support broadcast facility. 

• Due to large amount of broadcast messages by every node, there is an 

unnecessary increase in the network traffic. 

• This method does not scale well. 

Localized Averaging Distributed Algorithm 

Global Averaging Algorithms are suitable for small networks due to its 

various limitations. Localized Averaging Algorithms overcome the 

limitations of Global averaging algorithms. Here, the nodes of the system 

are arranged logically in a pattern which resembles a ring or a grid. Each 

node exchanges its local clock time with its neighbours at regular intervals. 

Then it sets the local clock time to the average of its own clock time and 

clock time of its neighbours.  

5.7 GLOBAL STATE 

A sequence of events in the distributed system in their order of occurrence 

can be used to create a model of the history of the distributed system. As 

the execution of a specific sequence of events leaves the system in a well-

defined global state, a history uniquely determines a sequence of global 

states through which the system has passed. Actually, in a distributed 
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system without perfect synchronization, it is usually impossible for a 

process to determine the order in which events actually took place on 

different processors. So, no process can determine definitely the sequence 

of global states through which the system passed.  

The solution to the problems in distributed systems contain a phase where 

some global characteristic needs to be discovered. The global state of 

distributed system is the union of the states of the individual processes. 

A process which wants to construct a global state must gather the remote 

components of the state through message exchanges. This is because any 

process of a distributed system does not share memory but instead 

communicate only through the exchange of messages. So, the basic issue in 

distributed computing is to ensure that the global state constructed by solely 

exchanging messages is meaningful and useful.  

Note that uncertainties in message delays and the relative pace at which the 

local computations happen, affect a process while drawing conclusions 

about the instantaneous global state of the system to which it belongs. One 

solution to make local views of a global state more current and complete is 

to increase the frequency of message exchanges. But again, this does not 

guarantee that the global state is consistent. Both the order in which 

messages are observed by the process and the information contained in 

them, play a major role in ensuring the consistency of a constructed global 

state.  

Another issue in distributed systems arises when separate processes 

independently construct global states. The variability in message delays 

could lead to these different processes constructing different global states 

for the same computation. Even though each global state may be consistent 

and the processes may be evaluating the same predicate, different processes 

may execute conflicting reactions.  

A distributed system consists of a finite set of processes and a finite set of 

channels. It is depicted graphically by a labelled directed graph. Here, the 

vertices represent processes and the edges represent the channels. Below 

given example shows a distributed system with processes P1, P2 and P3 and 

channels c1, c2, c3 and c4.  

 



 

 
77 

 

Clock Synchronization Channels are assumed to be error-free, have infinite buffers and deliver 

messages in the order sent. The delay experienced by a message in a channel 

is arbitrary but finite. The ‘state’ of a channel is the sequence of messages 

sent along the channel, excluding the messages receiving along the channel. 

A process is defined by a set of states, an initial state and a set of events. An 

event ‘e’ in a process is an atomic action which may change the state of the 

process itself and the state of at most one channel. The state of a channel 

may be changed because a message was sent along the channel or a message 

was received along the channel. So, the event ‘e’ is defined by – the process 

P in which the event occurs, the state S of process P just before the 

occurrence of the event, the state S’ of P immediately after the occurrence 

of the event, the channel C whose state is altered by the event and message 

M (if any), sent or received along C. So, we define event ‘e’ by the 5-tuple 

<P, S, S’, M, C>.  

Example – Consider a simple system consisting of 2 processes P1 and P2 

and 2 channels C1 and C2. The system contains a single token which is 

passed from one process to another. Each process has 2 states S0 and S1 

where S0 is the state where the process does not hold the token whereas S1 

is the state where the process holds the token.  

Assume that the initial state of P1 is S1 and that of P2 is S0. Each process 

has two events – 1) a transition from S1 to S0 with the transmission of the 

token and 2) a transition from S0 to S1 with the receipt of the token. Below 

given diagram denotes the state-transition diagram of a process. 

 

Now let’s look at the global states and transitions among the states. A 

system computation corresponds to a path in the global state transition 

starting at the initial global state. Examples of system computations are – 1) 

the empty sequence and 2) <P1 sends token, P2 receives token, P2 sends 

token>.  
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5.8 MUTUAL EXCLUSION IN DISTRIBUTED SYSTEMS 

Distributed processes often need to coordinate their activities like usage of 

shared resources. If the program execution has to be successful then several 

resources should be refrained from simultaneous usage by multiple 

processes. Otherwise, it will lead to corruption of these resources. E.g., a 

file cannot be allowed to be updated simultaneously by more than process. 

Similarly, resources like tape drives or printers can be used by only one 

process at any given time. So, exclusive access of such shared resources by 

processes must be ensured. This is known as Mutual Exclusion between 

the processes. Part of the code or sections of the program that require 

exclusive access to a shared resource is called as Critical Section. There 

can be multiple critical sections in a single program. So, mechanisms must 

be implemented which prevent the processes from executing in their 

respective critical sections concurrently.  
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Clock Synchronization The mechanisms for implementing mutual exclusion must satisfy the 

following conditions – 

• Mutual Exclusion – If there exists a shared resource accessed by 

multiple concurrent processes then only one of them should be given 

access to the resource. It means if a process has been granted the 

access to the resource, then it must be released by the process before 

its access can be granted to another process.  

• No Starvation – Every request for access to the resource must be 

granted. No process should be kept starving for the access.  

In single-processor systems, critical regions are protected using 

semaphores, monitors etc. The three basic approaches used to implement 

mutual exclusion in distributed systems are as follows – 

Centralized Approach 

The simplest way to guarantee mutual exclusion is to implement a 

server/coordinator that grants permission to enter the critical section. Each 

process that wants to enter its critical section first seeks permission from the 

coordinator by sending a request message. If there is no other process in the 

critical section, then the coordinator immediately grants the permission to 

the requesting process by granting a token. The reply from the coordinator 

consists of a token which signifies the permission to enter critical section. 

When the reply arrives, the requesting process enters the critical section. 

The coordinator has to take care that only one process is allowed to execute 

in the critical section at any given time. After exiting the critical section, the 

process has to notify the coordinator about its exit by returning the token, 

so that the coordinator can now grant entry to some other waiting process. 

When a process requests for the entry to the coordinator and if the token is 

currently held by some other process, then the server does not reply but it 

queues the request. When the queue of the waiting processes is not empty, 

then the process at the start of the queue (oldest entry) is granted the token.  

The below given diagram depicts the process –  

We assume that there are 4 processes P1, P2, P3 and P4 along with 

Coordinator process. P1 is a mute spectator as it is not wanting to enter 

critical section.  

1. Request made by Process 2 is appended to the queue of waiting 

processes. The queue already has an entry of Process 4.  

2. In the meantime, Process 3 exits the critical section and releases the 

token. 

3. Now, the coordinator grants Process 4 the token thereby permitting it 

to enter the critical section. 
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This algorithm is simple and easy to implement. It guarantees mutual 

exclusion as the coordinator allows only one process to enter critical section 

at any given time. Moreover, as FCFS data structure (queue) is 

implemented, this algorithm also ensures that no process is starved. This 

algorithm can also be used for more general-purpose resource allocation 

rather than just managing the critical section.  

Entering the critical section, even when there is no process executing in 

critical section, requires two messages – a request message followed by a 

grant. This delays the requesting process as time is spent in round-trip of 

these messages. Exiting the critical section also requires one release 

message to be sent. Of course, this does not delay the exiting process.  

It also suffers from usual drawbacks of centralized schemes like having a 

single point of failure. The entire algorithm is dependent on the coordinator 

which may fail or become non-functional thereby affecting the entire 

system. The requesting process may not even distinguish a non-functional 

coordinator from ‘permission denied’ as in both cases no reply comes from 

the coordinator. Moreover, the coordinator may become a performance 

bottleneck for the system as a whole.  

Distributed Approach 

In this approach, the decision making for mutual exclusion is not the 

responsibility of as single coordinator but rather it is distributed across the 

entire system. It means, all the processes wanting to enter critical section 

must cooperate with each other before a decision is made on which process 

will enter the critical section. Ricart and Agrawala proposed an algorithm 

to implement mutual exclusion between N peer processes in 1981.  

Processes that require an entry to a critical section multicast a request 

message. It can enter the critical section only when all the other processes 

have replied to this message. The message contains the process identifier, 

name of the critical section which the process wants to enter and a unique 

timestamp (current time) generated by the process for the request message. 

We assume that the message transmission is reliable.  
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Clock Synchronization When a process receives a request message, then the action it takes depends 

on the critical section named in the message. Its action depends on following 

conditions – 

• If the receiver process is itself executing in the critical section, then it 

defers sending a reply. It simply queues the request message.  

• If the receiver is not in the critical section and does not want to enter 

it, then it sends back an OK reply message to the sending process. 

• If the receiver process is currently waiting for its turn to enter the 

critical section, then it compares the timestamp in the received 

message and the timestamp in its own request message that it has sent 

to other processes. If the timestamp in received message is higher it 

indicates that the sending process has made request before this 

receiver process to enter critical section. In such a case, the receiver 

immediately sends a reply to the sending process. Instead, if the 

timestamp in the received message is lower, then it defers sending a 

reply and queues the received request message.  

A process who has sent the request message, waits for replies (permissions) 

from all the other processes. As soon as it receives permission from all the 

processes, it enters the critical section. Once the process has finished 

executing in the critical section, it sends reply messages to all the processes 

in the queue. It then deletes their entries from the queue.  

Consider the following example which consists of 4 processes P1, P2, P3 

and P4, to understand how the algorithm works – 

As shown in Figure A, Process P4 is already in the critical section and 

Process P1 and P2 want to enter the critical section. So, P1 sends a request 

message with timestamp 6 to all other processes seeking permission from 

them. At the same time, P2 also sends a request message to all other 

processes with timestamp 4 as it also wants permission to enter the critical 

section. 

 

 Now observe Figure B. As P4 is already in the critical section, it does not 

send any reply to the request messages which it has received from P1 and 
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P2. Instead, it adds those processes in the queue. Process P3 immediately 

sends an OK reply to both P1 and P2 as it is currently not interested in 

entering the critical section. Process P2 observes that the timestamp (4) in 

its own request message is lower than the timestamp (6) in the received 

message (P1s request message). So, it defers sending any reply to P1 and 

enters P1 in its queue. Whereas P1 immediately replies to P2 with an OK 

reply message as it observes that its own timestamp (6) is higher than the 

timestamp (4) of P2s request message. 

 

 Now observe Figure C. P4, after exiting the critical section, sends an OK 

message to all processes in its queue i.e., P1 and P2. It also deletes the 

queue. Now, observe that P2 enters the critical section as it has received OK 

reply message from all the other processes (P1, P3 and P4). P1 continues to 

wait for the permission from P2 as it has not yet received OK reply message 

from P2. 

Finally, as shown in Figure D, P2 sends an OK message to P1 after exiting 

the critical section. It then deletes its queue. Now, as P1 has received OK 

reply message from all the processes (P2, P3 and P4) it enters the critical 

section. 

This algorithm guarantees mutual exclusion without deadlock and 

starvation. Note that if there are N processes then N-1 request messages are 

sent and N-1 reply messages are expected by a process wishing to enter 

critical section. It means a total of 2(N-1) messages are sent per critical 

section entry. So, the minimum time for which a process waits for entering 

a critical section is the time required for exchanging 2(N-1) messages. Note 

that this waiting time increases as the value of N increases. So, this 

algorithm works best for small set of processes. Moreover, this algorithm’s 
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Clock Synchronization synchronization delay is only one message transmission time. In the earlier 

algorithm it was round-trip synchronization delay.  

In this algorithm, by avoiding a single-point failure, we have actually 

created N different points of failure. This algorithm does not depend one 

single coordinator for permission to enter the critical section, rather it 

depends upon N-1 different process’s permission. So, if one of these process 

fails, the entire system will come to a standstill. As the process has failed, 

it will not be able to reply, but its silence will be incorrectly interpreted as 

denial of permission by the requesting process, thereby causing all the 

processes to wait for an indefinite period. Moreover, the probability of one 

of the N processes to fail is actually N times larger than failure of single 

coordinator process. So, this algorithm is N times worse than the earlier 

algorithm.  

In 1995, Tanenbaum proposed a solution to this problem. Instead of 

remaining silent by deferring the transmission of reply message, the process 

should send a ‘Permission Denied’ message to the requesting process for 

stopping its entry to the critical section. Later when it wants to grant the 

permission, it will send an OK reply message to the requesting process. So, 

in any case an OK message or Permission Denied message is immediately 

sent to the requesting process. So, if a requesting process does not receive 

any reply within a fixed time period, it keeps trying until it receives a reply 

or it concludes that the destination has crashed.  

There’s a pre-requisite of this algorithm that each process is completely 

aware of the identity of all the processes which are a part of the group 

participating in the mutual exclusion algorithm. This pre-requisite increases 

the complexity of the algorithm as each process needs to keep track of the 

processes entering and exiting the group. Whenever a process joins a group, 

it must receive the identities of all the group members and the identity of 

the newly joined process must be distributed to all the existing group 

members. In the same way, whenever the process exits, then the group must 

be informed so that the details of this process are deleted from their 

membership list. So, this algorithm works best with small groups of 

processes that rarely change their groups.  

One more drawback of this algorithm is that the process that last entered the 

critical section and that has not received any requests for entering the critical 

section from other processes, should entirely follow all the steps in the 

algorithm again for the entry. i.e., it has to send N-1 requests and should 

wait for N-1 replies. This unnecessarily increases the waiting time of the 

process when actually the process can immediately enter by skipping all the 

steps of the algorithm.   

Maekawa in 1985 proposed one improvement to this algorithm. It is 

known as Maekawa’s Voting Algorithm. It suggests that for gaining entry 

to the critical section, it is not necessary to acquire permission from all the 

peer processes. Rather the process should get permission from the majority 

of the processes. It suggests that a process should obtain votes from a subset 

of its peers, as long as the subsets used by any two processes overlap. 
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Processes in the intersection of the subsets ensure that they give vote to only 

process at any given time. This guarantees that only one process will enter 

the critical section.  

Token-Passing Approach 

  

In this simplest solution for achieving mutual exclusion, the processes are 

arranged in a logical ring. It does not matter what the ordering is in the 

logical ring, what matters is that each process is aware of its neighbour. A 

single token is circulated from one process to another in the ring always in 

the same direction (clockwise or anti-clockwise). A process which gets the 

token can enter the critical section. The process is as given below – 

1. When a process receives a token from its neighbour, it checks whether 

it wants to enter the critical section. If yes, then it retains the token 

and enter the critical section. After execution of the critical section, 

once the process exits it, it passes the token to the process which is 

next in line along the ring. Note that the process can enter only one 

critical section once it gets hold of the token. If it wants to enter 

another critical section then it has to wait for acquiring the token 

again.  

2. If the process which has received the token, is not interested in 

entering the critical section, then it simply forwards the token to the 

next neighbour along the ring.  

3. If no process in the ring wants to enter the critical section, the token 

simply keeps on circulating the ring at a high speed.  

As this algorithm uses only a single token, this algorithm guarantees that 

only one process enters the critical section at any given time. So, this 

P

1 
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Clock Synchronization algorithm guarantees mutual exclusion. Note that the process can enter only 

one critical section each time it gets the token. It has to release the token 

once it exits the critical section. So, the processes waiting for the token do 

not wait for an indefinite period, i.e., this algorithm does not suffer from 

starvation. 

Note that this algorithm continuously consumes the network bandwidth 

(except when a process is inside a critical section) as token is passed along 

the ring even when no process wants to enter the critical section.  

The delay experienced by a process requesting entry to the critical section 

is between 0 messages (i.e., when the process has just received the token) 

and N messages (i.e., when the process has just passed the token to its 

neighbour).  

Moreover, this algorithm can face two types of failures – 

• Lost token – If the token is lost, it must be regenerated. So, the 

algorithm must be equipped with mechanism for detecting the loss of 

the token and its regeneration. One solution to this can be – Assign a 

‘monitor’ status to one of the processes on the ring. This monitor 

process circulates a ‘who has the token?’ message along the ring at 

regular intervals. The process who has the token, responds to this 

message by adding its identifier in the special field of the message. 

All the remaining processes will simply pass this message as they do 

not possess the token. When this message returns back to the monitor 

after one complete cycle, the monitor checks the special field entry. If 

its empty, it concludes that the token is lost. It then generates the new 

token and sends it on the ring for circulation. This solution also has 

drawbacks. What if the monitor process fails? What if the ‘who has 

the token?’ message is lost in the ring? 

• Process Failure – If a process in the logical ring fails, then it can 

bring the entire ring operation to a standstill. In such a case, a new 

logical ring has to established and circulation of the token should be 

continued in this new ring. For this, the algorithm needs a mechanism 

to detect a failed process and to dynamically reconfigure the ring.  

For the detection of a failed process, implementing the following rule may 

help. The rule is that whenever a process receives a token from its 

neighbour, it has to send an acknowledgement for the same. With this, the 

neighbour can detect that the process has failed, if it does not receive an 

acknowledgement when it has passed on the token, within a fixed time 

period.  

The reconfiguration of the ring can be done by removing the failed process 

from the current ring configuration. Whenever a process discovers that its 

neighbour has failed, it removes the failed process from the logical ring and 

passes the token to the next alive process in the order.  



   

 
86 

Advanced Distributed  

Computing 

86 

When a failed process recovers, it notifies to the neighbour previous to it on 

the logical ring, so that it can receive the token in the upcoming circulation. 

Ring has to reconfigured when a failed process recovers.  

5.9 ELECTION ALGORITHMS 

Election Algorithms are used for selecting a unique process to play a 

particular role of a coordinator. Many distributed algorithms require one 

process to acts a coordinator. It does not matter which process takes on this 

special role but one of them has to do it. If all processes are exactly the same 

with no distinguishing features, then there is no way to select one of them 

to acts as a coordinator. Moreover, all other processes in the system have to 

interact with the coordinator. So, they have to unanimously agree on who 

the coordinator is. Election algorithms are about selecting this coordinator 

from among the currently running processes in such a way at any instance 

of time there is a single coordinator for all processes in the system.  

Election Algorithms are based on the following assumptions – 

• Each process in the system has a unique priority number. 

• The process with the highest priority number among the currently 

active processes is elected as coordinator whenever an election is 

held.  

• A failed process can re-join the set of active processes after recovery.  

So, whenever initiated, an election algorithm finds out which of the 

currently active process has the highest priority number and then notifies 

this to all the other processes. The goal of an election algorithm is to ensure 

that when an election begins, it concludes with all processes agreeing on 

who the new coordinator is to be.  

There are various election algorithms which differ in the way this is 

achieved. Following are the two most popular election algorithms – 

The Bully Algorithm 

The Bully Algorithm was proposed by Garcia-Molina in 1982. This 

algorithm assumes that every process knows the priority number of every 

other process in the system. It assumes that message delivery between 

processes is reliable.  

There are three types of messages used in this algorithm –  

• an ‘ELECTION’ message which is sent to announce an election 

• an ‘ANSWER’ message which is a response to the ‘election’ 

message 

• a ‘COORDINATOR’ message which is sent to announce the identity 

of the elected process i.e., the new coordinator. 
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Clock Synchronization A process initiates an election when it notices, through timeouts, that the 

coordinator has failed. Several processes in the system may detect this 

simultaneously. The process P holds an election in the following way – 

1. Process P sends an ‘ELECTION’ message to all processes with higher 

priority numbers than itself. 

2. If no one responds, then P assumes that among the currently active 

processes it only has the highest priority number. So, it wins the 

election and becomes the new coordinator. 

3. It sends the ‘COORDINATOR’ message to all the processes who 

have lower priority numbers than itself, thereby informing them about 

the new coordinator. 

4. If P receives a response ‘ANSWER’ message to its ‘ELECTION’ 

message, then it means that some other process with higher priority 

number than itself is alive. Now, P takes no further action and just 

waits for the ‘COORDINATOR’ message to be received from new 

coordinator for concluding the election which it had initiated.  

At any given point of time, process P can receive an ‘ELECTION” message 

from one of its lower-numbered priority process. When such a message is 

received, the process P sends an ‘ANSWER’ message back to the sender to 

indicate that it is alive and it will take over the election process further. In 

this way the election activity gradually moves on to the process with the 

highest priority number which eventually wins the election and becomes the 

new coordinator.  

If a process which was previously down, and has now recovered, can hold 

the election. If it has the highest priority among the currently active 

processes then it can take over the coordinator’s job by winning the election. 

It is not possible for two processes to decide that they are the coordinator as 

the process with the lower priority will discover that the other exists and 

defer to it. Note that here the process with the highest priority value always 

wins hence the name ‘The Bully Algorithm’.  

Below given diagram depicts an example of the election process using Bully 

Algorithm. The group consists of 6 processes numbered 1 to 6. Assume that 

the process number also denotes the process’s priority number.  Previously 

Process 6 was the coordinator and it has crashed. Process 3 is the first one 

to notice about the breakdown of Process 6. So, it sends ‘ELECTION’ 

message to all the processes whose priority level is higher than itself, 

namely Process 4 and Process 5 as shown in Figure A. Process 4 and Process 

5 both respond with an ‘ANSWER’ message as shown in Figure B. On 

getting these responses, Process 3 knows its job is over and further election 

activity will be taken over by one of these processes. It now just waits for 

the election result to be announced. 
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As shown in Figure C, both Process 4 and Process 5 sends ‘ELECTION’ 

messages to processes whose priority number is higher than itself.  
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Clock Synchronization 

 

 

As shown in Figure D, Process 5 tells Process 4 that it will take over 

hereafter. At this point Process 5 knows that there is no other process among 

the currently running group whose priority is higher than itself. Moreover, 

it is also aware that Process 6 is dead and it is the winner. It has to pick up 

the state information from the disk where the old coordinator left off. When 

it is finally ready to take over as new coordinator, it announces this by 

sending ‘COORDINATOR’ message to all the currently running processes 

in the group. After receiving ‘COORDINATOR’ message, each process 

knows about the identity of the new coordinator and now they can continue 

with their task.  

If Process 6 ever becomes active again in the future, then it simply sends a 

‘COORDINATOR’ message to all other processes thereby bullying the 

current coordinator processes into submission. It can do so as it already 

knows that all the other processes have lower priority numbers than its own.   

A Ring Algorithm 

This algorithm, proposed by Chang and Roberts in 1979, uses a logical 

ring. Here, the processes are physically or logically ordered, so that each 

process knows about its successor. Here, messages are passed clockwise 

around the ring. We assume that the message delivery is reliable.  

When a process P sends a request message to the current coordinator and 

does not receive a reply within a fixed time period, it realises that the 

coordinator has become non-functional. So, it initiates the election and 

generates an ‘ELECTION’ message. This message consists of its priority 
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number of the process and is sent to its successor. If the successor is down, 

then the sender skips over the successor and goes to the next member along 

the ring until an active member is detected. At each step each member adds 

its own priority number to the message and forwards it to its successor. In 

this way the message circulates the ring and returns back to the sender 

process P. P recognizes the received message as its own ‘ELECTION’ 

message as its own priority number is at the beginning of the list in the 

message.  

In this received ‘ELECTION’ message, there is a list of the priority numbers 

of all the current active processes in the ring. So, now it elects the process 

with highest priority number as the new coordinator. It then circulates the 

‘COORDINATOR’ message informing all the other processes in the ring 

about the identity of the new coordinator. When the ‘COORDINATOR’ 

message returns back to process P after circulating the entire ring, P 

removes the message from the ring. At this point all the active processes in 

the ring are aware of the identity of the new coordinator.  

Below given diagram depicts the ring algorithm example. 
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Figure D 

  

 

 

 

 

 

 

 

 

 

Figure E 
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Process 5 appends its own priority 

number to the message and forwards 

it to its successor which is Process 1. 

3, 4, 2, 
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Process 1 appends its own priority number to 

the message and forwards it to its successor 

which is Process 3. Upon receiving its own 

ELECTION message Process 3 discovers 

that Process 5 should be announced as the 

new coordinator after looking through the list 

found in the received message. 

3, 4, 2, 5, 1 
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Figure F 

 

  

 

 

 

 

 

 

 

When a process R, which was earlier down, recovers, it sends an 

‘INQUIRY’ message to its successor. The successor forwards the message 

to its own successor, if it is not the current coordinator. Eventually the 

message reaches the current coordinator while moving in the ring. The 

current coordinator now sends a reply to process R informing that it is the 

current coordinator.  

Suppose two or more simultaneously discover that the current coordinator 

has failed, then each one may circulate ‘ELECTION’ message on the ring. 

Now more than one ‘ELECTION’ message will circulate the ring and will 

eventually reach its respective sender process, where it will be removed 

from the ring. But note that all the ‘ELECTION’ messages will have the 

same list of priority numbers and all will eventually select the same process 

as the new coordinator. Apart from wasting the network bandwidth, this 

situation does not cause any problem.  

5.10 EXERCISES 

1. What do you understand by clock synchronization? What is its need 

in distributed systems? 

2. Explain the terms – 

● Counter 

● Clock Skew 

● Clock tick 

● Clock drift 

● Constant Register 

 
Process 3 announces that Process 5 is 

the new coordinator by circulating 

COORDINATOR message in the 

ring. Each member in the ring 

Process 4, 2, 5 and 1 forwards this 

message to its successor. Eventually 

when it returns back to Process 3, it 

is removed from the ring and now 

every member knows that Process 5 

is the new coordinator. 

6 

3 

1 

5 

2 

4 

5 is 

coordinator 
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Clock Synchronization 3. How to deal with fast and slow clocks? 

4. What is the difference between External clock synchronization and 

Internal Clock Synchronization? 

5. Why it is said that ‘Two clocks can never be perfectly 

synchronized’? 

6. Explain Lamport’s Happens-before relation. 

7. What are Concurrent events? 

8. Explain how time-server plays a major role in Centralized Clock 

Synchronization Algorithms. 

9. Explain in brief Cristian’s Algorithm. 

10. Explain in brief Berkeley Algorithm. 

11. What are the limitations of Centralized Clock Synchronization 

Algorithms? 

12. Explain in brief Global Averaging Distributed Algorithm along with 

its limitations. 

13. What is global state of a distributed system? 

14. Explain the terms Mutual Exclusion and Critical Section. 

15. How Centralized Approach can be used to achieve mutual exclusion 

in distributed systems? 

16. Explain the Ricart and Agrawala ‘s algorithm to implement mutual 

exclusion. 

17. What is Maekawa’s Voting Algorithm? 

18. What are the limitations of Ricart and Agrawala’s Algorithm? 

19. How Token passing Approach can be used to achieve mutual 

exclusion in distributed systems? 

20. What are the two types of failures which can occur in the token 

passing approach? 

21. Explain Bully algorithm in detail. 

22. Explain Ring algorithm in detail. 

23. If two processes discover the failure of the coordinator 

simultaneously and both decide to hold an election using the bully 

algorithm. What will happen in such a case?  
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6.0 OBJECTIVES 

After studying this unit, it will help you to: 

• understand the architecture and working of DSM systems. 

• evaluate the type of consistency model that could be adapted to. 

• classify the factors to be worked on to for different types of DSM 

systems followed by the implementations of heterogeneous DSM 

systems and the issues faced in the approaches. 

• state and explain the issues faced during designing and 

implementation of DSM system. 

6.1 INTRODUCTION 

• Distributed shared memory was proposed as a workstation cluster 

connected via LAN sharing a single paged virtual address space, 

where each machine had one page. Local pages were referenced in 

hardware at complete memory speed. 

• Referencing pages on different machines led to hardware page faults 

thereby trapping the OS which would further communicate through 

message to the remote machine which would search the required page 

and forward it to the processor requesting it. The faulty instruction 

would then be restarted and then completed.  

• Its approach was similar to a traditional virtual memory system with 

the difference that in DSM the OS fetched the page from another 

process through network. 

• DSM System was easy to build and program but was inefficient in 

terms of performance in terms of the pages being transferred onto the 

network. 

• An approach followed to optimize the DSM’s performance was to 

share a section of the address space instead of the entire space, such 

as the data structures or variables which could be used by multiple 

processes, to achieve abstraction as only a section of shared variables 

was accessible instead of the entire collection. 

• This approach helped sufficient amount of data availability regarding 

the shared data as well as reduction in the amount of shared data.  

• Another approach was to make copies of shared variables onto 

multiple machines. Sharing only replicated variables instead of the 

entire pages, helped in the reduction of the multiprocessor simulation 

but still had a problem of maintaining consistency of the replicas of 

typed data structure sets. 
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Distributed Shared Memory • Reads could be done without any network traffic locally, while writes 

could be done through a multicopy update protocol thus improving 

the efficiency if DSM systems by a small margin. 

• The next step taken was into address space structuring wherein shared 

encapsulated types also known as objects could be shared instead of 

sharing variables. 

• These objects not only constituted of data, but also contained 

procedures, also known as methods which would work onto 

manipulation of data upon method invocation.  

• Access to the data was only possible through these methods. 

• Certain restrictions were imposed onto the programmers with the pros 

and cons of paging hardware on the software implementation, but it 

led to better performance. The restrictions imposed were best 

practices of good software engineering.  

• The syntax and semantics of a shared memory system include: 

• data=Read (address) 

• Write (address, data) 

• Read (address) returns the address referenced data, while write sets 

the address referenced contents onto the data. Tightly coupled shared-

memory multiprocessors and loosely cou-pled distributed-memory 

multiprocessors are two MIMD (multiple-instruction, multiple-data-

stream) multiprocessors. 

• Thus, an illusion of physically shared memory is created in shared-

memory abstraction, thereby permitting the developers to utilize the 

shared-memory system.  

• Shared memory abstraction is provided via the software layer which 

can be implemented through runtime library routines having proper 

kernel support or through an operating system kernel. 

• Distributed Shared Memory (DSM) refers to the loosely coupled 

distributed memory systems to whom the shared memory mechanism 

has been applied. 

• Owing to the shared memory which can exist virtually, Distributed 

Shared Memory can also be known as Distributed Shared Virtual 

Memory (DSVM). 

-  Figure 6.1 demonstrates the distributed shared memory abstraction. 
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Figure 6.1: Distributed Shared Memory Abstraction 

6.2      FUNDAMENTAL CONCEPTS OF DSM 

6.2.1 General Architecture of DSM   

• Figure 6.2 demonstrates the general architecture of distributed shared 

memory.  

• The DSM system’s architecture consists of nodes where every node 

of the system has one or more CPU’s along with a memory unit and 

are connected through a high-speed communication network. 

• Processes on different nodes exchange message amongst each other 

via a basic messaging system. The shared memory of DSM is virtual, 

wherein a every node’s software memory-mapping manager routine 

does the mapping of local memory on the shared virtual operation. 

• The DSM shared-memory space is partitioned into blocks. To reduce 

network or address memory access latency, data caching is used. 

Caching is done through the main memory of the shared-memory 

space.   

• Whenever a node’s process accesses data from a memory block 

belonging to the shared -memory space, local memory-mapping 

manager handles the request.  

• If memory block having the accessed data is located into the local 

memory, then the request gets the accessed data from the local 

memory or else a network block fault gets created while the control 

gets passed to the OS, following which the OS communicates with 

the memory block to get the required block. 

• Data blocks migrate between nodes as per demand without revealing 

to the user processes.  
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Distributed Shared Memory • Local memory’s cached data copies help remove the network 

congestion for cache hit memory access.  

• Implementations are done depending on if the DSM system permits 

replication or migration of shared-memory data blocks. 

 

Figure 6.2: Distributed Shared Memory 

Depending on the way in which data caching, that is data placing and 

migration is implemented, either of the three approaches for designing a 

DSM system can be adapted for managing the data caching through: 

a. Operating system 

b. MMU hardware 

c. Language runtime system 

An abstract view of the shared memory space can be presented to the 

application programmers of a DSM system through the three mainly used 

approaches for shared-memory space structuring:  

a. No structuring 

b. Structuring by data type 

c. Structuring as a database  
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Advantages of distributed shared memory: 

i.      DSM is less expensive than building a tightly coupled 

multiprocessor system. 

ii.     In DSM, passing data structures with pointers is easier. 

iii.    Implicit data sharing takes place, along with data movement being 

hidden.  

iv.    Locality difference permits entire object movement to user.  

v.    Shared memory multiprocessors-based programs can be executed 

with minimum changes onto    the DSM systems. 

vi.   Serial access of common bus for shared physical memory is not 

required. 

vii.  Total physical memory for all nodes is very large helping larger 

programs to run very efficiently. 

6.3      TYPES OF DSM 

6.3.1 On-chip memory 

• Self-contained chips which contain a CPU and all the memory are 

present within most computers, cars, toys and other appliances. 

• The CPU section on this chip consist of address and data lines which 

connect directly to the memory section. Figure 6.3 demonstrates a 

single chip computer and a illustrative shared-memory 

multiprocessor.  

• Extending the chip with multiple CPUs with the same memory being 

shared, would be very expensive and could prove to be complicated. 

Hence, a different approach is required for multiprocessor chip with 

shared memory access.  

 

Figure 6.3: (a) Single-chip computer (b) Illustrative shared-memory 

multiprocessor. 
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Distributed Shared Memory 6.3.2 Bus-based multiprocessors 

• Bus is a collection of parallel wires which connects the CPU and the 

memory, where some hold the address which the CPU would want to 

read or write, few for receiving or sending data and the others for 

transfer control.  

• Buses could also be external and are etched on the main board in case 

of a desktop computer and as a flat cable on minicomputers.  

• Assume a system with three CPUs along with a shared memory 

amongst them, in case of reading any word from the memory, a CPU 

puts a signal on the bus control line through the address of the word 

it desires to read, further another control line is asserted stating that 

the word is ready to be read by the CPU. Similar approach is followed 

for the write work. 

Figure 6.4 demonstrates a multiprocessor with and without cache. 

 

Bus           Bus 

Figure 6.4: (a) Multiprocessor (b) Multiprocessor with caching 

• Snooping cache is an approach that helps reduce the bus overload. 

Write through is a protocol that fetches a word to be read and caches 

it into the CPU, thereby reducing the bus traffic. These words can be 

cached by more than one CPU at a time. 

• Cache blocks can be in either of the three states:  

  i. Invalid: Does not contain valid data. 

 ii. Clean: Block maybe in other cache and the memory is updated. 

 iii. Dirty: Incorrect memory with no other cache holding the block. 

6.3.3 Ring-based multiprocessors 

• An example of ring-based multiprocessor is Memnet, wherein a single 

address space gets divided into a private part (divided into regions for 

every machine to have a piece for its stacks) and a shared part 

(distributed to all machines consistently).  
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• Transfers between machines takes place through the unit byte-blocks 

wherein shared memory is divided into 32-byte blocks. Memnet 

consists of machines joined through a modified token-read-write 

block which could be placed on a single machine.   

• If no machine caches a block, then by default the blocks are stored on 

its home machine since the global memory needs to be present over 

all the machines. 

• Every machine’s Memnet device consists of a table with an entry for 

every block indexed by a block number into the shared address space. 

Every entry consists of: 

i. Valid Bit: If the block is updated and placed in the cache. 

ii. Exclusive Bit: If there is a local copy and is a single copy. 

iii. Home Bit: Set only in case, if it is the block’s home machine. 

iv.  Interrupt Bit: Forces interrupt. 

v.  Location Field: Presence of block at a location in the cache and 

its validity.  

• If a CPU wants to read a word from the shared memory, that memory 

address is passed to the Memnet device (responsible for checking the 

presence of block through block table).  

• The request is satisfied immediately if it is present, else the Memnet 

device waits for capturing the circulating token, thereby putting a 

request packet, which consists of the desired address and a 32-byte 

dummy field) onto the ring and suspending the CPU.  

• Every Memnet device verifies if it has the required block. If present, 

the block is put into the dummy field and the packet header is 

modified to prevent further machines from doing the same.  

• The block is stored by the CPU with the request being satisfied, the 

CPU is released. 

• Memnet and bus-based multiprocessor share the similarity that read 

operations return the most recently written value always and a block 

could be absent from a cache or present or absent in multiple caches 

for reading or single cache for writing. 

• Bus-based processor is tightly coupled within CPUs in a single rack, 

while ring-based processor such as Memnet are loosely coupled, that 

is spread across systems. 
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Distributed Shared Memory 

 

Figure 6.5: (a) Memnet Ring (b) A single machine (c) Block table 

6.3.4 Switched multiprocessors 

• Bus-based multiprocessors and ring-based multiprocessors are unable 

to scale hundreds or thousands of CPUs based system, led by 

bandwidth saturation.  

• Insufficient bandwidth can be tackled through two ways, that is, either 

by reducing the amount of communication or by increasing the 

capacity of communication. 

• Another method states to build a hierarchical system, by building 

multiple clusters using an inter cluster bus within a cluster.    

• A hierarchical design representation based onto a grid of clusters, 

wherein the machine is known as Dash, its prototype is constituted of 

16 clusters, where each cluster consist if a bus, four CPUs, 16M of 

the global memory and some I/O equipment’s. Each CPU can search 

on its local bus. 

• The total address space available within the prototype is 256M, with 

a division of 16 regions of about 16M each. Cluster 0’s global 

memory holds addresses 0 to 16M while cluster 1’s memory holds 

16M to 32M addresses and so on.  

• Memory is usually cached and transferred in 16-byte block units, so 

that every cluster has 1M memory blocks into the address space. 
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• Every cluster constitutes of a directory to keep a log of which clusters 

contain copies of their blocks. Owing to 1M memory blocks, there are 

1M entries (one per block) within the directory, where every entry has 

a bit map with a single bit per cluster specifying whether the cluster 

has the block currently cached or not.  

• The entry also constitutes of a 2-bit field which mentions the block 

state. 

• Caching is performed at two-levels: first-level and its superset 

second-level cache wherein every second-level cache monitors the 

local bus through a protocol similar to the cache ownership protocol. 

• Every cache block follows either of the three states: UNCACHED 

(only copy of the block in the memory), CLEAN (updated memory 

with the block in multiple caches) and DIRTY (incorrect memory, 

with a single cache that holds the block). 

• Dash protocols work based on ownership and invalidation. Each 

cache block has a unique owner, such as UNCACHED or CLEAN 

blocks had the blocks home cluster as the owner. The cluster holding 

the only copy is the owner for the DIRTY blocks. 

6.3.5 NUMA-based multiprocessors 

• Similar to a traditional UMA (Uniform Memory Access) 

multiprocessor, a NUMA machine consists of a single virtual address 

space visible to all CPUs.  

• Whenever a CPU writes any value to a specific location, a read by 

another processor will return the value that was recently written. 

• Performance is the key difference amongst UMA and NUMA 

machines. In a NUMA machine, remote memory access is slower as 

compared to a local memory. 

NUMA machines have three properties, namely: 

i.  Remote memory access is possible 

ii.  Remote memory access is slower as compared to local memory access 

iii.  Remote access times aren’t hidden by caching 

• The major concern in NUMA software is the where each page 

should be placed in order to maximize the performance.  

• Pages may or may not be prepositioned on certain processor 

machines whenever a program starts on a NUMA machine.  

• A page fault occurs whenever a page which is not mapped to its 

address space is tried to be accessed by the CPU. 
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Distributed Shared Memory • The OS considers the fault and decides whether to replicate the 

page or to map the virtual page on the remote memory for a 

read-only page, hence forcing a remote access for all the 

addresses onto that page.  

• In case of the page being read-write, the choice is to either 

migrate the page towards the faulty processor or virtual page 

mapping onto the remote memory.  

• The OS needs to guess if the page will be heavily utilized 

further. A performance penalty is extracted in case of a wrong 

guess.  

• NUMA systems consist of a background daemon process called 

as the page scanner running, which permits the correction of 

mistakes and allows the system to adapt to the changes in 

reference patterns. The page scanner accumulates the usage 

statistics about the local and remote references, maintained 

through hardware. 

• If usage statistics denote a page to be in the wrong place, then 

the scanner unmaps the page that a page fault occurs in next 

reference, which allows a new placement decision to be made. 

• Within a short interval, if a page is moved very often, the page 

can be marked as frozen by the page scanner. Thus, frozen 

prevents the page movement further till some other specified 

event takes place. 

6.4      VARIOUS HARDWARE DSM SYSTEMS 

6.4.1 Heterogeneous DSM 

• Shared-memory mechanism can be implemented in a heterogeneous 

environment, thereby supporting memory sharing between different 

architectural based machines. 

• Mermaid is a heterogeneous DSM prototype that was designed helped 

infer that heterogeneous DSM can be comparable in terms of 

performance to homogeneous DSM as well. 

• Issues faced in developing a DSM System include: block size 

selection and data conversion. 

i.  Data Conversion: 

• Whenever data is to transmitted from a node to another type of 

node, it is converted before being accessed by the destination 

node, wherein the unit is a block for data transfer in a DSM 

system. 
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• Various architectural machines use different byte orderings and 

floating-point representations. 

• Conversion of blocks can only take place only if the application-

level data type present within the block and the actual block 

layout is known. 

• There are two possible ways to perform data conversion within 

a heterogeneous DSM system which are as follows: 

a.  DSM system structuring as a Source Language Objects 

collection: 

• The DSM system has been designed as variables or objects 

collection within the source language for the unit of data 

migration to be an object instead of a block. 

• A DSM compiler adds conversion routines for transforming the 

source language-based variables or objects into the different 

machine architectures.  

• Whenever a remote node accesses a shared-memory object, a 

compatibility verification of the requesting node and the node 

which holds the object is performed. If there is any 

incompatibility issue, a conversion routine takes place which 

translates the objects which are being transmitted across to the 

requesting node. 

b.  Allowing a single type of data within a block only 

• Mermaid generally uses this technique, that is, a page size is 

used as its block size, wherein a single page can only consist of 

a single type of data. The DSM page table entry consist of 

metadata such as data type in that page as well as amount of 

data assigned to that page. 

• Mermaid makes it mandatory for developers to design a 

conversion routine for every user-defined data type within the 

application, since the cost of a page conversion is less as 

compared to the overall cost of page migration. 

The limitations of the above approach include: 

• Each page being allocated only a single type of data causes memory 

wastage owing to fragmentation, which increases the paging activity. 

• Entire pages may get converted although only a small section has been 

accessed before being transmitted. 

• Not completely transparent as users need to provide user-defined data 

types conversion routines and a table which mentions the data type to 

conversion routine mapping. 
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Distributed Shared Memory • Only compatible compilers should be used, that is, compilers being 

used on various machines should be compatible in terms of the 

compiler-generated code, the data type size along with the fields order 

within the compound structures should be the same on every machine. 

• A major problem could be the accuracy of floating-point values 

within numerical applications as an application would does not have 

any control onto the frequency of migration or the conversion of a 

data, the loss of numerical accuracy if a floating-point data takes place 

due to the conversion multiple times and may not be reliable. 

ii. Block Size Selection 

• The block size is the same size as a native virtual memory (VM) 

page for the MMU hardware to be utilized for triggering a DSM 

fault. 

• But in heterogenous environment the page size of the virtual 

memory is usually different depending on the different types of 

machines. 

• Block size selection could be determined based on either of the 

algorithms in a heterogeneous DSM system. 

a. Smallest page size algorithm: 

• The smallest VM page size of all machines is considered 

as the DSM block size in this method. 

• In case of any page fault on a node with a larger size, 

many blocks with their total size is same as the faulting 

node page size are shifted to fulfill the page fault. 

• Though this algorithm reduces data contention, it also 

faces issues from increased communication as well as 

block table management overheads which are related to 

small-sized blocks. 

b. Largest page size algorithm: 

• The largest VM page size of all machines is considered as 

the DSM block size in this method. VM page sizes are 

powers of 2, many small VM pages fit into a single DSM 

block.   

• In case, any page fault takes place onto a node having 

small page size, it gets multiple pages block which 

includes the required page. 

• False sharing and thrashing issues with large-sized blocks 

are faced in this algorithm implementation.  
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c. Intermediate page size algorithm:  

   To overcome the issues caused in terms of larger and smaller 

sized blocks, a block size between the smallest VM page size 

and the largest page size of all machines could be chosen by a 

heterogeneous system. 

 6.5 CONSISTENCY MODELS 

• A consistency model is a contract amongst the software and the 

shared-memory data, wherein the memory works appropriately if the 

software follows the rules.  

• Thus, the rules set should be followed by applications for the DSM 

system to provision the consistency degree as fixed by the consistency 

model, which improves the application performance owing to the 

appropriate concurrency achieved.  

6.5.1 Strict Consistency Model 

• Strict consistency model is considered to have rigorous consistency 

requirement.  

• A shared-memory system which supports the strict consistency model 

always has the same value returned by a read operation on a memory 

address as the most recent write operation over that address. 

• All the writes are visibly reflected to all the processes. In case of 

memory location change, all reads from that location get access to the 

same value, irrespective of the reads being done and their location. 

When the value is being read, it gets the current value, irrespective of 

the next write being done. 

• Implementation of strict consistency model is very difficult with 

respect to the absolute global time in a distributed system wherein the 

read and write operation needs to be coordinated. 

6.5.2 Sequential Consistency Model 

• Whenever all the processes can see exactly same order of all the 

memory access operations onto the shared memory, such systems are 

considered to be supportive of sequential consistency model. 

• The outcome of any execution happens to be the same as if all the 

processes operations are executed in a sequential order, while the 

operations of individual processor appear in the sequence mentioned 

by the program, that is, all processes should see the same sequence of 

memory references. 

• It does not ensure that the value being read has been written by 

another process recently. Example: read(r1) and write(w1) performed 
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Distributed Shared Memory on a memory address then any of the sequences (r1, w1), (w1, r1) is 

permitted, only all processes should see same sequence. 

• Sequential consistency model has consistency requirement which is 

much weaker as compared to strict consistency model since sequential 

consistency model does not guarantee a particular memory address 

does not return the most recent write operation data that is currently 

being read. - Thus, running the same program more than once might 

not generate the same result due to the synchronization operations 

absence. 

• Sequentially consistent model-based DSM system is implemented 

only if all previous operations are completed and contain a single-

copy semantics since all shared memory processes have access to the 

same contents stored in it.  

6.5.3 Causal Consistency Model 

• A memory reference operation is considered as causally related to 

another memory reference operation in case the first one has been 

influenced by the second operation. If a memory reference operation 

is not causally related it might be seen in different orders by different 

processes. 

• For instance, if a read operation followed by a write operation has 

been performed by a process, the write operation is probably causally 

related to the read operation since the written value may depend on 

the value received by the read operation. 

• Thus, when a shared-memory system supports causal consistency 

model, it is mandatory to keep a check on the dependency between 

two memory reference operations (could also be maintained by 

dependency graph). 

6.5.4 Pipelined Random-Access Memory (PRAM) Consistency Model 

• The PRAM is a consistency model which assures that all the write 

operations executed by a single process are visible to other processes 

in their performed sequence as if a single process is performing them 

in a pipeline. 

• Different processes executing write operations are seen in different 

sequences by different processes.  

• The PRAM consistency model leads to good performance as 

processes do not need to wait for completion of wait operation in order 

to start next write operation as all write operations by a single process 

are pipelined as its implementation involves write operations being 

performed at individual node being sequenced independently of the 

other nodes. 
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• Example: Two write operations w1 and w2 are performed by process 

P1 and w3, w4 are performed by process P2, while P3 might support 

execution in the sequence [(w1,w2),( w3,w4)] and P4 executes in the 

sequence [(w3,w4), (w1,w2)], that is, independent of each other. 

6.5.5 Processor Consistency Model  

• Processor Consistency model works in conjunction with PRAM 

consistency model in addition to memory coherence restriction, 

wherein memory coherence implies all processes allow same 

sequence of all write operations at that memory location. 

• Thus, as per example mentioned in PRAM consistency all processes 

including P3 and P4 should see the write operations in the same order 

which could be [(w1,w2), (w3,w4)] or [(w3,w4), (w1,w2)].  

• The processor and sequential consistency would also derive the same 

final result, irrespective of the other cases. 

6.5.6 Weak Consistency Model 

• Weak consistency model was designed with the two characteristics: 

i.   Results of every write operation are combined and sent across 

to processes only when required. For instance, when a process 

executes within a critical section, the changes made by it should 

not be reflected to other processes until the process exits the 

critical section.  

ii.  A DSM system which supports the weak consistency model 

utilizes a synchronization variable which helps the operations 

on it to synchronize the memory. Thus, whenever a 

synchronization variable is accessed by a process, 

synchronization takes place within the shared memory, owing 

to which all the changes in memory are reflected to other 

processes, that is memory updates done at a node will be 

reflected on all other nodes having a replica of the same memory 

addresses. 

Weak consistency can be implemented through fulfillment of following 

needs: 

1. Completion of all the previous write operations before access to 

synchronization variable is permitted. 

2. Synchronization variables access must obey semantics of sequential 

consistency. 

3. Completion of previous access to non-synchronization variables 

before permitting access to a non-synchronized variable. 

Though requirements of extra efforts by the developers is required, the weak 

consistency model provides a better performance. 
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Distributed Shared Memory 6.5.7 Release Consistency Model 

• As compared to the weak consistency model, the release consistency 

model uses two synchronization variables instead of a single 

synchronization variable wherein a mechanism is devised to tell the 

system about a process whether it is entering or exiting a critical 

section so that the system performs either the first or second operation 

on the synchronization variable access by a process. 

• Acquire specifies about a system entering a critical section, for the 

system to perform the second operation only when the variable is 

accessed; while release tells a system about its exit from the critical 

section, in order for the system to perform the first operation only 

when the variable is accessed.  

• Release consistency can be identified through barriers-based 

synchronization technique instead of critical sections. 

• A barrier denotes the end of a group of concurrently executing 

processes execution phase, in which all the processes within the group 

should complete their execution up till the barrier defined before 

execution of any process beyond the barriers.  

• On completion of execution until the barrier, the shared variables are 

synchronized with all processes resuming their executions. A barrier 

can be implemented using a barrier server. A count of processes that 

will wait on it before they are released is provided when a barrier is 

created.  

• On arrival at the barrier it sends a message to the barrier server and 

blocks unless it receives a reply from the barrier server. Barrier server 

replies only after the arrival of all the processes within the group. 

• Release consistency implementation requires following things to be 

satisfied: 

1. Completion of all the previous data access operations before 

release access to done by the process is permitted. 

2. Acquire and release synchronization variables access must obey 

semantics of processor consistency. 

3. Completion of previous acquires conducted by a process before 

it is permitted to perform a data access operation onto the 

memory. 

• In lazy release consistency (variation of release consistency), 

modifications are not notified to other nodes on release, instead they 

are sent to other nodes when demanded. Thus, on acquiring access by 

a process, the changes of other nodes which were sent to the node 

during release access are fetched by the processor’s nodes now. 
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• Lazy release consistency provides better performance owing to non-

generation of network traffic unless any other node’s process does the 

acquire access. 

6.6   ISSUES IN DESIGNING AND IMPLEMENTING DSM 

SYSTEMS 

Issues that could be encountered during the design and implementation of 

DSM systems are: 

1. Shared-memory space structure: 

• The layout of shared data in memory is dependent of the 

application support that is supported by the DSM system. 

2. Granularity: 

• Is the unit of sharing and data transfer through a network 

whenever a block fault of the network takes place where units 

could be words, a page or few pages, that is, it is block size of a 

DSM system.   

• Appropriate block size selection is an integral part as it 

measures the depth of parallelism and the capacity of network 

traffic lead by network block faults. 

3. Data location and access: 

• It is vital to locate and fetch the data access by a user process, 

in order to share the data in a DSM system. 

• Hence, some data block locating mechanism should be 

deployed within a DSM system in order to overcome the 

network data block faults and to fulfill the needs of the used 

memory coherence semantics. 

4. Memory coherence and access synchronization:  

• DSM systems which support shared data items replication may 

have copies of the same available into the main memories of 

multiple nodes, which could lead to memory coherence issue in 

terms of consistency.  

• Since concurrent access to shared data could take place in a 

DSM system, it requires additional synchronization primitives 

like semaphores, and locks, to synchronize the shared data 

concurrent access. 

5. Thrashing: 

• DSM system allows migration of data blocks between the notes as per 

demands, which might lead to thrashing, that is, if more than one node 

competes for single data item write access, it might lead to the 

corresponding data block movement back and forth at a high rate 

thereby preventing any work from being done. 
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Distributed Shared Memory • Thus, DSM systems need to device a policy to prevent thrashing 

situation. 

6. Replacement strategy: 

• Incase of node’s local memory, a cache miss would fetch 

accessed data block from a remote node along with a 

replacement wherein a new data block replaces the local 

memory data block. 

• Thus, design of a DSM system mandates a cache replacement 

strategy into it.  

7. Heterogeneity: 

• DSM systems might face heterogeneity issue if the underlying 

system environment turns out to be heterogeneous. Thus, DSM 

systems should be designed with an intent to work appropriately 

with various architecturally developed machines.  

6.7 LET US SUM UP  

This unit helps gain an understanding into the fundamental concepts of 

distributed shared memory, the different types of DSM such as on-chip, 

bus-based, ring-based, switched and NUMA multiprocessors. It also helps 

understand the heterogeneous DSM wherein the DSM systems are deployed 

in heterogeneous environments. It gives an insight into the consistency 

models that could be adapted to along with an awareness on the issues faced 

in designing and implementing DSM systems. 
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6.10 UNIT END EXERCISES   

1.  Which of these is not a valid entry bit that Memnet consists of? 

a. Exclusive Bit 

b. Valid Bit 

c. Home Bit 

d. Special Bit 

2.  The ___________ is a consistency model which assures that all the 

write operations executed by a single process are visible to other 

processes in their performed sequence as if a single process is 

performing them in a pipeline. 

 a. Release Consistency Model  
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 b. Pipelined Random-Access Memory (PRAM) Consistency Model 

 c. Causal Consistency Model 

 d. Weak Consistency Model 

3.  Distributed Shared Memory Systems are also known as 

___________.  

a. Virtually Shared Distributed Memory 

b. Virtually Distributed Shared Memory 

c. Distributed Shared Virtual Memory 

d. Data Shared Virtual Memory 

4. Which of these is an appropriate syntax for shared memory system?  

a. Read(data) 

  Write(data, address) 

b. data = Writable (address) 

  Readable (address, data) 

c. Readable (address) 

  Writable (address, data) 

d. data = Read (address) 

  Write (address, data) 

5.  ___________ is a collection of parallel wires which connects the CPU 

and the memory, where some hold the address which the CPU would 

want to read or write, few for receiving or sending data and the others 

for transfer control.  

a. Bus 

b. Cluster 

c. Accumulator 

d. Collector 

 6.  The ___________ section on self-contained chip consist of address 

and data lines which connect directly to the memory section. 

 a. CPU 

 b. Display 

 c. Bus 

 d. Logical 

7.  Which of these is not a property of NUMA machines?  

 a. Remote memory access is slower as compared to local memory 

access 

 b. Remote access times aren’t hidden by caching 

 c. Remote memory access is faster as compared to local memory 

access 

 d. Remote memory access is possible 
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Distributed Shared Memory 8.  Which of these is not a requirement for implementation of weak 

consistency model?  

a. Completion of all the previous write operations before access to 

synchronization variable is not permitted.  

b. Synchronization variables access must obey semantics of 

sequential consistency. 

c. Completion of previous access to non-synchronization variables 

before permitting access to a non-synchronized variable. 

d. Completion of all the previous write operations before access to 

synchronization variable is permitted. 

9.  ___________ consistency model works in conjunction with PRAM 

consistency model in addition to memory coherence restriction, 

wherein memory coherence implies all processes allow same 

sequence of all write operations at that memory location.  

 a. Weak 

 b. Processor 

 c. Causal 

 d. Entry 

10. NUMA systems consist of a background daemon process called as the 

___________ running, which permits the correction of mistakes and 

allows the system to adapt to the changes in reference patterns.   

 a. System manager 

 b. Program manger 

 c. System scanner 

 d. Page scanner 

REVIEW QUESTIONS: 

1. What is a consistency model? Explain the different consistency 

models. 

2. Elaborate the different types of Distributed Shared Memory. 

3. State and explain issues in designing and implementing DSM 

systems. 

4. Draw and explain the architecture of Distributed Shared Memory. 

Also, mention the advantages of DSM. 

5. Write a short note on:  

a. Ring-based multiprocessors 

b. Bus-based multiprocessors  

6. Explain the block size selection concept within a heterogeneous 

DSM. 

7. Briefly explain the issues faced in heterogeneous DSM 

implementation. 

8. Describe the data conversion concept of a heterogeneous DSM. 
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Resource Management 7.0 OBJECTIVE 

The objective of this chapter is to understand the concept of the following:  

• Resource Management 

• Task assignment approach 

• Load Balancing approach 

• Load sharing approach 

• Process 

• Threads 

7.1 INTRODUCTION: 

• A distributed computing system is basically a collection of processors 

interconnected by a communication network in which each processor 

has its own local memory and other peripherals, and the 

communication between any two processors of the system takes place 

by message passing over the communication network. 

• Managing resources is one of the most important functionalities of 

distributed system. 

7.2 RESOURCE MANAGEMENT 

• Distributed systems contain a set of resources interconnected by a 

network. 

• The network facilitates resource sharing by migrating a local process 

and executing it at a remote node of the network. 

• A process may be migrated because the local node does not have the 

required resources or the local node has to be shut down. 

• From a user's point of view, the set of available resources in a 

distributed system acts like a single virtual system. 

• It is the responsibility of the resource manager of the distributed 

operating system to control the assignment of resources to processes 

and to route the processes to suitable nodes of the system according 

to these assignments whenever user submits a process for execution. 

• Resources can be logical such as shared file or physical such as 

CPU. 

• In this chapter let us consider that the resource is a processor of the 

system and assume that each processor forms a node of the distributed 

system. Thus, in this chapter, we will be interchangeably using the 

terms node and processor to mean the same thing. 

• A resource manager schedules the processes in a distributed system 

to make use of the system resources in such a manner that resource 

usage, response time, network congestion, and scheduling overhead 

are optimized. 
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• The techniques and methodologies for scheduling processes of 

distributed system can be classified into three types: 

1. Task assignment approach 

 In this approach each process submitted by a user for processing is 

viewed as a collection of related tasks and these tasks are scheduled 

to suitable nodes so as to improve performance. 

2. Load-balancing approach 

 In this approach all the processes submitted by the users are 

distributed among the nodes of the system so as to equalize the 

workload among the nodes. 

3. Load-sharing approach 

 This approach simply attempts to maintain the ability of the system to 

perform work by assuring that no node is idle while processes are 

waiting for processing. 

7.2.1 Desirable features of a scheduling algorithm 

The Desirable features of a scheduling algorithm are as follows: 

1. No A Priori Knowledge about the Processes 

• A good process scheduling algorithm should operate with 

absolutely no prior knowledge about the processes to be 

executed.  

• Scheduling algorithms that operate based on the information 

about the characteristics and resource requirements of the 

processes normally pose an extra burden upon the users who 

must specify this information while submitting their processes 

for execution. 

2. Dynamic In Nature 

• It is assumed that a good process-scheduling algorithm should 

be able to take care of the dynamically changing load or status 

of the various nodes of the system. 

• Process assignment decisions should be based on the current 

load of the system and not on some fixed static policy. 

• it is also recommended that the scheduling algorithm should 

possess the flexibility to migrate a process more than once 

because the initial decision of placing a process on a particular 

node may have to be changed after some time to adapt to the 

new system load.  

• This feature may also require that the system support 

preemptive process migration facility in which a process can be 

migrated from one node to another during the course of its 

execution. 

3. Quick decision-making capability 

• A good process-scheduling algorithm must make quick 
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Resource Management decisions about the assignment of processes to processors.  

• This is an extremely important aspect of the algorithms and 

makes many potential solutions unsuitable.  

4. Balanced system performance and scheduling overhead 

• Huge amount of information gives more intelligent decision, 

but increases overhead. 

• Hence algorithms that provide near optimal system 

performance with a minimum of global state information 

gathering overhead are desirable. 

5. Stability 

• A scheduling algorithm is said to be unstable when all processes 

are migrating without accomplishing any useful work. 

• It occurs when the nodes turn from lightly-loaded to heavily-

loaded state and vice versa. 

• For example, it may happen that nodes nl and n2 both observe 

that node n3 is idle and then both offload a portion of their work 

to node n3 without being aware of the offloading decision made 

by the other. Now if node n3 becomes overloaded due to the 

processes received from both nodes nl and n2' then it may again 

start transferring its processes to other nodes.  

• This entire cycle may be repeated again and again, resulting in 

an unstable state. 

•  This is surely not desirable for a good scheduling algorithm. 

6. Scalability 

• A scheduling algorithm should be capable of handling small as 

well as large networks. 

7. Fault Tolerance 

• A good scheduling algorithm should not be disabled by the 

crash of one or more nodes of the system.  

• At any instance of time, it should continue functioning for nodes 

that are up at that time. 

8. Fairness of service 

• More users initiating equivalent processes expect to receive the 

same quality of service 

7.2.2 Task assignment approach 

 7.2.2.1 The Basic idea 

• In this approach, a process is considered to be composed of 

multiple tasks and the goal is to find an optimal assignment 

policy for the tasks of an individual process.  

• Typical assumptions found in task assignment work are as 
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follows: 

• Processes have been split into tasks Computation 

requirement of tasks and speed of processors are known. 

• The amount of computation required by each task and the 

speed of each processor are known. 

• Cost of processing tasks on nodes are known 

• The interprocess communication (IPC) costs between 

every pair of tasks is known. 

• Resource requirements and available resources on node 

are known. 

• Reassignment of tasks are not possible 

• With these assumptions, the task assignment algorithms seek to 

assign the tasks of a process to the nodes of the distributed 

system in such a manner so as to achieve goals such as the 

following: 

• Minimization of IPC costs  

• Quick turnaround time for the complete process  

• A high degree of parallelism 

• Efficient utilization of system resources in general 

Example of Task Assignment Approach: 

• To illustrate with an example, let us consider the assignment problem 

of Figure 7.2.2.1. 

• It involves only two task assignment parameters-the task execution 

cost and the inter-task communication cost.  

• This system is made up of six tasks {t1, t2, t3, t4, t5, t6} and two 

nodes {n1, n2}. 

• The inter-task communication costs (Cij) and the execution costs (Xab) 

of the tasks are given in tabular form in Figure 7.2.2.1 (a) and (b), 

respectively. 

• An infinite cost for a particular task against a particular node in Figure 

7.2.2.1(b) indicates that the task cannot be executed on that node due 

to the task's requirement of specific resources that are not available 

on that node. Thus, task t2 cannot be executed on node n2 and task t6 

cannot be executed on node n1. 

• In this model of a distributed computing system, there is no 

parallelism or multitasking of task execution within a program.  

• Thus the total cost of process execution consists of the total execution 

cost of the tasks on their assigned nodes plus the inter-task 

communication costs between tasks assigned to different nodes. 

• Figure 7.2.2.1(c) shows a serial assignment of the tasks to the two 
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Resource Management nodes in which the first three tasks are assigned to node n1 and the 

remaining three are assigned to node n2. Observe that this assignment 

is aimed at minimizing the total execution cost. But if both the 

execution costs and the communication costs are taken into account, 

the total cost for this assignment comes out to be 58. 

• Figure 7.2.2.1(d) shows an optimal assignment of the tasks to the two 

nodes that minimizes total execution and communication costs. In this 

case, although the execution cost is more than that of the previous 

assignment, the total assignment cost is only 38. 

 

 

Serial assignment execution cost (x) =X11 + X21 + X31 + X42 + X52 + X62  

                                                           = 5+2+4+3+2+4 

                                                          =20  

Serial assignment communication cost (c)=C14 + C15 + C16 + C24 + C25 + 

C26 + C34 + C35+ C36     

                                                          = 0 + 0 + 12 + 12 + 3 + 0 + 0 + 11 + 0 

                                                           =38  

Serial assignment total cost =x + C = 20 + 38 =58  
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Optimal assignment execution cost (x) = X11 + X21 + X31 + X41 + X51 + X62 

                                                             =5+2+4+6+5+4=26  

Optimal assignment communication cost (c) = C16 + C26 +C36 + C46 + C56  

                                                                        =12+0+0+0+0=12  

Optimal assignment total cost =x + C =26 + 12 =38 

7.2.2.2 Finding an Optimal Assignment 

• The problem of finding an assignment of tasks to nodes that 

minimizes total execution and communication costs was elegantly 

analyzed using a network flow model and network flow algorithms 

by Stone and a number of other researchers. 

• In this approach, an optimal assignment is found by creating a static 

assignment graph, as shown in Figure 7.2.2.2. 

• In this graph, nodes n1 and n2 represent the two nodes (processors) 

of the distributed system and nodes t1 through t6 represent the tasks 

of the process.  

• The weights of the edges joining pairs of task nodes represent inter-

task communication costs. 

• The weight on the edge joining a task node to node n1 represents the 

execution cost of that task on node n2 and vice versa. 

• A cutset in this graph is defined to be a set of edges such that when 

these edges are removed, the nodes of the graph are partitioned into 

two disjoint subsets such that the nodes in one subset are reachable 

from n1 and the nodes in the other are reachable from n2. Each task 

node is reachable from either n1 or n2. 
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Figure 7.2.2.2: Assignment graph for the assignment problem 

of Figure 7.2.2.1 with minimum cost cut. 
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Resource Management • The bold line in Figure 7.2.2.2 indicates a minimum-weight cutset that 

corresponds to the optimal assignment of Figure 7.2.2.1(d). 

7.2.3 Load Balancing approach 

• The scheduling algorithms using this approach are known as load-

balancing algorithms or load-leveling algorithms. 

• These algorithms are based on the perception that, for better resource 

utilization, it is desirable for the load in a distributed system to be 

balanced evenly.  

• Thus, a load-balancing algorithm tries to balance the total system load 

by transparently transferring the workload from heavily loaded nodes 

to lightly loaded nodes in an attempt to ensure good overall 

performance.  

• The basic goal of almost all the load-balancing algorithms is to 

maximize the total system throughput. 

7.2.3.1 A Taxonomy of load-Balancing Algorithms 

Classification of load-balancing algorithms are as follows: 

 

1. Static versus Dynamic 

• Static algorithms use only information about the average 

behavior of the system. 

• Static algorithms ignore the current state or load of the nodes in 

the system.  

• Dynamic algorithms collect state information and react to 

system state if it changed. 

• Static algorithms are much simpler. 

• Dynamic algorithms are able to give significantly better 

performance. 

Types of Loads -balancing algorithm 

Static Dynamic 

Deterministic Probabilistic Centralized Distributed 

Non 

cooperative 
Cooperative 
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• However, since dynamic algorithms must collect and react to 

system state information, they are necessarily more complex 

than static algorithms. 

2. Deterministic versus Probabilistic 

• Static load-balancing algorithms may be either deterministic or 

probabilistic. 

• Deterministic algorithms use the information about the 

properties of the nodes and the characteristic of processes to be 

scheduled. 

• Probabilistic algorithms use information of static attributes of 

the system for example number of nodes, processing capability, 

topology to formulate simple process placement rules. 

• Deterministic approach is difficult to optimize. 

• Probabilistic approach has poor performance. 

3. Centralized versus Distributed 

• Dynamic scheduling algorithms may be centralized or 

distributed. 

• Centralized approach collects information to server node and 

makes assignment decision. 

• Distributed approach contains entities to make decisions on a 

predefined set of nodes. 

• Centralized algorithms can make efficient decisions, have lower 

fault-tolerance.  

•  Distributed algorithms avoid the bottleneck of collecting state 

information and react faster. 

• A problem associated with the centralized mechanism is that of 

reliability. If the centralized server fails, all scheduling in the 

system would stop. 

4. Cooperative versus Noncooperative 

• In Noncooperative algorithms entities act as autonomous ones 

and make scheduling decisions independently from other 

entities. 

• In Cooperative algorithms distributed entities cooperate with 

each other. 

• Cooperative algorithms are more complex and involve larger 

overhead. 

• Stability of Cooperative algorithms are better. 

7.2.3.2 Issues in designing Load balancing algorithms 

Designing a good load-balancing algorithm is a difficult task because of the 

following issues:  
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Resource Management 1. Load estimation policy, which determines how to estimate the 

workload of a particular node of the system. 

2. Process transfer policy, which determines whether to execute a 

process locally or remotely. 

3. State information exchange policy, which determines how to 

exchange the system load information among the nodes. 

4. Location policy, which determines to which node a process selected 

for transfer should be sent. 

5. Priority assignment policy, which determines the priority of 

execution of local and remote processes at a particular node. 

6. Migration limiting policy, which determines the total number of 

times a process can migrate from one node to another 

7.2.3.2.1 Load estimation policy for Load-balancing algorithms 

• To balance the workload on all the nodes of the system, it is 

necessary to decide how to measure the workload of a particular 

node. 

• Some measurable parameters (with time and node dependent 

factor) can be the following:  

• Total number of processes on the node. 

• Resource demands of these processes. 

• Instruction mixes of these processes. 

• Architecture and speed of the node’s processor. 

• Several load-balancing algorithms use the total number of processes 

to achieve big efficiency. 

• In some cases, the true load could vary widely depending on the 

remaining service time, which can be measured in several way:  

• Memoryless method assumes that all processes have the same 

expected remaining service time, independent of the time used 

so far. 

• Past repeats assumes that the remaining service time is equal to 

the time used so far. 

• Distribution method states that if the distribution service times 

is known, the associated process’s remaining service time is the 

expected remaining time conditioned by the time already used 

• None of the previous methods can be used in modern systems because 

of periodically running processes and daemons. 
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• An acceptable method for use as the load estimation policy in these 

systems would be to measure the CPU utilization of the nodes. 

• Central Processing Unit utilization is defined as the number of CPU 

cycles actually executed per unit of real time. 

• It can be measured by setting up a timer to periodically check the CPU 

state (idle/busy). 

7.2.3.2.2 Process Transfer Policies 

• Most of the algorithms use the threshold policy to decide on whether 

the node is lightly-loaded or heavily-loaded. 

• Threshold value is a limiting value of the workload of node which can 

be determined by 

• Static policy: predefined threshold value for each node 

depending on processing capability  

• Dynamic policy: threshold value is calculated from average 

workload and a predefined constant 

• Below threshold value node accepts processes to execute, above 

threshold value node tries to transfer processes to a lightly loaded 

node. 

• Single-threshold policy may lead to unstable algorithm because 

underloaded node could turn to be overloaded right after a process 

migration. 

• To reduce instability double-threshold policy has been proposed 

which is also known as high-low policy. 

 

• Double threshold policy  

• When node is in overloaded region new local processes are sent 

to run remotely, requests to accept remote processes are 

rejected. 

 

Overloaded 

Underloaded 

Overloaded 

Normal 

underloaded 

Threshold 

High mark 

Low mark 

Double Threshold policy 

Single Threshold policy 
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Resource Management • When node is in normal region new local processes run locally, 

requests to accept remote processes are rejected. 

• When node is in underloaded region new local processes run 

locally, requests to accept remote processes are accepted. 

7.2.3.2.3 Location policy 

• Once a decision has been made through the transfer policy to transfer 

a process from a node, the next step is to select the destination node 

for that process's execution.  

• This selection is made by the location policy of a scheduling 

algorithm.  

• Below is the main location polies describe int the literature:- 

• Threshold method  

• Policy selects a random node, checks whether the node is able 

to receive the process, then transfers the process. If node rejects, 

another node is selected randomly. This continues until probe 

limit is reached. 

• Shortest method  

• L distinct nodes are chosen at random, each is polled to 

determine its load. The process is transferred to the node having 

the minimum value unless its workload value prohibits to accept 

the process.  

• Simple improvement is to discontinue probing whenever a node 

with zero load is encountered. 

• Bidding method  

• Nodes contain managers (to send processes) and contractors (to 

receive processes) 

• Managers broadcast a request for bid, contractors respond with 

bids (prices based on capacity of the contractor node) and 

manager selects the best offer. 

• Winning contractor is notified and asked whether it accepts the 

process for execution or not. 

• Full autonomy for the nodes regarding scheduling. 

• Big communication overhead. 

• Difficult to decide a good pricing policy 

• Pairing  
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• Contrary to the previous methods the pairing policy is to reduce 

the variance of load only between pairs. 

• Each node asks some randomly chosen node to form a pair with 

it. 

• If it receives a rejection, it randomly selects another node and 

tries to pair again. 

• Two nodes that differ greatly in load are temporarily paired with 

each other and migration starts. 

• The pair is broken as soon as the migration is over. 

• A node only tries to find a partner if it has at least two processes. 

7.2.3.2.4 State information exchange policy 

• Dynamic policies require frequent exchange of state information, but 

these extra messages arise two opposite impacts:  

1. Increasing the number of messages gives more accurate 

scheduling decision. 

2. Increasing the number of messages raises the queuing time of 

messages. 

• State information policies can be the following:  

1. Periodic broadcast 

• Each node broadcasts its state information after the elapse 

of every T unit of time. 

• Problem: heavy traffic, fruitless messages, poor 

scalability since information exchange is too large for 

networks having many nodes 

2. Broadcast when state changes 

• Avoids fruitless messages by broadcasting the state only 

when a process arrives or departures. 

• Further improvement is to broadcast only when state 

switches to another region (double-threshold policy) 

3. On-demand exchange  

• In this method a node broadcast a State-Information. 

• Request message when its state switches from normal to 

either underloaded or overloaded region. 

• On receiving this message other nodes reply with their 

own state information to the requesting node. 

• Further improvement can be that only those nodes reply 

which are useful to the requesting node 
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Resource Management 4. Exchange by polling 

• To avoid poor scalability (coming from broadcast 

messages) the partner node is searched by polling the 

other nodes on by one, until poll limit is reached. 

7.2.3.2.5 Priority assignment policy 

• Selfish  

• Local processes are given higher priority than remote processes. 

Worst response time performance out of the three policies. This 

is due to the extremely poor performance of remote processes 

under this policy. 

• However, it yields the best response time performance for local 

processes.  

• Altruistic 

• Remote processes are given higher priority than local processes. 

Best response time performance out of the three policies.  

• Intermediate 

• When the number of local processes is greater or equal to the 

number of remote processes, local processes are given higher 

priority than remote processes. Otherwise, remote processes are 

given higher priority than local processes. 

7.2.3.2.6 Migration limiting policy 

• This policy determines the total number of times a process can 

migrate. 

• One of the following two policies may be used for this purpose.  

1. Uncontrolled  

• A remote process arriving at a node is treated just as a 

process originating at a node, so a process may be 

migrated any number of times. 

2. Controlled 

• Avoids the instability of the uncontrolled policy. 

• Use a migration count parameter to fix a limit on the number of 

times a process can migrate. 

• Irreversible migration policy: migration count is fixed to 1. 

• For long execution processes migration count must be greater 

than 1 to adapt for dynamically changing states. 

7.2.4 Load Sharing approach 

Drawbacks of Load-balancing approach are as follows: - 

• Load balancing technique with attempting equalizing the workload on 

all the nodes is not an appropriate object since big overhead is 

generated by gathering exact state information. 
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• Load balancing is not achievable since number of processes in a node 

is always fluctuating and temporal unbalance among the nodes exists 

every moment. 

Basic ideas for Load-sharing approach 

• It is necessary and sufficient to prevent nodes from being idle while 

some other nodes have more than two processes. 

• Load-sharing is much simpler than load-balancing since it only 

attempts to ensure that no node is idle when heavily node exists. 

• Priority assignment policy and migration limiting policy are the same 

as that for the load-balancing algorithms. 

7.2.4.1 Load estimation policies for Load-sharing algorithms 

• Since load-sharing algorithms simply attempt to avoid idle nodes, it 

is sufficient to know whether a node is busy or idle. 

• Thus, these algorithms normally employ the simplest load estimation 

policy of counting the total number of processes. 

• In modern systems where permanent existence of several processes 

on an idle node is possible, algorithms measure CPU utilization to 

estimate the load of a node. 

7.2.4.2 Process transfer policies for Load-sharing algorithms 

• Algorithms normally use all-or-nothing strategy. 

• This strategy uses the threshold value of all the nodes fixed to 1. 

• Nodes become receiver node when it has no process, and become 

sender node when it has more than 1 process. 

• To avoid processing power on nodes having zero process load-sharing 

algorithms use a threshold value of 2 instead of 1. 

• When CPU utilization is used as the load estimation policy, the 

double-threshold policy should be used as the process transfer policy 

7.2.4.3 Location policies for Load-sharing algorithms  

• Location policy decides whether the sender node or the receiver node 

of the process takes the initiative to search for suitable node in the 

system, and this policy can be the following: 

1. Sender-initiated location policy 

• Sender node decides where to send the process. 

• Heavily loaded nodes search for lightly loaded nodes. 



 

 
131 

 

Resource Management • Node becomes overloaded, it either broadcasts or 

randomly probes the other nodes one by one to find a node 

that is able to receive remote processes  

• When broadcasting, suitable node is known as soon as 

reply arrives 

2. Receiver-initiated location policy 

• Receiver node decides from where to get the process. 

• Lightly loaded nodes search for heavily loaded nodes. 

• Nodes becomes underloaded, it either broadcast or 

randomly probes the other nodes one by one to indicate 

its willingness to receive remote processes. 

• Receiver-initiated policy require preemptive process 

migration facility since scheduling decisions are usually 

made at process departure periods. 

• Both policies give substantial performance advantages 

over the situation in which no load-sharing is attempted. 

• Sender-initiated policy is preferable at light to moderate 

system loads. 

• Receiver-initiated policy is preferable at high system 

loads. 

• Sender-initiated policy provide better performance for the 

case when process transfer cost significantly more at 

receiver-initiated than at sender-initiated policy due to the 

preemptive transfer of processes. 

7.2.4.4 State information exchange policies for Load-sharing 

algorithms 

• In load-sharing algorithms it is not necessary for the nodes to 

periodically exchange state information, but needs to know the state 

of other nodes when it is either underloaded or overloaded. 

● Broadcast when state changes  

• In sender-initiated/receiver-initiated location policy a node 

broadcasts State Information Request when it becomes 

overloaded/underloaded. 

• It is called broadcast-when-idle policy when receiver-initiated 

policy is used with fixed threshold value of 1. 

● Poll when state changes 

• In large networks polling mechanism is used. 

• Polling mechanism randomly asks different nodes for state 

information until find an appropriate one or probe limit is 

reached. 

• It is called poll-when-idle policy when receiver-initiated policy 

is used with fixed threshold value of 1. 
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7.3 PROCESS 

• A process can be defined as a basic unit of CPU utilization in 

traditional OS. 

• A program in execution. 

• Defines a data space. 

• Has its own program counter, its own register states, its own stack and 

its own address space. 

• Has at least one associated thread. 

• Unit of distribution. 

7.4 THREADS 

• It is a basic unit of CPU utilization used for improving a system 

performance through parallelism. 

• A process consists of an address space and one or more threads of 

control. 

• Threads share same address space but having its own program 

counter, register states and its own stack.  

• Less protection due to the sharing of address space. 

• On a uniprocessor, threads run in quasi-parallel (time sharing), 

whereas on a shared-memory multiprocessor, as many threads can run 

simultaneously as there are processors. 

● States of Threads: 

• Running 

• Blocked 

• Ready 

• terminated. 

• Threads are viewed as miniprocesses. 

 

 



 

 
133 

 

Resource Management 7.4.1 Models for organizing threads 

• There are three models for organizing threads: 

• Dispatcher-workers model  

• Team model 

• Pipeline model 

7.4.1.1 Dispatcher-workers model 

• In this model there is Single dispatcher thread and multiple worker 

threads.  

• Dispatcher thread accepts requests from clients and after examining 

the request it dispatches the request to one of the free worker threads 

for further processing of the request. 

• Each worker thread works on a different client request. 

• Figure 7.4.1.1 shows Dispatcher-workers model. 

 

7.4.1.2 Team Model 

• There is no dispatcher-worker relationship for processing clients’ 

requests.  

• Each thread gets and processes clients’ requests on its own. 

• Each thread of the process is specialized in servicing a specific type 

of request. 

• Multiple types of requests can be simultaneously handled by the 

process. 

• Figure 7.4.1.2 shows a Team model. 
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7.4.1.3Pipeline Model 

• Useful for application based on the producer-Consumer model.  

• The threads of a process are organized as a pipeline so that the output 

data generated by the first thread is used for processing by the second 

thread and so on. 

• Figure 7.4.1.3 shows a pipeline model. 

 

7.5 SUMMARY 

• Resource manager of a distributed system schedules the processes to 

optimize combination of resources usage, response time, network 

congestion, scheduling overhead. 
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Resource Management • Three different approaches have been discussed that is Task 

assignment approach, load balancing approach and load sharing 

approach. 

• Task assignment approach deals with the assignment of task in order 

to minimize inter process communication costs and improve 

turnaround time for the complete process, by taking some constraints 

into account. 

• In load-balancing approach the process assignment decisions attempt 

to equalize the average workload on all the nodes of the system. 

• In load-sharing approach the process assignment decisions attempt to 

keep all the nodes busy if there are sufficient processes in the system 

for all the nodes. 

7.6 QUESTIONS 

1) Explain resource management in detail 

2) Explain desirable features of a good global scheduling algorithm. 

3) Give a taxonomy of load-balancing algorithms. 

4) What are the various issues in designing load-balancing algorithms? 

5) Explain load-sharing approach in detail. 

7.7 REFERENCES 

● Distributed OS by Pradeep K. Sinha, PHI 
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8.4 Code Migration 
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8.7 Summary 

8.8 Question 

8.9 References  

8.0 OBJECTIVE 

This chapter gives the understanding of the following Concept: - 

• Process management 

• Fault tolerance 

• Code migration 

• Naming 

8.1 INTRODUCTION 

• Process management involves various tasks like creation, scheduling, 

termination of processes, and a dead lock.  

• Process is a program that is under execution, which is an important 

part of modern-day operating systems. 

• A faulty system creates a human/economic loss, air and rail traffic 

control, telecommunication loss, etc.  
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Process Management and an 

Overview of Cobra 
• The need for a reliable fault tolerance mechanism reduces these risks 

to a minimum. In distributed systems, faults or failures are limited or 

part. 

• The Common Object Request Broker Architecture (CORBA) is a 

standard developed by the Object Management Group (OMG) to 

provide interoperability among distributed objects.  

• CORBA is the world's leading middleware solution enabling the 

exchange of information, independent of hardware platforms, 

programming languages, and operating systems. 

8.2 PROCESS MANAGEMENT  

• In conventional (centralized) operating system, process management 

deals with mechanisms and policies for sharing the processor of the 

system among all processes. 

• In a distributed operating system, the main goal of process 

management is to make the best possible use of the processing 

resources of the entire system by sharing them among all processes. 

• Three important concepts are used to achieve this goal are: 

1. Processor allocation  

2. Process migration  

3. Threads 

• Process allocation deals with the procedure of deciding which 

process should be assigned to which processor. 

• Process migration deals with the movement of a process from its 

current location to the processor to which it has been assigned. 

• Threads deals with fine-grained parallelism for better utilization of 

the processing capability of the system. 

8.2.1 Process migration 

• It is the relocation of a process from its current location (the source 

node) to another node (the destination node)  

• Flow of execution of a migrating process. 

• There are two types of process migration 

1. Non-preemtive: A process may be migrated before it starts 

executing on its source node. 

2. Preemtive: A process may be migrated during the course of its 

execution. 
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Steps for process migration are: 

1. Selection of a process that should be migrated 

2. Selection of the destination node to which the selected process should 

be migrated 

3. Actual transfer of the selected process to the destination node. 

8.2.1.1 Desirable features of a good process migration 

• Object access level: 

• It is a minimum requirement for a system to support non- 

preemptive process migration facility. 

• Access to objects such as files and devices can be done in a 

location independent manner 

• System call and interprocess communication level 

• It must be provided in a system that is to support preemptive 

process migration facility. 

• Minimal interference 

• It should cause minimal interference to the progress of a process 

involved and to the system as a whole. 

• One method to achieve this is by minimizing the freezing time 

of the process being migrated. 

• Minimal residual dependencies 

• No residual dependencies should be left on the previous node. 

• A migrated process should not in any way continue to depend 

on its previous node once it has started executing on its new 

node. 

• Efficiency 

• The time required for migrating a process 

• The cost of locating an object 

• The cost of supporting remote execution once the process is 

migrated 

• Robustness 

• The failure of a node other than the one on which a process is 

currently running should not in any way affect the accessibility 

or execution of that process 
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Process Management and an 

Overview of Cobra 
• Communication between co-processes of a job 

• If parallel processing among the processes of a single job 

distributed over several node, then it is necessary that these co-

processes be able to directly communicate with each other 

irrespective of their locations. 

8.2.1.2 Process migration mechanisms 

There are four major sub activities: 

1. Freezing the process on its source node and restarting it on its 

destination node 

2. Transferring the process’s address space from its source node to its 

destination node 

3. Forwarding messages meant for the migrant process 

4. Handling communication between cooperating Processes that have 

been separated as a result of process migration 

1) Mechanisms for freezing and restarting a process  

Freezing the process means the execution of the process is suspended 

and all external interactions with the process are deferred. 

 Issues in freezing: 

• Immediate and delayed blocking of the process 

• If the process is not executing a system call, it can be 

blocked immediately or delayed from further execution. 

• If the process is executing a system call but is sleeping at 

an interruptible priority waiting for a kernel event to 

occur, it can be immediately blocked from further 

execution. 

• If the process is executing a system call but is sleeping at 

non-interruptible priority waiting for a kernel event to 

occur, it cannot be immediately blocked from further 

execution. 

• Fast and slow I/O operations 

• Process is frozen after the completion of all fast I/O 

operations like disk access. 

• Slow I/O operation (pipe or terminal) is done after process 

migration and when process is executed on destination 

node. 
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• Information about open files 

• Includes name and identifier of the file, their access modes and 

the current positions of their file pointers. 

• OS returns a file descriptor to process that is used for all I/O. 

• It is necessary to somehow preserve a pointer to the file so that 

migrated process could continue to access it. 

• Reinstating the process on its Destination node 

• On the destination node, an empty process state is created. 

• Newly allocated process may or may not have the same process 

identifier as the migrating process. 

• Once all the state of the migrating process has been transferred 

from the source to destination node and copied into the empty 

state, new copy of the process is unfrozen and old copy is 

deleted. 

• The process is restarted on its destination node in whatever state 

it was in before being migrated. 

2) Address space transfer mechanism  

• The migration of a process involves the transfer of 

• Process’s state 

• Process’s address space 

From the source node to the destination node. 

• Process State consist of 

• Execution Status -Register Contents 

• Memory Tables 

• I/O State : I/O Queue, I/O buffers, Interrupts 

• Capability list 

• Process’s Identifier 

• Process’s user and group identifier 

• Information about Open Files 

• Process Address space 

• code 

• data and 

• program stack 
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Process Management and an 

Overview of Cobra 
• The size of the process’s address space having several megabytes 

overshadows the size of the process’s state information which is 

having few kilobytes. 

Mechanisms for address space transfer: 

1. Total freezing 

2. Pre-transferring 

3. Transfer on reference 

Total Freezing 

• A process’s execution is stopped while its address space is being 

transferred. 

• The disadvantage of total freezing is that process is suspended for 

long time during migration, timeouts may occur, and if process is 

interactive, the delay will be noticed by the user. 

 

Pre-transferring 

• Also known as pre-copying. 

• The address space is transferred while the process is still running on 

the source node. 

• It is done as an initial transfer of the complete address space followed 

by repeated transfers of the page modified during the previous 

transfer. 

• The pre-transfer operation is executed at a higher priority than all 

other programs on the source node. 

• Reduces the freezing time of the process but it may increase the total 

time for migrating due to the possibility of redundant page transfers. 
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Transfer on Reference 

• The process address space is left behind on its source node, and as the 

relocated process executes on its destination node. 

• Attempts to reference memory page results in the generation of 

requests to copy in the desired blocks from their remote location. 

• A page is transferred from its source node to its destination node only 

when referenced. 

• Very short switching time of the process from its source node to its 

destination node. 

• Imposes a continued load on the process’s source node and results in 

the process if source node fails or is rebooted. 
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Process Management and an 

Overview of Cobra 

3) Message-forwarding Mechanisms 

• In moving a process, it must be ensured that all pending, re-route, and 

future messages arrive at the process’s new location. 

• Types of messages: 

1. Messages received at the source node after the process’s 

execution has been stopped on its source node and the process’s 

execution has not yet been started on its destination node. 

2. Messages received at the source node after the process’s 

execution has started on its destination node. 

3. Messages that are to be sent to the migrant process from any 

other node after it has started executing on the destination node. 

Mechanisms: 

1. Mechanism of resending the message 

• Messages of the types 1 and 2 are returned to the sender as not 

deliverable or are simply dropped, with the assurance that the 

sender of the message is storing a copy of the data and is 

prepared to retransmit it. 

• Does not require any process state to be left behind on the 

process’s source node. 

Disadvantage: 

• The message forwarding mechanism of process migration 

operation is non-transparent to the processes interacting with 

the migrant process is the disadvantage of this mechanism. 

2. Origin site mechanism 

• Each site is responsible for keeping information about the 

current locations of all the processes created on it. 

• Messages for a particular process are always first sent to its 

origin site. 

• The origin site then forwards the message to the process’s 

current location. 

Disadvantage: 

• Failure of the origin site will disrupt the message forwarding 

mechanism. 

• Continuous load on the migrant process’s origin site even after 

the process has migrated from that node. 



   

 
144 

Advanced Distributed  

Computing 

144 

3. Link traversal mechanism 

• To redirect message type 1, a message queue for the migrant 

process is created on its source node. 

• For 2 and 3 type messages, a forwarding address known as link 

is left at the source node pointing to the destination of the 

migrant process. 

• Two components of link, one is unique process identifier and 

second is last known location. 

Disadvantage: 

• Several link may have to be traversed to locate a process from 

a node and if any node in chain of link fails, the process cannot 

be located. 

4. Link update mechanism 

• During the transfer phase of the migrant process, the source 

node sends link- update messages to the kernels controlling all 

of the migrant process’s communication partners. 

Link update message 

• Tells the new address of each link held by the migrant process. 

• Acknowledged for synchronization purposes. 

5 Mechanisms for Handling Co-processes  

• To provide efficient communication between a process and its 

sub processes which might have been migrated on different 

nodes. 

• Mechanisms: 

1. Disallowing separation of coprocesses 

• Easiest method of handling communication 

between coprocesses is to disallow their separation. 

Methods: 

• By disallowing the migration of processes that wait for one or 

more of their children to complete. 

• By ensuring that when a parent process migrates, its children 

process will be migrated along with it. 

Disadvantage: 

• It does not allow the use of parallelism within jobs. 

• Home node or origin site concept 

2. Home node or origin site concept. 
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• Used for communication between a process and its 

sub process when the two are running on different 

nodes. 

• Allows the complete freedom of migrating a 

process or its sub process independently and 

executing them on different nodes of the system. 

Disadvantage: 

• All communication between a parent process and its 

children processes take place via the home node. 

• The message traffic and the communication cost 

increase considerably. 

8.2.1.3 Advantages of Process Migration 

1) Reducing average response time of processes 

• To reduce the average response time of the processes, processes 

of a heavily loaded node are migrated to idle or underutilized 

nodes. 

2) Speeding up individual jobs 

• A migration of job to different node is done and execute them 

concurrently. 

• Migrate a job to a node having a faster CPU or to a node at 

which it has minimum turnaround time. 

• More speed up more migration cost involved. 

3) Gaining higher throughput 

• Process migration facility may also be used properly to mix I/O 

and CPU- bound processes on a global basis for increasing the 

throughput of the system. 

4) Utilizing resources effectively 

• Depending upon the nature of a process, it can be migrated to 

suitable node to utilize the system resource in the most efficient 

manner. 

5) Reducing network traffic 

• Migrating a process closer to the resources it is using most 

heavily. 

6) Improving system reliability 

• Migrate a copy of a critical process to some other node and to 

execute both the original and copied processes concurrently on 

different nodes. 

7) Improving system security 

• A sensitive process may be migrated and run on a secure node. 
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8.3 FAULT TOLERANCE  

• In any distributed system, three kinds of problems can occur. 

1) Faults 

2) Errors (System enters into an unexpected state) 

3) Failures 

• All these are inter-related. 

• It is quite fair to say that fault is the root cause, where a 

problem starts, error is the result of fault and failure is the 

final outcome. 

• What is Fault Tolerance? 

• Ability of a system to continue functioning in the event of 

a partial failure. 

• Though the system continues to function but overall 

performance may get affected. 

• Distributed systems are made up of a large number of 

components, developing a system which is hundred 

percent fault tolerant is practically very challenging. 

• Two main reasons for the occurrence of a fault 

• Node failure -Hardware or software failure. 

• Malicious Error-Caused by unauthorized Access. 

• In context of crash resistance capability, storage may be 

broadly classified into three types: 

1. Volatile storage 

2. Non-volatile storage 

3. Stable storage 

Stable storage 

• Basic idea is to duplicate storage devices to implement stable device 

and try to ensure that any period when only one of the two component 

devices is operational is significantly less than the mean time between 

failures (MTBF) of a stable device. 

• Basic operations related to a stable disk are read and write. 
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• A crash recovery action restores the internal consistency of data 

stored on the two disks after crash has occurred. 

8.3.1 Effect of service paradigm on fault tolerance 

• A server may be implemented by using any one of the following two 

Service Paradigms stateful or stateless. 

• The two paradigms are distinguished by one aspect of the client-

server relationship- whether or not the history of the serviced requests 

between a client and a server affects the execution of the next service 

request. 

• The stateful approach depends on the history of the serviced requests, 

but the stateless approach does not depend on it. 

   Stateful File Servers 

• A stateful server maintains client’s state information from one remote 

procedure call to the next. 

• In case of two subsequent calls by a client to a stateful server, some 

state information pertaining to the service performed for the client as 

a result of the first call execution is stored by the server process. 

• These clients state information is subsequently used at the time of 

executing the second call. 

• Consider a server for byte-stream files 

Operations on files 

• Open (filename,mode) 

• Read (fid,n,buffer) 

• Write (fid,n,buffer) 

• Seek (fid,position) 

• Close (fid) 
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Stateless File server 

• A stateless server does not maintain any client state information. 

• Every request from a client is accompanied by all the necessary 

parameters to successfully carry out the desired operation. 

Operations on files 

Read (filename, position, n,buffer) 

Write (filename, position, buffer) 

Read (filename,0,100, buf) Read(filename,100,100,buf) 

 

Advantages of stateless service paradigm in crash recovery. 

• Crash recovery is very easy: 

• When a server crashes, client just resends request until it gets 

an answer from the rebooted server 

• Client cannot tell difference between a server that has crashed 

and recovered and a slow server 

• Client can always repeat any request. 

8.4 CODE MIGRATION  

• Traditionally, code migration in distributed systems took place in the 

form of process migration in which an entire process was moved from 

one machine to another. 

• Code migration increases scalability, improves performance, and 

provides flexibility. 

Code Migration Terminology 

• Many code migration technologies provide Computational 

Environments to support code mobility. 

• Computational environments give applications the ability to move 

components from one host to another. 

• Code migration components consist of execution units and resources. 
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• Execution units can be divided into the following: 

• Code Segment 

  Set of instructions being executed 

• Data Segment 

  References to external resources 

  Files, printers, devices, etc 

• Execution Segment 

Process state, private data, stack pointer, and instruction pointer 

8.4.1 Model for Code Migration 

The model for code migration is shown in the figure below: 

 

• Strong Mobility 

• Described as the ability to transfer both the code segment and 

execution state of the execution unit from one computational 

environment to another. 

• Weak Mobility 

• Described as the ability to transfer the code segment, but not the 

execution state. 

• Typically, weak mobility applications have predefined starting 

positions 

• For example - Java Applets 

• Strong code mobility is best characterized by two terms: 
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• Migration is when an execution unit is suspended, transferred 

from one computational environment to another, and resumes 

execution. 

• Remote Cloning is when a copy of the running execution unit is 

copied to another computational environment while continuing 

execution on the original executional environment. 

• Sender-initiated (proactive) migration 

• Transfer is initiated autonomously by the migrating execution 

unit 

• Example: Uploading programs to a computational server 

• Receiver-initiated (reactive) migration 

• Transfer is initiated by an execution unit different from the 

migrating execution unit 

• Example: Java applets are downloaded from a web server to the 

client browser at the request of the browser. 

8.5 CORBA  

• The Common Object Request Broker Architecture (CORBA) is an 

emerging open distributed object computing infrastructure being 

standardized by the Object Management Group (OMG). 

• CORBA automates many common network programming tasks such 

as object registration, location, and activation; request 

demultiplexing; framing and error-handling; parameter marshalling 

and demarshalling; and operation dispatching. 

• Figure 8.5 OMG reference model architecture. 
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Object Services 

• These are domain-independent interfaces that are used by many 

distributed object programs. 

• For example, a service providing for the discovery of other available 

services is almost always necessary regardless of the application 

domain. 

• Two examples of Object Services that fulfil this role are: 

• The Naming Service -- which allows clients to find objects 

based on names; 

• The Trading Service -- which allows clients to find objects 

based on their properties. 

Common Facilities 

• Like Object Service interfaces, these interfaces are also horizontally-

oriented, but unlike Object Services they are oriented towards end-

user applications. 

• An example of such a facility is the Distributed Document 

Component Facility (DDCF), a compound document Common 

Facility based on OpenDoc. DDCF allows for the presentation and 

interchange of objects based on a document model, for example, 

facilitating the linking of a spreadsheet object into a report document. 

Domain Interfaces 

• These interfaces fill roles similar to Object Services and Common 

Facilities but are oriented towards specific application domains. 

• For example, one of the first OMG RFPs issued for Domain Interfaces 

is for Product Data Management (PDM) Enablers for the 

manufacturing domain. Other OMG RFPs will soon be issued in the 

telecommunications, medical, and financial domains. 

Application Interfaces 

• These are interfaces developed specifically for a given application. 

Because they are application-specific, and because the OMG does not 

develop applications (only specifications), these interfaces are not 

standardized. 

• However, if over time it appears that certain broadly useful services 

emerge out of a particular application domain, they might become 

candidates for future OMG standardization. 

8.6 NAMING 

• Object-oriented middleware uses object references to address server 

objects. 
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• We need to find a way to get hold of these object references without 

assuming physical locations. 

• A name is a sequence of character strings that can be bound to an 

object reference. 

• A name binding can be resolved to obtain the object Reference. 

• There may be many server objects in a distributed object system. 

• Server objects may have several names. 

• Leads to large number of name bindings. 

• Name space has to be arranged in a hierarchy to avoid 

• Name clashes 

• Poor performance when binding/resolving names 

• Hierarchy achieved by naming contexts. 

Naming: Composite Names 

• Names are composed of possibly more than one component 

• Used to describe traversals across several naming contexts 

• Example: ("UEFA","England","Premier","Chelsea"). 

Naming: Name Server Behaviour 

• Name bindings are managed by name servers 

• Not every server object needs a name 

• Server objects may have several names (aliases) 

• Name servers must store bindings persistently 

• Name servers should be tuned towards efficiently resolving name 

bindings 

• Name server may itself be distributed 

CORBA Naming Service 

• Supports bindings of names to CORBA object references.  

• Names are scoped in naming contexts. 

• Multiple names can be defined for object references.  

• Not all object references need names.  

• The CORBA naming service is used by  
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• Clients to locate CORBA objects 

• Servers to advertise specific CORBA objects 

• Bootstrap service, enabling clients to find other services  

• Facilitate the initial connections between clients and servers  

• Basic function: association of names with object references 

Naming Service  

• Server creates associations between names and object references for 

the CORBA objects (object binding) 

• Client retrieves the object references by querying the naming service 

and using the name as the key.  

• NS: a database of object bindings 

Binding Hierarchy  

• Context binding: an association between a name and a naming 

context.  

• Object binding: an association between a name and an object 

reference. 

CORBA Names 

• Names are composed of simple names. 

• Simple names are value-kind pairs. 

• Value attribute is used for resolving names.  

• Kind attribute is used to provide information about the role of the 

object. 

• Name has two format:  

• Stringified name format: intuitive format that is easy to read and 

pass from place to place 

   London.region/Main.failover/StockExchange  

• Raw name format: defined in terms of IDL complex types and 

can be used only within a CORBA program  

Module CosNaming 

 {  

typedef string Istring; 

 struct NameComponent  
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{ 

 Istring id; 

 Istring kind; 

 }; 

 typedef sequence Name;  

… }; 

CORBA Name 

• Kind field is intended to describe how a name component is used 

(similar to the file extension, client.exe)  

• Special cases: 

• empty kind field (omitting kind and kind separator “.”)  

• Empty id field (starting the name component with “.”) 

• Empty id field and empty kind field (denoted by “.”) 

• Example: ././. 

8.6.1 Desirable features of a good naming system  

A good naming system for a distributed system should have the following 

feature  

1. Location transparency  

• Location transparency means that the name of an object should 

not reveal any hint as to the physical location of the object  

2.  Location independency  

• For performance, reliability, availability and security reasons, 

distributed systems provide the facility of object migration that 

allows the movement and relocation of objects dynamically 

among the various nodes of a system. 

3. Scalability  

• Distributed systems vary in size ranging from one with a few 

nodes to one with many nodes. Distributed systems are 

normally open systems, and their size changes dynamically. 

4. Uniform naming convention 

• In many existing systems, different ways of naming objects 

called naming conventions, are used for naming different types 

of objects. For example, filenames typically differ from user 

names and process names. 
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5. Multiple user-defined names for the same object for a shared object, 

it is desirable that different users of the object can use their own 

convenient names for accessing it. A naming system must provide the 

flexibility to assign multiple user-defined names to the same object. 

6. Group naming 

• A naming system should allow many different objects to be 

identified by the same name. Such a facility is useful to support 

broadcast facility or to group objects for on referencing or other 

applications. 

7. Meaningful names 

• A name can be simply any character string identifying some 

object. For users, meaningful names are preferred to lower level 

identifiers such as memory pointers, disk block numbers, or 

network addressess.  

8. Performance  

• The most important performance measurement of a naming 

system is the amount of time needed to map an object's name to 

its attributes, such as its location. In a distributed environment, 

this performance is dominated by the number of messages 

exchanged during the name-mapping operation 

9. Fault tolerance  

• A naming system should be capable of tolerating, to some 

extent, faults that occur due to the failure of a node or a 

communication link in a distributed system network. The 

naming system should continue functioning, perhaps in a 

degraded form, in the event of these failures. 

10. Replication transparency 

• In a distributed system, replicas of an object are generally 

created to improve performance and reliability. 

11. Locating the nearest replica  

• When a naming system supports the use of multiple copies of 

the same object, it is important that the object-locating 

mechanism of the naming system should always supply the 

location of the nearest replica of the desired object. 

8.7 SUMMARY 

• The main goal of process management is to make the best possible 

use of the processing resources of the entire system by sharing them 

among all processes. 
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• Process allocation deals with the procedure of deciding which 

process should be assigned to which processor. 

• Process migration deals with the movement of a process from its 

current location to the processor to which it has been assigned. 

• Threads deals with fine-grained parallelism for better utilization of 

the processing capability of the system. 

• There are two types of process migration: - Non-preemtive and 

Preemtive  

• The migration of a process involves the transfer of Process’s state and 

Process’s address space from the source node to the destination node. 

• Fault tolerance ability of a system to continue functioning in the event 

of a partial failure. 

• Code migration in distributed systems took place in the form of 

process migration in which an entire process was moved from one 

machine to another. 

• The Common Object Request Broker Architecture (CORBA) is an 

emerging open distributed object computing infrastructure being 

standardized by the Object Management Group (OMG). 

• A name is a sequence of character strings that can be bound to an 

object reference. 

• A name binding can be resolved to obtain the object Reference. 

• CORBA naming service Supports bindings of names to CORBA 

object references.  

8.8 QUESTIONS 

1. What is process management? Explain desirable features of a good 

process migration. 

2. Explain mechanism for freezing and restarting a process. 

3. Give various Mechanisms for address space transfer. 

4. Explain various advantages of process management. 

5. Explain the concept of fault tolerance. 

6. Explain the concept of code migration 

7. Write a note on CORBA. 
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9.13 Summary 

9.14 List of References 

9.15 Unit End Exercises 

9.0 OBJECTIVES 

• To familiarise you with the fundamental concepts and ideas of parallel 

computing and its applications 

• To assist you in comprehending various parallelism models (e.g., 

shared versus distributed memory models) and their benefits and 

drawbacks 

• To introduce you to the most common "bottlenecks" in parallel 

computing 

• To acquaint with the concept of pipelining and various parallel 

architectures 

9.1 INTRODUCTION 

Microprocessor technology has advanced dramatically during the last 

decade. Processor clock speeds have risen from around 40 MHz (for 

example, a MIPS R3000 circa 1988) to over 2.0 GHz (e.g., a Pentium 4, 

circa 2002). Processors now have the capability of executing several 

instructions in the same cycle. Over the last decade, high-end processors' 

average number of cycles per instruction (CPI) has increased by about an 

order of magnitude. All of this equates to a several-order-of-magnitude 

improvement in the peak floating point operation execution rate (floating 

point operations per second, or FLOPS). During the same time span, a 

number of other topics have gained prominence. The ability (or lack 

thereof) of the memory system to feed data to the CPU at the requisite rate 

is perhaps the most conspicuous of these. The data path and memory 

constraints have been solved by significant architectural and software 

advancements. 

Concurrency's importance in speeding up computing elements has been 

understood for decades. The large range of parallel computing applications 

reflects their function in offering multiple data paths, enhanced access to 

storage elements (both memory and disc), scalable performance, and 

cheaper prices. Design programmes are increasingly being run on desktop 

machines, engineering workstations, and compute servers with two, four, or 

even eight processors coupled together. Large-scale applications in research 
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and engineering require larger parallel computer systems, which can include 

hundreds of processors. Database and web servers, as well as data-intensive 

applications like transaction processing and data mining, frequently use 

clusters of workstations with high aggregate disc bandwidth. Multiple 

rendering pipes and processing elements are used in graphics and 

visualisation applications to compute and render realistic scenes with 

millions of polygons in real time. For redundancy, applications that require 

high availability rely on parallel and distributed platforms. Understanding 

the principles, tools, and approaches for programming the large variety of 

parallel platforms currently accessible is critical from the standpoints of 

cost, performance, and application needs. 

9.2 PARALLEL COMPUTING 

9.2.1 What is parallel computing? 

Parallel computing is the process of running an application or a computation 

on many processors at the same time. It's a type of computing architecture 

in which enormous issues are broken down into smaller, usually related 

components that may be processed all at once. Multiple CPUs communicate 

via shared memory to complete the task, which then combines the findings. 

It aids in the execution of big computations by dividing the large problem 

among multiple processors. 

 

 

By boosting the available computation capability of systems, parallel 

computing aids in speedier application processing and task resolution. The 

majority of supercomputers operate using parallel computing methods. 

Parallel processing is widely employed in operational settings that require 

a lot of processing capacity or calculation. 

This architecture is often housed in a server rack with multiple processors; 

the application server divides the computational requests into little chunks, 

which are subsequently executed simultaneously on each server. Serial 

computation is the oldest type of computer software since it can only 

execute one instruction at a time, whereas parallel computing uses several 

processors to run an application or computation at the same time. 

There are numerous benefits to using parallel computing, including time 

and cost savings, concurrency, and the ability to solve larger problems. 
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Parallel processing also minimises complexity. In the real-world example 

of parallel computing, there are two lines to acquire a ticket for anything; if 

two cashiers give tickets to two people at the same time, it saves time and 

reduces complexity. 

9.2.2 Types of parallel computing 

There are three forms of parallel computing accessible from open-source 

and private parallel computing suppliers, which are covered below: 

• Bit-level parallelism: It is a type of parallel computing in which each 

task is determined by the size of the processor word. It decreases the 

number of instructions the processor must execute when performing 

a task on big amounts of data. The operation must be divided into a 

sequence of instructions. For example, suppose you have an 8-bit 

processor and you need to do a 16-bit operation. It must first operate 

the 8 lower-order bits before moving on to the 8 higher-order bits. To 

complete the process, two instructions are required. A 16-bit CPU can 

do the operation with just one instruction. 

• Instruction-level parallelism: In instruction-level parallelism, the 

processor decides how many instructions are implemented at the same 

time in a single CPU clock cycle. A processor with instruction-level 

parallelism can have an address that is fewer than one instruction for 

each clock cycle phase. In instruction-level parallelism, the software 

method relies on static parallelism, in which the computer chooses 

which instructions to execute at the same time. 

• Task Parallelism: Task parallelism is a type of parallelism in which 

jobs are broken down into smaller pieces. Then each subtask is 

assigned to be completed. Subtasks are also executed concurrently by 

processors. 

9.2.3 Applications of parallel computing 

The following are some examples of parallel computing applications: 

• Databases and data mining are two of the most common parallel 

computing applications. 

• Another application of parallel computing is system simulation in real 

time. 

• Networked movies and Multimedia are examples of technologies. 

• Engineering and Science 

• Workplaces that encourage collaboration. 

• Augmented reality, sophisticated graphics, and virtual reality all 

employ the concept of parallel computing. 

9.2.4 Advantages of parallel computing 

The following are the benefits of parallel computing: 

• In parallel computing, additional resources are utilised to execute the 

work, resulting in a reduction in time and cost. Parallel clusters are 

also built with low-cost components. 
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• Parallel computing, as opposed to serial computing, can tackle larger 

problems in less time. 

• Parallel computing is far more appropriate than serial computing for 

simulating, modelling, and comprehending complicated real-world 

processes. 

• When local resources are limited, you may have an advantage over 

non-local resources. 

• There are a variety of enormous problems that are impractical or 

impossible to address on a single computer; the concept of parallel 

computing helps to alleviate these challenges. 

• Parallel computing has the advantage of allowing you to do numerous 

things at once by utilising various computing resources. 

• Parallel computing is also better for hardware because serial 

computing wastes potential computing power. 

9.2.5 Disadvantages of parallel computing 

Parallel computing has a number of drawbacks, including the following: 

• It deals with parallel architecture, which can be challenging to 

achieve. 

• In parallel computing, new cooling technologies are required for 

clusters. 

• It necessitates the use of managed algorithms, which can be handled 

via the parallel method. 

• Power consumption is high in multi-core architectures. 

• Low coupling and high cohesion are required in a parallel computing 

system, which is challenging to achieve. 

• The most technically proficient and expert programmers can write the 

code for a parallelism-based programme. 

• Although parallel computing allows you to handle computationally 

and data-intensive problems by combining numerous processors, it 

can often cause issues with the system's integration and some of our 

control techniques, resulting in poor results. 

• The additional cost of synchronisation, thread creation, data transfers, 

and other factors can be significant, even exceeding the benefits of 

parallelization. 

• Furthermore, distinct code modification for different target 

architectures is required for the parallel computing system to improve 

performance. 
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9.2.6 Fundamentals of parallel computing architecture 

The level at which the hardware allows parallelism is used to classify 

parallel computer architecture. The following are the different types of 

parallel computer architectures: 

• Multicore computing 

A multi-core processor is a computer processor integrated circuit that 

contains two or more different processing cores and may execute 

programme instructions simultaneously. Cores can be VLIW, 

superscalar, multithreading, or vector architectures, and they can be 

integrated on a single integrated circuit die or multiple dies in a single 

chip package. Multi-core architectures are divided into two 

categories: heterogeneous, which includes cores that are not similar, 

and homogeneous, which includes solely identical cores. 

• Symmetric multiprocessing  

A single operating system manages multiprocessor computer 

architecture with two or more homogenous, independent processors 

that treat all processors equally in symmetric multiprocessing. Each 

processor can work on any activity they want without worrying about 

whether the data they need is in memory, and they can connect 

utilising on-chip mesh networks. A private cache memory is also 

included in every processor. 

• Distributed Computing  

The components of a distributed system are scattered among multiple 

networked computers. These networked computers communicate 

using HTTP, RPC-like message queues, and connectors to coordinate 

their tasks. Distributed systems are defined by component 

concurrency and component failure that is independent of one 

another. Typically, distributed programming architectures are classed 

as peer-to-peer, client-server, n-tier, or three-tier. Because there is a 

lot of overlap between parallel and distributed computing, the terms 

are sometimes used interchangeably. 

• Massive parallel computing 

Several computers are used at the same time to run a set of instructions 

in parallel. Grid computing is another way in which multiple 

dispersed computer systems run at the same time and communicate 

via the Internet to solve a problem. 

9.2.7 Why parallel computing? 

The following are some of the reasons why parallel computing is necessary: 

• Larger difficulties are addressed through parallel computing. In the 

actual world, various things run at the same time but in different 

places at the same time, which is challenging to manage. In this 
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scenario, parallel computing aids in the management of such vast 

amounts of data. 

• Parallel computing is essential for data modelling, dynamic 

simulation, and other similar tasks. As a result, parallel computing is 

also required in the real world. 

• Parallel computing is not ideal for implementing real-time systems 

with the help of serial computing; yet, it provides concurrency and 

saves time and money. 

• Only the concept of parallel computing can organise and manage 

huge, complicated datasets. 

• In serial processing, only some parts of the hardware are utilised, and 

some sections are made idle, but the parallel computing strategy 

ensures effective resource utilisation and hardware utilisation. 

9.2.8 Future of parallel computing 

The computational graph has entirely shifted from serial to parallel 

computing. Intel has already begun to integrate multicore processors into 

systems, which is a significant step toward parallel computing. Parallel 

computation will usher in a revolution in the way computers are used in the 

future. Parallel computing is becoming increasingly crucial in connecting 

the world to one another. With multiprocessor computers, faster networks, 

and distributed systems, parallel computing becomes even more important. 

9.2.9 Difference between serial computing and parallel computing 

Serial computing, also known as sequential computing, is the usage of a 

single processor to execute a programme in which the programme is divided 

into a sequence of instructions and each instruction is processed one by one. 

Traditionally, software has been programmed sequentially, which makes it 

easier to understand, but the processor's speed severely limits its ability to 

execute each series of instructions. Additionally, sequential data structures 

are used by uni-processor machines in parallel computing settings where 

data structures are concurrent. 

In comparison to parallel computing benchmarks, assessing performance in 

sequential programming is significantly less important and complex 

because it entails identifying system bottlenecks. Benchmarks in parallel 

computing can be done with the help of benchmarking and performance 

regression testing frameworks. Multiple repetitions and statistical treatment 

are among the measurement approaches used in these testing systems. The 

potential to bypass this barrier is most visible in parallel computing, where 

data is moved through the memory hierarchy. Parallel computing is more 

expensive and may be more complicated. Parallel computing, on the other 

hand, works with larger problems and speeds up problem solving. 
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9.2.10 History of parallel computing 

The interest in parallel computing extends back to the late 1950s, with the 

breakthroughs of supercomputers in the 1960s and 1970s. Stanley Gill 

(Ferranti) emphasised the need for branching and waiting, as well as parallel 

programming, in April 1958. In the same year, IBM researchers Daniel 

Slotnick and John Cocke suggested the use of the first parallelism in 

numerical calculations. 

Burroughs Corporation released the D825, a four-processor computer, in 

1962. In 1967, the American Federation of Information Processing 

Societies conducted a symposium at which Amdahl and Slotnick published 

a dispute on the viability of parallel processing. Honeywell's first Multics 

system, an asymmetric multiprocessor system, was introduced in 1969 and 

could run up to eight processors in parallel. 

C.mmp, a multiprocessor project at Carnegie Mellon University in the 

1970s, was one of the earliest multiprocessors with more than a few 

processors. During this project, a supercomputer was built using 64 Intel 

8086/8087 processors for scientific applications, and a new type of parallel 

computing was begun. The Synapse N+1 was the first bus-connected 

multiprocessor, with snooping caches, in 1984. The Lawrence Livermore 

National Laboratory built on Slotnick's 1964 proposal for a large-scale 

parallel computer. The US Air Force designed the ILLIAC IV, which was 

the first SIMD parallel-computing endeavour. 

9.3 SCOPE OF PARALLEL COMPUTING 

Parallel computing has had a huge impact on a range of fields, from 

scientific and engineering simulations to commercial data mining and 

transaction processing. The cost benefits of parallelism, along with the 

performance requirements of applications, make parallel computing a 

convincing argument. A small selection of parallel computing's in many 

applications are presented here. 

9.3.1 Applications in Engineering and Design 

Airfoils (optimising lift, drag, and stability), internal combustion engines 

(optimising charge distribution, burn), high-speed circuits (layouts for 

delays and capacitive and inductive effects), and structures (optimising 

structural integrity, design parameters, cost, and so on) have all benefited 

from parallel computing. Design of microelectromechanical and 

nanoelectromechanical systems (MEMS and NEMS) has gotten a lot of 

interest recently. While most engineering and design problems involve 

numerous spatial and temporal dimensions and related physical processes, 

these issues are more severe in MEMS/NEMS design. We frequently work 

with a system that includes quantum phenomena, molecular dynamics, 

stochastic and continuous models, as well as physical processes including 

conduction, convection, radiation, and structural mechanics. In the context 

of parallel computers, this poses daunting hurdles for geometric modelling, 

mathematical modelling, and algorithm creation. 
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Other engineering and design applications are concerned with process 

optimization. A variety of discrete and continuous optimization issues have 

been solved using parallel computers. Simplex, Interior Point Method, 

Branch-and-bound, and Genetic programming for discrete optimization 

have been successfully parallelized and are widely used. 

9.3.2 Scientific Applications 

High-performance scientific computing applications have undergone a 

revolution in recent years. The International Human Genome Sequencing 

Consortium and Celera, Inc.'s sequencing of the human genome has opened 

up fascinating new bioinformatics frontiers. Understanding and profoundly 

affecting biological processes is possible because to functional and 

structural characterisation of genes and proteins. Analyzing biological 

sequences in order to discover novel medications and solutions for diseases 

and medical situations necessitates both clever algorithms and massive 

computing capacity. Indeed, some of the most cutting-edge parallel 

computing technologies are geared toward bioinformatics applications. 

Understanding processes spanning in size from quantum events to 

macromolecular structures has been the focus of advances in computational 

physics and chemistry. As a result, new materials are being developed, 

chemical routes are being better understood, and processes are becoming 

more efficient. Astrophysics applications have looked into galaxies' 

evolution, thermonuclear processes, and the processing of incredibly huge 

datasets from telescopes. Weather modelling, mineral mining, flood 

prediction, and other applications rely significantly on parallel computers 

and have a huge impact on daily life. 

In terms of evaluating incredibly huge datasets, bioinformatics and 

astrophysics present some of the most difficult difficulties. Some of the 

largest scientific datasets are protein and gene databases (such as PDB, 

SwissProt, ENTREZ, and NDB), as well as Sky Survey datasets (such as 

the Sloan Digital Sky Surveys). Effectively studying big datasets 

necessitates massive processing capacity and holds the key to major 

scientific breakthroughs. 

9.3.3 Commercial Applications 

With the extensive usage of the internet and its related static and dynamic 

information, there is a growing emphasis on low-cost servers that can scale. 

Web and database servers typically run-on parallel platforms ranging from 

multiprocessors to linux clusters. Large brokerage companies on Wall 

Street, for example, handle hundreds of thousands of simultaneous user 

sessions and millions of orders on busy days. These mission-critical 

installations are powered by IBM SP supercomputers and Sun Ultra HPC 

servers. While not well known, Wall Street is home to some of the world's 

largest supercomputing networks. 

The availability of vast amounts of transaction data has spurred a lot of 

interest in data mining and analysis to help businesses and marketers make 

better decisions. For tasks like association rule mining, clustering, 
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classification, and time-series analysis, effective parallel algorithms are 

required due to the sheer amount and geographically spread nature of this 

data. 

9.3.4 Applications in Computer Systems 

Parallel processing concerns become ingrained in a number of applications 

as computer systems become more prevalent and computing extends across 

the network. Intrusion detection is a significant difficulty in computer 

security. In network intrusion detection, data is collected at multiple 

locations and must be evaluated quickly to detect intrusion. Because it is 

impossible to collect this data in a single area for analysis, effective parallel 

and distributed algorithms are required. Some of the more dramatic 

applications of Internet-based parallel computing in the field of 

cryptography have centred on factoring enormously big integers. 

For a range of activities, embedded systems are increasingly relying on 

distributed control algorithms. Tens of processors communicate in a modern 

automobile to conduct sophisticated tasks that optimise handling and 

performance. Traditional parallel and distributed algorithms for leader 

selection, maximal independent set, and other tasks are widely utilised in 

such systems. 

While parallel computing has generally been limited to platforms with well-

behaved compute and network parts that are immune to faults and mistakes, 

there are essential lessons that can be applied to computations in ad-hoc, 

mobile, or defective contexts. 

9.4 PARALLEL ALGORITHM MODELS 

An algorithm model is a method of designing a parallel algorithm by 

choosing a decomposition and mapping methodology and implementing the 

right strategy to reduce interactions. 

9.4.1 Data parallel model 

One of the most basic algorithm models is the data-parallel model. Tasks 

are statically or semi-statically mapped to processes in this approach, and 

each task performs comparable actions on different data. Data parallelism 

is a sort of parallelism that occurs when identical operations are performed 

on separate data objects at the same time. The job might be done in stages, 

and the data used in each phase could be different. Interactions between 

data-parallel processing phases are commonly used to synchronise jobs or 

provide fresh data to processes. The decomposition of the problem into jobs 

is commonly based on data partitioning since a consistent segmentation of 

data followed by a static mapping is adequate to provide load balance. 

Both shared-address-space and message passing paradigms can be used to 

create data-parallel algorithms. However, in a message-passing paradigm, 

the partitioned address space may allow for better control over placement 

and hence a better grasp on locality. On the other hand, a shared-address 
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space can make programming easier, especially if the data distribution 

varies throughout the process. 

In the data-parallel paradigm, interaction overheads can be reduced by 

utilising a locality-preserving decomposition, overlapping computation and 

interaction, and using efficient collective interaction routines. One of the 

most important characteristics of data-parallel problems is that the degree 

of data parallelism increases with the size of the problem, allowing larger 

problems to be solved with more processes. 

9.4.2 Task graph model 

The interrelationships between tasks are used in the task graph model to 

enhance locality or reduce interaction costs. This paradigm is commonly 

used to handle problems where the amount of data connected with the tasks 

is enormous compared to the amount of computing involved. Tasks are 

often mapped statically to reduce the cost of data transit across tasks. Even 

when a decentralised dynamic mapping is employed, the mapping employs 

information about the task-dependency network structure and task 

interaction pattern to reduce interaction overhead. 

9.4.3 Work pool model 

The work pool or task pool model is defined by a dynamic mapping of tasks 

onto processes for load balancing, in which any task can be completed by 

any process. There is no pre-mapping of tasks to processes that is desired. 

It is possible to map in a centralised or decentralised manner. The task 

pointers could be kept in a physically shared list, priority queue, hash table, 

or tree, or in a physically distributed data structure. The work may be 

statically available at first or dynamically generated; that is, the processes 

could generate work and contribute it to the global (potentially distributed) 

work pool. If the work is generated dynamically and a decentralised 

mapping is used, a termination detection technique is required so that all 

processes can identify the end of the programme (i.e., the exhaustion of all 

potential jobs) and stop hunting for new work. 

When the amount of data connected with tasks is relatively minimal 

compared to the computation associated with the tasks, the work pool model 

is often utilised in the message-passing paradigm. As a result, jobs can be 

shifted around easily without incurring excessive data interaction overhead. 

The task granularity can be changed to achieve the required level of load-

imbalance versus the overhead of accessing the work pool for adding and 

withdrawing jobs. 

When the tasks are statically available, chunk scheduling is an example of 

using the work pool paradigm with centralised mapping to parallelize loops. 

The work pool approach, in which jobs are generated dynamically, is used 

in parallel tree search, where the work is represented by a centralised or 

distributed data structure. 
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9.4.4 Master slave model 

One or more master processes generate work and distribute it to worker 

processes in the master-slave or manager-worker model. If the management 

can estimate the amount of the jobs or if a random mapping can adequately 

balance the burden, the tasks can be assigned a priori. Workers are assigned 

smaller amounts of labour at different times in another scenario. If the 

master's work takes a long time to generate, the latter approach is 

recommended because it is inconvenient to make all workers wait until the 

master has completed all work pieces. Work may need to be done in phases 

in some circumstances, and each phase must be completed before work on 

the following phase may begin. In this instance, the management may order 

that all workers synchronise at the end of each phase. In most cases, there 

is no desired pre mapping of work to processes, and any worker can 

complete any task presented to them. The manager-worker paradigm can be 

extended to a hierarchical or multi-level manager-worker model, in which 

the top-level management distributes big chunks of work to second-level 

managers, who then split the duties among their own workers and may 

conduct some of the work themselves. Because the interaction is naturally 

two-way, this model is equally applicable to shared-address-space or 

message-passing paradigms. That is, the manager knows it needs to hand 

out work, and employees know they need to get work from the manager. 

When adopting the master-slave architecture, it's important to avoid making 

the master a bottleneck, which can happen if the tasks are too small (or the 

workers are relatively fast). The task granularity should be selected so that 

the cost of doing work outweighs the costs of transferring work and 

synchronisation. Asynchronous interaction may aid in the overlap of 

interaction and computation connected with the master's work generation. 

If the nature of worker requests is non-deterministic, it may also reduce wait 

times. 

9.4.5 Pipeline or producer-consumer model 

A stream of data is transferred through a series of processes in the pipeline 

model, each of which performs a task on it. Stream parallelism refers to the 

simultaneous execution of many programmes on a data stream. The arrival 

of new data prompts the execution of a new task by a process in the pipeline, 

with the exception of the process that initiates the pipeline. Pipelines in the 

shape of linear or multidimensional arrays, trees, or general graphs with or 

without cycles could be formed by the processes. A pipeline is a series of 

producers and consumers linked together. Each process in the pipeline may 

be thought of as a consumer of a sequence of data items from the process 

before it in the pipeline and a producer of data from the process after it. A 

directed graph can be used instead of a linear chain for the pipeline. A static 

mapping of tasks to processes is common in the pipeline architecture. 

The job granularity affects load balancing. The larger the granularity, the 

longer it takes to fill the pipeline, that is, for the trigger generated by the 

first process in the chain to propagate to the last process, causing some 

processes to wait. However, because processes would need to interact to get 
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fresh data after smaller chunks of computation, too fine a granularity may 

increase interaction overheads. Overlapping interaction with computation is 

the most prevalent interaction reduction strategy for this paradigm. The 

simultaneous LU factorization algorithm is an example of a two-

dimensional pipeline. 

9.4.6 Hybrid model 

Multiple models may be appropriate to the problem at hand in some 

situations, resulting in a hybrid algorithm model. A hybrid model might be 

made up of numerous models that have been applied hierarchically or 

sequentially to distinct phases of a parallel method. An algorithm 

formulation may have properties from multiple algorithm models in some 

instances. Data may, for example, flow in a pipelined pattern driven by a 

task dependency graph. Another possibility is that the principal computation 

is defined by a task dependency graph, but each node of the graph represents 

a supertask made up of several subtasks that are suited for data-parallel or 

pipelined parallelism. One of the applications for which a hybrid approach 

is excellent is parallel quicksort. 

9.5 PIPELINING 

Pipelining refers to the overlapping of processing in time. Pipelines are 

larger voids in computing than assembly lines that can be used for 

processing instructions or, in a more generic sense, conducting any complex 

activity. It can only be utilised effectively for a series of comparable tasks, 

similar to assembly lines. According to the following operating concept, a 

simple pipeline handles a sequence of tasks, including instructions: As 

illustrated in the diagram, each task is broken into many subtasks. The 

execution of register-register instructions, for example, can be divided into 

four steps: instruction fetch, decode, execute, and writeback. 

 

Each subtask's pipeline phase performs the required operations. Each step 

has a similar amount of time available for completing the required subtask. 

All pipeline steps operate in the same way as an assembly line, accepting 

input from the previous stage and transmitting output to the next. Finally, it 

can be assumed that the fundamental pipeline is clocked, or synchronous. 



 

 
171 

 

Introduction to Parallel 

Computing 

This means that at the start of each clock cycle, each stage receives a fresh 

input, each stage has a single clock cycle to complete the required 

operations, and each stage sends the output to the next stage at the start of 

the next clock cycle. 

9.5.1 Types of pipelines 

Pipelines are classified under two categories: 

• Arithmetic pipeline 

• Instruction pipeline 

1] Arithmetic pipeline 

The majority of computers contain arithmetic pipelines. They're 

utilised for things like floating point operations and multiplication of 

fixed-point values. For instance: The following is the input to the 

Floating-point Adder pipeline: 

X = A*2^a 

Y = B*2^b 

A and B are mantissas (floating point numbers' significant digits), 

while a and b are exponents. 

There are four parts to floating point addition and subtraction: 

• Exponents should be compared. 

• Align the mantissas together. 

• Mantissas can be added or subtracted. 

• Produce the outcome. 

The intermediate results between the above procedures are stored in 

registers. 

2] Instruction pipeline 

By overlapping the fetch, decode, and execute phases of an instruction 

cycle, a stream of instructions can be executed. This method is 

employed to boost the computer system's throughput. 

While prior instructions are being processed in other segments of the 

pipeline, an instruction pipeline reads instructions from memory. As 

a result, we can run numerous instructions at once. If the instruction 

cycle is separated into equal-length chunks, the pipeline will be more 

efficient. 

9.5.2 Pipeline conflicts 

Some circumstances lead the pipeline to perform differently than it should. 

The following are some of these factors: 
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1] Variations in Timing 

It's impossible for all stages to take the same amount of time. This 

problem is most common in instruction processing, because different 

instructions require different operands and hence take variable 

amounts of time to process. 

2] Data Risks 

The problem develops when many instructions are partially executed 

and reference the same data. We must make sure that the next 

instruction does not try to access data before the present one, as this 

will result in inaccurate results. 

3] Multiple branches 

We need to know what the next instruction is in order to fetch and 

execute it. If the current instruction is a conditional branch, the next 

instruction may not be known until the current one is completed. 

4] Disruptions 

Unwanted instructions are inserted into the instruction stream by 

interrupts. Interrupts affect how instructions are carried out. 

5] Data Reliance 

It occurs when a subsequent instruction is dependent on the outcome 

of a prior instruction, but that result is not yet available. 

9.5.3 Advantages of pipeline 

• The processor's cycle time is lowered 

• It improves the system's throughput 

• It ensures the system's stability 

9.5.4 Disadvantages pipeline 

• Manufacturing a pipelined CPU is difficult and expensive 

• There is increased instruction latency 

9.6 DATA PARALLELISM 

The dataset is divided into 'N' portions in data parallelism, where 'N' is the 

number of GPUs. After then, these components are assigned to parallel 

computational processors. After that, gradients are calculated for each copy 

of the model, and then the gradients are swapped between the models. The 

values of these gradients are then averaged. 
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The forward propagation settings are the same for every GPU or node. 

Every node receives a tiny batch of input, and the gradient is computed 

normally and returned to the main node. There are two types of distributed 

training strategies: synchronous and asynchronous training. 

• Synchronous training 

The model delivers various chunks of the input into each accelerator 

as part of sync training. Every model has a complete copy and is only 

trained on a portion of the data. Every section begins the forward pass 

at the same time and computes a distinct output and gradient. 

Synchronous training employs an all-reduce technique that gathers all 

trainable parameters from a variety of workers and accelerators. 

• Asynchronous training 

While synchronous training has several advantages, it is more 

difficult to scale and can leave workers idle at times. Workers in an 

asynchronous system do not have to wait on each other during 

maintenance or when capacity or priorities change. Asynchronous 

training may be a superior option, especially if devices are smaller, 

less reliable, or constrained. Synchronous training is better suited if 

the gadgets are more powerful and have a good connection. 
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9.7 CONTROL PARALLELISM 

The process of conducting a series of independent tasks in parallel across 

several processors is known as task parallelism or control parallelism. This 

paradigm divides a calculation into smaller jobs and distributes them across 

numerous threads. By executing many functions at the same time, the 

execution time is lowered. 

Parallel jobs, in general, start from the same place, with the same data, and 

can either fire-and-forget or finish entirely in a task-group continuation. 

Task parallelism occurs when a computer programme evaluates many 

autonomous expressions utilising the same beginning input at the same 

time. Futures, which are little units of computing, are at the heart of this 

concept. The following diagram compares data parallelism and task 

parallelism. 

 

Figure: Data parallelism is the simultaneous execution of the same 

function across the elements of a data set. Task parallelism is the 

simultaneous execution of multiple and different functions across the same 

or different data sets. 

However, in real-world parallel programming, you're likely to encounter a 

variety of different and more sophisticated structures that aren't as readily 

split and simplified. The computations of a task that processes incoming 

data, for example, could rely on the outcomes of other activities. The 

architecture and technique to coordinating work among numerous jobs is 

different in this scenario than in the data parallelism model, and it can be 

difficult at times. This is due to task dependencies, which can lead to 

complicated linkages with varying execution times, making work 

distribution difficult to manage. 

The goal of task parallelism is to address these eventualities by giving you, 

the developer, a toolset of best practises, patterns, and, in the case of 

programming, the.NET Framework, a rich library that makes task-based 

parallel programming easier. Furthermore, FP simplifies task composition 

by regulating side effects and managing dependencies in a declarative 

programming language. 
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9.8 SCALABILITY 

The capacity of a parallel algorithm on a parallel architecture to effectively 

employ a growing number of processors is measured by its scalability. It 

can be used to calculate the best number of processors to use and the highest 

speedup that can be achieved for a given problem size. 

With this in mind, what exactly is scalability in parallel computing? 

The capacity of a parallel algorithm on a parallel architecture to effectively 

employ a growing number of processors is measured by its scalability. It 

can be used to calculate the best number of processors to use and the highest 

speedup that can be achieved for a given problem size. 

What is parallel efficiency, one might wonder? In fact, parallel efficiency is 

generally described as the speedup divided by the number of execution units 

(processors, cores). 

With this in mind, how is a parallel system's performance measured? 

A parallel algorithm operating on a parallel processor can be measured in a 

variety of ways. The elapsed time, price/performance, speed-up, and 

efficiency are the most widely utilised measures. The most essential metric 

is the time it takes to complete a task on a given machine. 

• What factors go into determining scalability? 

• Attributes of Scalability Testing 

• Response time: The time between the user's request and the 

application's answer is known as response time. 

• Throughput: It is the number of requests processed by the application 

in a given amount of time. 

• CPU Utilization 

• Memory Utilization 

• Network usage 

9.9 TOPOLOGIES IN PROCESSOR ORGANIZATION 

Based on their topological features, multiprocessor networks are divided 

into two groups. Here are several examples: 

• Network based on cubes 

• Network with Linear Extensibility 

• Cubes based Network  
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In parallel systems, cube-based topologies are extensively used 

networks. They have a rich network topology and good topological 

qualities including symmetry and scalability. The following are 

examples of cube-based networks: 

• N-cube or binary hypercube: 

• This is a binary n-cube network-based loosely coupled 

parallel multiprocessor. 

• There are 2n nodes and n edges per node in an n-

dimensional hypercube. 

• Each node's number of communication lines is a 

logarithmic function of the total number of nodes in 

hypercube. 

• The hypercube organisation prioritises the number of 

edges per node and the length of the longest edge over the 

diameter and bisection width. 

• In a hypercube network, the length of the longest edge 

grows as the number of nodes in the network grows. 

• Because the node degree grows exponentially with the 

dimension, the hypercube is difficult to contemplate a 

scalable architecture. 

• The main disadvantage of the hypercube is that as the total 

number of nodes grows, so does the number of 

communication lines for each node. 

• The Hypercube is seen in the diagram below 

 

Figure: Hypercube 

• Connected Cube Cycle (CCC) 

• The CCC architecture is a visually appealing parallel processing 

network that may be implemented on VLSI while retaining all 

of the benefits of hypercube. 
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• The CCC is made from an n-dimensional hypercube by 

replacing each node with a ring that contains n nodes. 

• Each ring node connects to a different node in one of the n 

dimensions. 

• Optimal routing methods have been created and demonstrated 

to be significantly more efficient than traditional n-cube routing 

algorithms. 

• ● FHC refers to an n-dimensional folded hypercube (n). 

• Crossed Cube  

• The Crossed Cube (CC) has the same node and link complexity 

as the hypercube and many of the same desirable qualities, such 

as regularity, recursive structure, partition ability, strong 

connectivity, and the ability to emulate other architectures. 

• Its circumference is only half that of the hypercube. 

• The mean distance between vertices is lower, and dilation 2 

embedding can simulate a hypercube. 

• Hypercube reduction (RHC) 

• The RH (k, m) is calculated from an n-dimensional hypercube 

by lowering node edges in the hypercube using the k+2m=n 

criteria. 

• There are clusters, each of which is a standard k-dimensional 

hypercube. 

• A node's direct connection in the higher n-k=2m dimensions is 

determined by the leftmost m bits in the k-bits field, i.e., the (2i+ 

k) dimension, where I is the value of the m-bit binary integer. 

• Dual Cubes (DC) 

• The DC is a new interconnection topology for large-scale 

distributed memory Multiprocessors that addresses the growing 

number of links in a large-scale hypercube network. 

• The hypercube network's topological features are preserved in 

this way. 

• The DC has the same desirable features as the hypercube, but it 

vastly increases the overall number of nodes in the system while 

limiting the number of links per node. 

• The key properties of the hypercube apply to the dual-cube as 

well: each node may be represented by a single binary integer, 
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and two nodes are connected by an edge if and only if their 

binary numbers differ by one bit. 

• Folded Dual Cube d (FDC) 

• The FDC is a novel cube-based interconnection architecture for 

parallel systems that is formed from DC and FHC and has a 

smaller diameter and lower cost. 

• The FDC is a graph Fr (V, E), with V representing vertices and 

E representing links. 

• The FDC should be slightly higher than the Dual cube but lower 

than the HC and FHC. 

• When comparing Dual cube, HC, and FHC, the diameter of 

FDC is determined to be less than that of Dual cube. 

• Over its parent networks with millions of nodes, FDC shows a 

significant improvement in broadcast time. 

• Necklace Hypercube (NH) 

• NH is a processor array attached to each of the hypercube 

network's two neighbouring nodes. 

• It's a highly scalable architecture that keeps most of the 

desirable hypercube qualities including logarithmic diameter 

and fault tolerance. 

• It also has certain other advantages over an analogous 

hypercube network, such as hardware scalability and a more 

efficient VLSI layout. 

• The Necklace-Hypercube is an undirected graph with a 

processor necklace at each hypercube's edge. 

• Network with Linear Extensibility 

Linearly Extensible Networks (LENs) are a type of multiprocessor 

design that addresses some of the issues with HC systems. Because 

these networks do not expand exponentially, their complexity is 

lower. Other factors to measure the performance of such networks, in 

addition to scalability, include degree, number of nodes, diameter, 

bisection width, and fault tolerance. The choice of a better 

interconnection network could offer a variety of benefits, including 

reduced complications and increased power efficiency. 

• Array of Lines (LA) 

• It's a one-dimensional network with the most basic topology, 

consisting of n-nodes connected by n-1 communication lines. 
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• Degree 2 is assigned to internal nodes, while degree 1 is 

assigned to termination nodes. 

• The bisection width is 1 and the diameter is n-1, which is big 

for a large n. 

• The network is asymmetric. The simplest connection topology 

is a linear array. 

• It should not be utilised for large n because the diameter 

increases linearly with n. A linear array is relatively inexpensive 

to implement for every small n. 

• Binary Tree (BT) 

• A binary tree can be either empty or comprised of the root node 

plus two binary trees known as the left and right sub trees. 

• Ring (R) 

• This is a simple linear array with connected end nodes. Mesh 

with wraparound connections is the equivalent. 

• In a ring, data is transferred in one way alone. A ring is formed 

by adding one extra link between the two terminal nodes of a 

linear array. 

• A ring network can be unidirectional or bidirectional, and it has 

a continuous symmetry. 

• Linear Extensibility Tree (LET) 

• Over cube-based networks, the Linearly Extensible Tree (LET) 

architecture has stronger connection and fewer nodes. 

• The LET network has a small diameter, which reduces the 

average path length travelled by all messages, and each node 

has the same degree. 

9.10 PARALLEL COMPUTING DESIGN 

CONSIDERATION 

This section covers some of the most important topics of parallel computing 

system architecture. Many design options must be considered while 

designing a parallel computing system. The designer must select a 

fundamental processing architecture capable of doing the tasks in question. 

A basic element or a superscalar processor running a multithreaded 

operating system could be used as the processor. 

The processors must communicate with one another via an interconnection 

network of some sort. If it can't allow simultaneous communication between 

any two CPUs, this network could become a bottleneck. In 
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telecommunications, providing links between processors is similar to 

providing physical channels. It is necessary to specify how data is 

transferred. The most basic type of connectivity network is a bus. Words 

are used to communicate data, and a system clock tells the processors when 

the data is valid. Buses are being phased out in favour of networks-on-chips 

(NoC). Data is exchanged on the chip in the form of packets, which are then 

routed among the chip modules via routers. 

Data and programmes must be stored in some type of memory system, and 

the designer will have the choice of sharing many memory modules among 

the processors or allocating one memory module to each CPU. When 

processors need to share data, techniques for reading and writing data must 

be established. 

9.11 PARALLEL ARCHITECTURES 

Within a computer system, parallel or concurrent operation can take many 

distinct forms. We describe some of the numerous types of parallelism 

possible using a model based on the different streams used in the 

computation process. A stream is a collection of objects like data or 

activities like instructions. Each stream is distinct from the others, and each 

stream element can include one or more objects or activities. Thus, we have 

four different combinations that describe the most common parallel 

architectures. 

(1) SISD: Single instruction, single data stream. Figure 1(a) shows a 

typical uniprocessor. 

(2) SIMD: It stands for single instruction multiple data streams. [Figure 

1(b)]. This comprises both vector and massively parallel CPUs. 

(3) MISD: Multiple instruction, single data stream [Figure 1(c)]. These 

are usually systolic arrays. 

(4) MIMD: It stands for "multiple instruction, multiple data stream." This 

encompasses both traditional multiprocessors and modern 

workstation networks [Figure 1(d)]. 

Each of these pairings denotes a type of parallelism as well as a class of 

architectures. 
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Figure: The stream model 

• SISD 

The SISD processor architecture class is the most well-known and has 

the least evident concurrency of all of the types, yet it can still have a 

lot of it. Pipelining is a simple method of processing instructions that 

involves running different phases at the same time. This does not 

achieve concurrency of execution (many actions on objects), but it 

does achieve concurrency of processing-a performance boost that 

practically all processors today rely on. 

• SIMD 

Both array and vector processors belong to the SIMD class of CPU 

architecture. This processor is a natural response to the use of vectors 

and matrices, which are regular data structures. Array processors and 

vector processors are two distinct designs that have been designed to 

address these structures. 

Many processor elements operate in simultaneously on many data 

elements in an array processor. A vector processor contains a single 

processor element that processes multiple data components in a 

sequential manner. Both types of processors do multiple activities 

with a single operation. To accomplish its efficiency, an array 

processor (also known as a massively parallel processor) relies on the 

huge size of the data sets, with a typical array processor consisting of 

hundreds to tens of thousands of very simple processors working 

simultaneously. A vector processor operates with the same regularity 

as an array processor, but with smaller data sets, and relies on 

excessive pipelining and high clock rates to reduce overall latency. 
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• MISD 

Although MISD processors are simple to imagine and create, there 

has been little interest in this form of parallel architecture. So far, the 

reason is that there are no ready-made programming constructs that 

can readily translate applications into the MISD organisation. 

The MISD is a pipeline of numerous independently executing 

functional units that operate on a single stream of data and forward 

results from one to the next. This is exactly what the vector processor 

performs at the microarchitecture level. The operations in the vector 

pipeline, on the other hand, are just fragments of an assembly-level 

activity, not entire operations in and of themselves. Surprisingly, the 

MISD notion was present in some of the first attempts at computers 

in the 1940s. For programmes, they used plug boards, which were 

punched cards that were inserted into the first stage of a multistage 

processor. The intermediate results were transmitted from stage to 

stage until a result was punched into a fresh card at the end of the 

process. 

• MIMD 

The MIMD parallel architecture class is the most well-known and 

arguably the simplest fundamental type of parallel processor: it 

comprises of many interconnected processing components. Unlike the 

SIMD processor, each processing element runs its own software 

(though it is usually the same one). Although all processing elements 

do not have to be identical, most MIMD designs are homogeneous 

with all processor elements being identical. 

When processor elements communicate via a shared memory address 

space (either global or distributed amongst processor elements, 

referred known as distributed shared memory to distinguish it from 

distributed memory), two major issues arise. The first is memory 

consistency, which refers to the programmers' ability to see the 

ordering implications of memory references both within and between 

processor parts. The second is cache coherency, which is a method 

that is invisible to the programmer and ensures that all processor 

elements see the same value for a given memory location. A mix of 

hardware and software approaches is commonly used to overcome the 

memory consistency problem. Hardware solutions are frequently used 

to tackle the cache coherency problem. 

MIMD processors have come in a variety of configurations, ranging 

from the typical processor detailed in this section to loosely connected 

processors based on networking commodity workstations across a 

local area network. These configurations differ primarily in the 

interconnection network between processor elements, which can 

range from on-chip arbitration between multiple processor elements 

on a single chip to wide-area networks across continents, with trade-

offs between communication latency and system size constraints. 
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9.12 APPLICATIONS OF PARALLEL COMPUTING 

The following are some examples of parallel computing applications: 

• Databases and data mining are two of the most common parallel 

computing applications. 

• Another application of parallel computing is system simulation in real 

time. 

• Networked movies and Multimedia are examples of technologies. 

• Engineering and Science 

• Workplaces that encourage collaboration. 

• Augmented reality, sophisticated graphics, and virtual reality all 

employ the concept of parallel computing. 

9.13 SUMMARY 

The demand for computing operations to be completed "in parallel," or 

simultaneously, is growing in tandem with the availability of big data and 

the number of concurrent users on the Internet. Many diverse areas of 

computer science use parallel and distributed computing, including 

algorithms, computer architecture, networks, operating systems, and 

software engineering. Multiprocessor design and other tactics for making 

complicated applications run faster exploded in popularity in the early 

twenty-first century. Concurrency, mutual exclusion, consistency in 

state/memory manipulation, message-passing, and shared-memory models 

are all key principles in parallel and distributed computing. 
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9.15 UNIT END EXERCISES 

1] Explain parallel computing and state its type. 

2 What are the fundamentals of parallel computing architecture? 

3] State the difference between serial computing and parallel computing. 

4] Enlist several scopes of Parallel computing. 

5] State and explain different parallel algorithm models in detail. 

6] Explain pipelining and state its types. 

7] What do you mean by data parallelism? 

8] Explain control parallelism. 

9] Write a note on scalability. 

10] Explain different topologies in processor organization. 

11] What are the design consideration in parallel computing? 

12] State and write a detailed note on parallel architectures. 

13] Enlist applications of parallel computing. 
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10.0 OBJECTIVES 

After this chapter, student will be able to: 

• Define Service & Service-Oriented Architecture 

• State various SOA Characteristics and need of SOA 

• Understand Various Potential Benefits of SOA 

• Understand SOA Architecture and also working of it. 

• Traditional Architecture Vs. Service Oriented Architecture 

• Know Key components, Standard and technology of SOA 

• Describe and explain various Challenges of SOA 

• Understand various Elements and benefits of Service- Oriented 

Computing: 

• Know difference between RPC and Document Orientation: 

• Define and explain Composing Services and goals of it. 

• State and understand various Challenges for Composition 

10.1 WHAT IS SERVICE? 

• Service is defined as a component of distinctive functional meaning 

typically encapsulate a high-level business concept. 

• Service contains:- 

• Contract – message type definition, constraint, description 

• Interface – set of operations 

• Implementation – Logic and data 

 

Fig. 10.1: Types of Service 
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• Example of a Service:- 

• Creating a Purchase Order inside mainframe application 

• Requesting and reserving a hotel 

• Applying for a loan by filling request form 

• Search books/music based on keywords 

 10.2 SERVICE-ORIENTED ARCHITECTURE 

• A set of components which can be invoked, and whose interface 

description can be published and discovered. 

• Service-oriented architecture is a client/server design approach in 

which an application consists of software services and software 

service consumers (also known as clients or service requesters).  

• SOA differs from the more general client/server model in its 

definitive emphasis on loose coupling between software components, 

and use of separately standing interfaces (Gartner). 

• Service-Oriented Architecture is a business-driven IT architecture 

approach that supports integrating our business as linked, repeatable 

business tasks, or services.  

• SOA helps today’s business innovate by ensuring that IT systems can 

adapt quickly, easily and economically to support rapidly changing 

business needs.  

• SOA helps customers increase the flexibility of their business 

processes, strengthen their underlying IT infrastructure and reuse their 

existing IT investments by creating connections among disparate 

applications and information sources. 

 

 

 

 

 

 

 

 

                                                     Fig. 10.2: Definition of SOA 
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10.2.1 SOA Characteristics:- 

• Based on open standard  

• Foster inherent reusability 

• Foster intrinsic interoperability  

• Emphasizes extensibility  

• Fundamentally autonomous  

• Promotes dynamic discovery  

• Promotes architectural composability 

• Promotes loose coupling throughout the enterprise 

• Supports incremental implementation 

 

                 Fig. 10.3: Characteristics of SOA 

• Services are platform independent, self-describing interfaces (XML) 

• Messages are formally defined Services can be discovered 

• Services have quality of service characteristics defined in policies 

• Services can be provided on any platform 

• Can be governed 

10.2.2 Potential Benefits of SOA:- 

• Efficient and effective usage of ‘Business Services’ 

• Improved Integration, intrinsic interoperability 

• Organizational agility 
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• Loosely-coupled with reusable assets and services  

• Drives business processes closer to end users  

• Leverage and integrate existing applications 

• Provide standard connections between systems 

• Abstract complexity for developers 

    

 

                             Fig. 10.4: Potential Benefits of SOA 

10.2.3 Shift to SOA:- 

       

 

                                                  Fig. 10.5: Shift to SOA  

• Exposing business partners as services that are: 

• Loosely coupled 

• Standards based 
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• Message driven 

• Published and discoverable and QoS measurable. 

• Data, logic and infrastructure accessed by routing XML-based 

messages (Web Service) throughout Internet. 

• Location is meaningless. 

• Multiples Service suppliers 

• Universal computing 

• Preserves and connects existing systems 

• Using the Right Software Architecture brings exponential 

productivity gains. 

 

                                         Fig. 10.6: SOA Comparison  

FROM TO 

• Function Oriented • Process Oriented 

• Build to fast • Build to change 

• Prolonged development 

cycles 

• Incrementally built and 

deployed 

• Tightly coupled • Loosely coupled 

• Object-Oriented • Message-Oriented 

• Known implementation • Abstraction 

                                          Table 10.1: Shift to SOA 
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10.2.4 Why SOA? 

• Service-oriented architecture can take elements of processes that 

weren't designed to work together and make them work together, 

quickly and seamlessly. 

• SOA boosts productivity, reduces costs, improves service levels, 

ratchets up security and increases its ability to perform strategically.  

• It creates a real-time enterprise and provides on-demand data and 

information thus making an organization more responsive and 

competitive. 

 

                     Fig. 10.7: Distributed Data, computation and users 

Interoperation issues 

• Heterogeneous network protocols 

• Heterogeneous hardware platforms 

• Heterogeneous operating systems 

• Heterogeneous application formats 

Increased Competitions 

• Enhancement of Business Capabilities 

• There must be consensus on Interoperability 
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10.2.5 SOA Architecture:- 

 

                                          Fig. 10.8: SOA Architecture 

• There are three roles in each of the Service-Oriented Architecture 

building blocks: service provider, service broker, service registry, 

service repository; and service requester/consumer. 

• The service provider works in conjunction with the service registry, 

debating the whys and how’s of the services being offered, such as 

security, availability, what to charge, and more. This role also 

determines the service category and if there need to be any trading 

agreements. 

• The service broker makes information regarding the service available 

to those requesting it. The scope of the broker is determined by 

whoever implements it. 

• The service requester locates entries in the broker registry and then 

binds them to the service provider. They may or may not be able to 

access multiple services; that depends on the capability of the service 

requester. 

10.2.6 How does SOA Work? 

 

                                                 Fig. 10.9: Working of SOA  
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• A service-oriented architecture (SOA) works as a components 

provider of application services to other components over a network. 

Service-oriented architecture makes it easier for software components 

to work with each other over multiple networks. 

• Service-oriented architecture is implemented with web services 

(based on WSDL and SOAP), to be more accessible over standard 

internet protocols that are on independent platforms and programming 

languages. 

• Service-oriented architecture has 3 major objectives all of which 

focus on parts of the application cycle: 

• Structure process and software components as services – 

making it easier for software    developers to create applications 

in a consistent way. 

• Provide a way to publish available services (functionality and 

input/output requirements) – allowing developers to easily 

incorporate them into applications. 

• Control the usage of these services for security purposes – 

mainly around the components within the architecture, and 

securing the connections between those components. 

• Micro-services architecture software is largely an updated 

implementation of service-oriented architecture (SOA). The software 

components are created as services to be used via APIs ensuring 

security and best practices, just as in traditional service-oriented 

architectures. 

10.2.7 Traditional Architecture Vs Service Oriented Architecture: 

Traditional Architecture Service Oriented Architecture 

Components are tightly 

coupled 

Loose coupling by means of services 

with standardized interfaces 

Interface between subsystems 

is explicitly defined in terms a 

stack of protocols 

Application components communicate 

only through services and can be 

plugged in to any infrastructure that 

implements the standardized service 

Known implementation Uses abstraction and is based on XML 

over SOAP 

Components are not 

independent of 

implementation attributes 

Largely independent of 

implementation attributes 
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Tends to be closed 

architecture – Difficult to 

replace, or reuse components 

from one system to another 

Loosely coupling between interaction 

software components – leads to re-use 

of software components 

Commonly, functions are 

accessible with the help of 

point-point connections over 

the network 

Designed to follow publically 

accessible models for consumption 

Tends to be confined to a 

single organization 

Meant for enabling participation of 

multiple organizations 

Based on standard set of layer 

– presentation, business, data 

access, and database. 

Requires additional layers:- 

• Business layer => Service and 

business model /components 

• Service Bus / Service Facade 

Table 10.2: Traditional Architecture Vs Service Oriented Architecture 

10.2.8 Key components of SOA:- 

 

Fig. 10.10: Key components of SOA 

SOA has an application frontend, service, repository and service bus in the 

front end. Application front end receives input from the users and deposits 

it into the service repository. Service takes the input from the depository 

and pass it onto an interface. There are interface, implementation and 

contract in the second stage. The inputs are implemented for the 

requirement and checked for business logic and data. This result is passed 

through implementation to the interface and finally to the frontend of the 

service. Hence SOA works to satisfy the requirements with the help of 

services in the architecture. 
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Below are the components of SOA Architecture: 

• Different layers in SOA are the consumer interface layer, business 

process layer, services layer, service component layer and operational 

systems layer. The consumer interface layer interacts with the user 

and has the user interface. All the business applications are stored in 

the business process layer. All the services are run in the services 

layer. Functional and technical applications are saved in-service 

component layer. The operational systems layer has the data model in 

the system. 

• Services in the architecture helps to process the raw materials from 

the user and pass the information to the next layer for the proper 

implementation of the service. 

• Process layer is important in the architecture to do the managing of 

different parts in SOA. New services and applications are managed 

with the help of services in different forms. The processes are 

automated in this layer, and the services are made into a manageable 

process. 

• A framework is used in the architecture which binds the user interface 

and business logic together. This is written in Java or .Net language 

and helps the applications to finds their pace in the architecture and to 

perform well. There is a coupling between the front end and the 

services to make it work so that new applications can be developed 

here. 

• All the processes in the architecture are constantly monitored for their 

performance, the state, the process they do and the speed at which the 

process is performed. This may create a problem in between, and in 

order to manage this, Business Activity Monitoring is enabled in the 

system. With this, a report can be created and a dashboard to know 

the process. This provides proper visibility to the entire system and 

the processes in the SOA. 

• There is an Operational Data Store in SOA to provide all the data, 

synchronized and synchronized, to view it from the customer 

perspective. Also, this helps to know the business in the long run. 

Customer purchases, store lists, product lists, backend services could 

be accessed from Access services, but ODS is a more formal way to 

get ordered data. This helps to transfer data from one service to 

another and also to know all the instance of the data. 

• Business Intelligence in SOA helps to report the instances of data 

services in ODS if it happens frequently and to note down the attacks 

to the system for the data. Data architecture may get broken down in 

between, and it is hard to make it back to the proper architecture. So, 

Business Intelligence helps in these instances to know the access 

provided to the users and the data availability for each access provider 

in the system. This also allows for the end-user reporting availability 

in the system. 
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• Security for the architecture is uncompromised due to the data it 

carries. Most of the time, due to the service requests, security has to 

be neglected to transfer the data and to access the needed services. 

Security is provided in almost all the components in the architecture 

so that proper data is provided about the data accesses in the system. 

• Management in SOA is very important due to the components in the 

architecture being loosely arranged in the structure. If not, the 

performance of the services will be very poor and cannot be managed 

by the programmers alone. Hence, there are operators in the 

architecture to monitor the system status and performance, and if there 

are any potential threats, it is their responsibility to warn the 

authorities regarding the same. 

10.2.9 Key Standard of and technology SOA:- 

 

                                   Fig. 10.11: Standard and Technology of SOA 

10.2.10 Challenges of SOA:       

• Technical Challenges 

• Security challenges - loosely coupled Environment 

• Performance - XML brings robustness not speed 

• Optimization 

• Organizing the services – registry & repository 

• Finding the right services and right interfaces 

• Transaction management is complex in interactions between 

logically separate system 

10.2.11 Where SOA made a difference: 

• eBay 

• Abstracting enterprise information 
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• Helped to manage more than 2 perabytes of data 

• IBM 

• 77 shareable and reusable services in production 

• Reduced application inventories 

● Hewlett Packard 

• Reuse across services 

• Cutting operational costs 

● Amazon.com 

• Handle 60 million customers and one million partners 

• Handle growing Transactional load 

● Citi Group 

• Governace 

• Enable “separation of powers” among corporate, divisions, 

departments 

● DreamWorks 

• Simplify and consolidate key business operations 

• Use SOA to make movies an easier process 

● Volvo 

• Better customer service by linking all dealership in Belgium 

So SOA can be understood as: 

• SOA is essential to deliver the business agility and IT flexibility 

promised by Web Services. 

• SOA enables dynamic collaboration among loosely coupled, reusable 

software components through standard Internet protocols. 

• SOA not only has many potential benefits to business and IT model 

but also holds several challenges that need to be solved in future 

improvement. 

• SOA made differences to many entrepreneurs including 

• IT, Sale, Financial and manufacture. 

• SOA needs a bunch of standards and technologies to support that are 

widely deployed and acceptable 
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10.3 ELEMENTS OF SOA: 

• Loose coupling: - It would be reasonable to think of the high-level 

contractual relationships through which the interactions among the 

components are specified. 

• Implementation neutrality: - The interface is what matters. We 

cannot depend on the details of the implementations of the interacting 

components. In particular, the approach cannot be specific to a set of 

programming languages. 

• Flexible configurability:- The different components are bound to 

each other late in the process. The configuration can change 

dynamically. 

• Long Lifetime:- The components must exist long enough to be able 

to detect any relevant exceptions, to take corrective action, and to 

respond to the corrective actions taken by others. Components must 

exist long enough to be discovered, to be relied upon, and to engender 

trust in their behaviour. 

• Granularity: - It would be better to capture the essential high-level 

qualities that are visible for the purposes of business contracts among 

the participants. Granularity reduces dependencies among the 

participants and reduces communications to a few messages of greater 

significance. 

• Teams: - Instead of framing computations centrally, it would be 

better to think in terms of how computations are realized by 

autonomous parties. 

10.4 RPC VERSUS DOCUMENT ORIENTATION 

• There are two main views of Web Services. 

• Services can be understood in terms of the RPC centric view or the 

document centric view. 

• In RPC view, services are treated as offering a set of methods to be 

invoked remotely. 

• In document view, services are treated as exchanging documents with 

one another. 

• In both views, XML documents are transmitted. 

• RPC view sees the XML documents as incidental to the overall 

distributed computation. 

• Document centric view considers the documents as the main 

representations and purpose of the distributed computation. 
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• These documents are temporarily materialized into business objects 

to enable computing. 

• If applications are designed for method integration then RPC view is 

preferred. 

• If applications are designed to function as independent components 

then document centric view is preferred. 

10.5   MAJOR BENEFITS OF SERVICE- ORIENTED 

COMPUTING 

• Services provide higher level abstractions: - It helps in organizing 

applications in large scale, open environments. It helps in 

implementing and configured software applications to improve the 

productivity and quality of the application. 

• The abstractions are standardized: - Standards enable the 

interoperation of software produced by different programmers. 

• Helps to develop general purpose tools: - Helps in managing entire 

software life cycle. These tools ensure developed components are 

interoperable. 

• Standards feed other standards: - Majorly basic standards enable 

further standards. 

10.6 COMPOSING SERVICES 

• A value is fetched from a service with the help of a well-founded 

interface, the greater value is derived through enabling a flexible 

composition of services. 

• Composition leads to the creation of new services from the old ones 

and can potentially add much value. The new services can be thought 

of as Composite services. 

• Example: Comparing traditional travel agents with Package Tour 

operators. 

• Composition refers to any form of putting services together to achieve 

some desired functionality. 

• Composed web services find application in a number of practical 

scenario. 

• For e.g. Portals aggregate information from a number of sources for 

the intended audience. 

• Another example is Ecommerce. 
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10.7 GOALS OF COMPOSITION:-  

• Most of the applications pitched as Web services are simple and 

straight forward client server interactions. 

• Although useful, such applications are insufficient to drive the strong 

development and deployment of web services. 

• The fruitful and also the more challenging, applications require 

services to be combined in ways that yield more powerful and novel 

uses. 

• Service composition on the web is about taking some existing services 

and building new customized services out of them. 

Examples: 

• An airline flight schedule might also enable a fuel supplier to 

anticipate fuel purchases by the airline and to alert the refineries to 

adjust their production rates. 

• A travel agency web site could combine the services of a particular 

airline, Rent a car service, and hotel service together to construct a 

custom travel package. 

10.8 CHALLENGES FOR COMPOSITION 

• For web services to be composed effectively requires an 

understanding of deeper concepts. 

• These concepts have been developed in diverse parts of computer 

science, especially heterogeneous databases, distributed computing, 

artificial intelligence and multiagent systems. 

• An example where cameras are sold to customers over the web: 

 

             Fig. 10.12: Example for solding cameras over the web  

• Record a sale in sales database. 

• Debit the credit card 
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• Send an order to the shipping department 

• Send it to delivery 

• Update an inventory database 

• However some problems can arise: 

• What if the order is shipped, but the debit fails? 

• What if the debit succeeds, but the order was never entered or 

shipped? 

• What if user’s modem is disconnected right after he clicks on 

OK? 

• Possible solutions: 

• The server application could send email about credit problems 

• If there are too many orders to process synchronously, they 

could be put in a message queue mechanism 

• Follow the standard guidelines 

• Other problems for composed services: 

• Security will be more difficult. 

• Incompatibility. 

• As services are composed dynamically, performance problem 

might arise that were not anticipated. 

• Cannot guarantee the quality of service that an application 

require. 

10.9 SPIRIT OF THE APPROACH: 

• To publish effectively, we must be able to specify services with 

precision and with greater structure. 

• From the perspective of the registry, it must be able to certify the 

given providers so that it can endorse the providers to the users of the 

registry. 

• Requestors of the service should be able to find a registry that they 

can trust. 

• Once the service has been selected, the requestor and the provider 

must conduct long lived, flexible transactions with the help of SLA. 

10.10 SUMMARY 

• Service is defined as a component of distinctive functional meaning 

typically encapsulate a high-level business concept. 

• Service contains are Contract, Interface and Implementation. 
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• Understanding various SOA Characteristics and need of SOA 

• Service-oriented architecture is a client/server design approach in 

which an application consists of software services and software 

service consumers (also known as clients or service requesters).  

• Key Standard and technology of SOA are XML, Web services, 

SOAP, WSDL and UDDI. 

• Elements of SOA are loose coupling, Implementation neutrality, 

Flexible configurability, Long Lifetime, Granularity and Teams. 

• Major Benefits of Service-Oriented Computing are Services 

provide higher level abstractions, the abstractions are standardized, 

Helps to develop general purpose tools and Standards feed other 

standards.  

• In Traditional Architecture Components are tightly coupled 

whereas in Service Oriented Architecture Loose coupling by means 

of services with standardized interfaces  

• Challenges of SOA: Technical Challenges:- Security challenges, 

Performance, Optimization, Organizing the services, Finding the right 

services and right interfaces and Transaction management is complex 

in interactions between logically separate system 

• RPC versus Document Orientation: In RPC view, services are 

treated as offering a set of methods to be invoked remotely, whereas 

in document view, services are treated as exchanging documents with 

one another. 

• Composing Services: A value is fetched from a service with the help 

of a well-founded interface, the greater value is derived through 

enabling a flexible composition of services. 

• Challenges for Composition: requires an understanding of deeper 

concepts as they are been developed in diverse parts of computer 

science, especially heterogeneous databases, distributed computing, 

artificial intelligence and multiagent systems. 

• Spirit of the Approach: Effective Publish, from registry perspective, 

Requestors of the service should be able to find a registry that they 

can trust and also the requestor and the provider must conduct long 

lived, flexible transactions with the help of SLA. 

10.11 UNIT END EXERCISE 

1. Define and explain Service and Service-Oriented Architecture. 

2. Explain SOA Characteristics. 

3. Explain Various Potential Benefits of SOA. 
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4. What is the need of SOA? 

5. Explain SOA Architecture with its working. 

6. Differentiate between Traditional Architecture Vs Service Oriented 

Architecture. 

7. List and explain various Key components of SOA. 

8. List and explain Key Standard and technology of SOA. 

9. List and explain various Challenges of SOA. 

10. Where SOA made a difference? Explain. 

11. List and explain various Elements of SOA. 

12. Differentiate between RPC versus Document Orientation. 

13. List and explain benefits of Service- Oriented Computing. 

14. Write short notes on Composing Services. 

15. Explain various Goals of Composition. 

16. Explain various Challenges for Composition. 

17. Write short notes on Spirit of the Approach. 
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11 
FUNDAMENTALS OF CLOUD 

COMPUTING 
Unit Structure 

11.0 Evolution of Cloud Computing 

11.1 Cloud Computing Architecture 

11.2 Cluster computing - Grid computing 

11.3 Grid computing versus Cloud Computing 

11.4 Key Characteristics of cloud computing 

11.5 Cloud Models 

11.6 Public Cloud 

11.7 Private Cloud 

11.8 Hybrid Cloud 

11.9 Community Cloud 

11.10 Shared Private Cloud 

11.11 Dedicated Private Cloud 

11.12 Dynamic Private Cloud 

11.13 Web services delivered from cloud 

11.0 EVOLUTION OF CLOUD COMPUTING 

Cloud computing first came in the 1950s and is all about renting computing 

services. In making cloud computing five technologies distributed systems 

and its peripherals, virtualization, web 2.0, service orientation, and utility 

computing played a vital role. 

 

Fig 1: Evolution of Cloud Computing 
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Distributed Systems: 

The purpose of distributed systems is to share resources and also use them 

effectively and efficiently. Distributed systems possess characteristics such 

as scalability, concurrency, continuous availability, heterogeneity, and 

independence in failures. To solve this problem, distributed computing led 

to three more types of computing and they were-Mainframe computing, 

cluster computing, and grid computing. 

Mainframe computing: 

Mainframes which first came into existence in 1951 are highly powerful 

and reliable computing machines. These are responsible for handling large 

data such as massive input-output operations. Even today these are used for 

bulk processing tasks such as online transactions etc. These systems have 

almost no downtime with high fault tolerance. After distributed computing, 

these increased the processing capabilities of the system. But these were 

very expensive.  

Cluster computing: 

Each machine in the cluster was connected to each other by a network with 

high bandwidth. These were way cheaper than those mainframe systems. 

These were equally capable of high computations. Also, new nodes could 

easily be added to the cluster if it was required. To solve this, the concept 

of grid computing was introduced. 

Grid computing: 

Different systems were placed at entirely different geographical locations 

and these all were connected via the internet. These systems belonged to 

different organizations and thus the grid consisted of heterogeneous nodes. 

The main problem which was encountered was the low availability of high 

bandwidth connectivity and with it other network associated issues. Thus. 

cloud computing is often referred to as “Successor of grid computing”. 

Virtualization: 

Process of creating a virtual layer over the hardware which allows the user 

to run multiple instances simultaneously on the hardware. It is the base on 

which major cloud computing services such as Amazon EC2, VMware 

vCloud, etc work on. Hardware virtualization is still one of the most 

common types of virtualization. 

Web 2.0: 

It is because of Web 2.0 that we have interactive and dynamic web pages. 

It also increases flexibility among web pages. Popular examples of web 2.0 

include Google Maps, Facebook, Twitter, etc.  

Service orientation: 

It supports low-cost, flexible, and evolvable applications. Two important 

concepts were introduced in this computing model. These were Quality of 



 

 
207 

 

Fundamentals of  

Cloud Computing 

Service (QoS) which also includes the SLA (Service Level Agreement) and 

Software as a Service (SaaS). 

Utility computing: 

It is a computing model that defines service provisioning techniques for 

services such as compute services along with other major services such as 

storage, infrastructure, etc which are provisioned on a pay-per-use basis. 

11.1 CLOUD COMPUTING ARCHITECTURE 

Cloud computing architecture refers to the components and sub components 

required for cloud computing. 

1. Front end(fat client, thin client) 

2. Back end platforms(servers,storage) 

3. Cloud based delivery and a network(Internet, Intranet, Inter cloud). 

 

Fig 2: Cloud Computing Architecture 

Hosting a cloud: 

There are three layers in cloud computing. 

• Infrastructure 

• Platform 

• Application 
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Fig 3: Three layers of Cloud Computing 

Benefits of Cloud Hosting: 

1. Scalability: It is easy to grow and shrink the number and size of 

servers based on the need. This ability to alter plans due to fluctuation 

in business size and needs is a superb benefit of cloud computing 

especially when experiencing a sudden growth in demand. 

2. Instant: Whatever you need is instantly available in the cloud. 

3. Save Money: Companies that are growing rapidly, new hardware can 

be a large, expensive, and inconvenience. Cloud computing alleviates 

these issues because resources can be acquired quickly and easily. 

Even better, the cost of repairing or replacing equipment is passed to 

the vendors. Moving to cloud applications or storage can help 

maximize space and significantly cut energy expenditures. 

4. Reliability: Rather than being hosted on one single instances of a 

physical server, hosting is delivered on a virtual partition which draws 

its resource, such as disk space, from an extensive network of 

underlying physical servers.  

5. Physical Security: The underlying physical servers are still housed 

within data centres and so benefit from the security measures that 

those facilities implement to prevent people accessing or disrupting 

them on-site.  

CLUSTER COMPUTING 

We need to purchase software as well as software licenses and then provide 

these software’s to your employees as they require. Whenever you hire a 

new employee, you need to buy more software or make sure your current 

software license allows another user. It is so stressful that you have to spend 

lots of money. So, instead of installing a suite of software for each 

computer, you just need to load one application. That application will allow 
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the employees to log-in into a Web-based service which hosts all the 

programs for the user that is required for his/her job. Remote servers owned 

by another company and that will run everything from e-mail to word 

processing to complex data analysis programs. It is called cloud computing, 

and it could change the entire computer industry. 

 

Fig 4: Cluster Computing 

In a cloud computing system, there is a significant workload shift. Cloud 

computing can handle that much heavy load easily and automatically. 

Hardware and software demands on the user's side decrease. The only thing 

the user's computer requires to be able to run is the cloud computing 

interface software of the system, which can be as simple as a Web browser 

and the cloud's network takes care of the rest. 

Cloud Computing Applications 

Cloud service providers provide various applications in the field of art, 

business, data storage and backup services, education, entertainment, 

management, social networking, etc. 

The most widely used cloud computing applications are given below - 

 

Fig 5: Cloud Computing Application 
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1. Art Applications 

Cloud computing offers various art applications for quickly and easily 

design attractive cards, booklets, and images. Some most commonly 

used cloud art applications are given below: 

i. Moo 

ii. Vistaprint 

iii. Adobe Creative Cloud 

2. Business Applications 

Business applications are based on cloud service providers. There are 

the following business applications of cloud computing - 

i. MailChimp 

ii. Salesforce 

iii. Chatter 

iv. Bitrix24 

v. Paypal 

vi. Slack 

vii. Quickbooks 

3. Data Storage and Backup Applications 

Cloud computing allows us to store information (data, files, images, 

audios, and videos) on the cloud and access this information using an 

internet connection and is responsible for providing security, and 

various backup recovery application for retrieving the lost data. 

A list of data storage and backup applications in the cloud are given 

below - 

i. Box.com 

ii. Mozy 

iii. Joukuu 

iv. Google G Suite 

4. Education Applications 

The advantage of using cloud in the field of education is that it offers 

strong virtual classroom environments, Ease of accessibility, secure 

data storage, scalability, greater reach for the students, and minimal 

hardware requirements for the applications. 
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There are the following education applications offered by the cloud - 

i. Google Apps for Education 

ii. Chromebooks for Education 

iii. Tablets with Google Play for Education 

iv. AWS in Education 

5. Entertainment Applications 

Cloud computing offers various entertainment applications such as 

online games and video conferencing. 

i. Online games 

ii. Video Conferencing Apps 

6. Management Applications 

Cloud computing offers various cloud management tools which help 

admins to manage all types of cloud activities, such as resource 

deployment, data integration, and disaster recovery. Some important 

management applications are - 

i. Toggl 

ii. Evernote 

iii. Outright 

iv. GoToMeeting 

7. Social Applications 

Social cloud applications allow a large number of users to connect 

with each other using social networking applications such as 

Facebook, Twitter, Linkedln, etc. 

There are the following cloud based social applications - 

i. Facebook 

ii. Twitter 

iii. Yammer 

iv. LinkedIn 

11.2 CLOUD COMPUTING – GRID COMPUTING 

Cloud Computing 

Cloud computing uses client-server architecture to deliver computing 

resources such as servers, storage, databases, and software over the cloud 

(Internet) with pay-as-you-go pricing. 
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Cloud computing becomes a very popular option for organizations by 

providing various advantages, including cost-saving, increased 

productivity, efficiency, performance, data back-ups, disaster recovery, and 

security. 

 

Fig 6: Cloud Computing 

Grid Computing 

Grid computing is also called as "distributed computing." It links multiple 

computing resources like PC's, workstations, servers, and storage elements 

together and provides a mechanism to access them. 

The main advantages of grid computing are that it increases user 

productivity by providing transparent access to resources, and work can be 

completed more quickly. 

 

Fig 7: Grid Computing 
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11.3 CLOUD COMPUTING VS GRID COMPUTING 

Cloud Computing Grid Computing 

Cloud Computing 

follows client-server 

computing architecture. 

Grid computing follows a 

distributed computing 

architecture. 

Scalability is high. Scalability is normal. 

Cloud Computing is 

more flexible than grid 

computing. 

Grid Computing is less 

flexible than cloud computing. 

Cloud operates as a 

centralized management 

system. 

Grid operates as a 

decentralized management 

system. 

In cloud computing, 

cloud servers are owned 

by infrastructure 

providers. 

In Grid computing, grids are 

owned and managed by the 

organization. 

Cloud computing uses 

services like Iaas, PaaS, 

and SaaS. 

Grid computing uses systems 

like distributed computing, 

distributed information, and 

distributed pervasive. 

Cloud Computing is 

Service-oriented. 

Grid Computing is 

Application-oriented. 

It is accessible through 

standard web protocols. 

It is accessible through grid 

middleware. 

11.4 KEY CHARACTERISTICS OF CLOUD 

COMPUTING 

Major characteristics of Cloud Computing: 

1. Resources Pooling 

2. On-Demand Self-Service 

3. Easy Maintenance 

4. Scalability And Rapid Elasticity 

5. Economical 
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6. Measured And Reporting Service 

7. Security 

8. Automation 

9. Resiliency And Availability 

10. Large Network Access 

11. Work From Any Location 

12. Multi-Tenancy 

13. Flexibility 

14. Service Excellence 

15. Comfortable Payment Structure 

1. RESOURCES POOLING 

Resource pooling is one of the essential characteristics of Cloud 

Computing. Resource pooling means that a cloud service provider can 

share resources among several clients, providing everyone with a 

different set of services as per their requirements.  

2. ON-DEMAND SELF-SERVICE 

It is one of the significant and essential features of Cloud Computing. 

It enables the client to constantly monitor the server uptime, abilities, 

and allotted network storage.  

3. EASY MAINTENANCE 

The servers are effortlessly maintained, and the downtime remains 

low or absolutely zero sometimes. Cloud Computing powered 

resources undergo several updates frequently to optimize their 

capabilities and potential. 

4. SCALABILITY AND RAPID ELASTICITY 

Cloud characteristic enables cost-effective running of workloads that 

require a vast number of servers but only for a short period. Many 

clients have such workloads, which can be run very cost-effectively 

because of the rapid scalability of Cloud Computing. 

5. ECONOMICAL 

Cloud characteristic helps in reducing the IT expenditure of the 

organizations. In Cloud Computing, the client needs to pay the 

administration for the space they have used. 

6. MEASURED AND REPORTING SERVICE 

Reporting services are one of the many cloud characteristics that 

make it the best choice for organizations. Measuring & reporting 

service is helpful for both cloud providers and their clients. It enables 
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both the provider and the client to monitor and report what services 

have been used and for what purpose.  

7. SECURITY 

Cloud services create a copy of the data that is stored to prevent any 

form of data loss. If one server loses the data by any chance, the copy 

version is restored from the other server.  

8. AUTOMATION 

The ability of cloud computing to automatically install, configure, and 

maintain a cloud service is known as automation in cloud computing. 

9. RESILIENCE 

Resilience in cloud computing means the ability of the service to 

quickly recover from any disruption.  

10. LARGE NETWORK ACCESS 

A big part of the cloud characteristics is its ubiquity. The client can 

access the cloud data or transfer the data to the cloud from any place 

just with a device and internet connection. Cloud providers save that 

large network access by monitoring and guaranteeing different 

measurements that reflect how clients access cloud resources and 

data: latency, access time, data throughput, etc.  

11. WORK FROM ANY LOCATION 

It enables users to work remotely or from any location on the planet. 

Users will be able to access corporate data via mobile devices such as 

laptops and smartphones.  

12. MULTI-TENANCY 

Multi-Tenancy is a software architecture that allows a single program 

instance to serve several user groups. It signifies that numerous cloud 

provider customers are sharing the same computing resources.  

13. FLEXIBILITY 

The company must scale as the competition develops. Users that use 

the traditional hosting technique will have to switch service providers. 

Users benefit from greater freedom when they host their data in the 

cloud. Scaling does not require the server to be restarted and can be 

done anytime.  

14. SERVICE EXCELLENCE 

The benefits outlined in Service Level Agreements must include 

continuous availability and comprehensive resources, performance, 

and bandwidth.  

15. COMFORTABLE PAYMENT STRUCTURE 

The payment structure is critical since it aids in the cost-cutting 

process. Users find the payment option to be simple to use, and it 

allows them to save time when making payments regularly. 
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11. 5 CLOUD MODELS 

Types of Cloud 

1. Public cloud 

2. Private cloud 

3. Hybrid cloud 

4. Community cloud 

11.6 PUBLIC CLOUD 

• Public Cloud provides a shared platform that is accessible to the 

general public through an Internet connection. 

• Public cloud operated on the pay-as-per-use model and administrated 

by the third party, i.e., Cloud service provider. 

• In the Public cloud, the same storage is being used by multiple users 

at the same time. 

• Public cloud is owned, managed, and operated by businesses, 

universities, government organizations, or a combination of them. 

• Amazon Elastic Compute Cloud (EC2), Microsoft Azure, IBM's Blue 

Cloud, Sun Cloud, and Google Cloud are examples of the public 

cloud. 

 

  

Fig 8: Public cloud 

Advantages of Public Cloud 

1) Low Cost 

2) Location Independent 

3) Save Time 

4) Quickly and easily set up 

5) Business Agility 
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6) Scalability and reliability 

Disadvantages of Public Cloud 

1) Low Security 

2) Performance 

3) Less customizable 

11.7 PRIVATE CLOUD 

• Private cloud is also known as an internal cloud or corporate cloud. 

• Private cloud provides computing services to a private internal 

network (within the organization) and selected users instead of the 

general public. 

• Private cloud provides a high level of security and privacy to data 

through firewalls and internal hosting. It also ensures that operational 

and sensitive data are not accessible to third-party providers. 

• HP Data Centers, Microsoft, Elastra-private cloud, and Ubuntu are the 

example of a private cloud. 

 

Fig 9: Private Cloud 

Advantages of Private cloud 

1) More Control 

2) Security & privacy 

3) Improved performance 

Disadvantages of Private Cloud 

1) High cost 

2) Restricted area of operations 

3) Limited scalability 

4) Skilled people 
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11.8 HYBRID CLOUD:  

• Hybrid cloud is a combination of public and private clouds. 

Hybrid cloud = public cloud + private cloud 

• The main aim to combine these cloud (Public and Private) is to create 

a unified, automated, and well-managed computing environment. 

• In the Hybrid cloud, non-critical activities are performed by the public 

cloud and critical activities are performed by the private cloud. 

• Mainly, a hybrid cloud is used in finance, healthcare, and 

Universities. 

• The best hybrid cloud provider companies are Amazon, Microsoft, 

Google, Cisco, and NetApp. 

 

Fig 10: Hybrid Cloud 

Advantages of Hybrid Cloud 

1) Flexible and secure 

2) Cost effective 

3) Cost effective 

4) Security 

5) Risk Management 

Disadvantages of Hybrid Cloud 

1) Networking issues 

2) Infrastructure Compatibility 

3) Reliability 
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11.9 COMMUNITY CLOUD:  

Community clouds are distributed systems created by integrating the 

services of different clouds to address the specific needs of an industry, a 

community, or a business sector.  

In the community cloud, the infrastructure is shared between organizations 

that have shared concerns or tasks. The cloud may be managed by an 

organization or a third party.  

 

Fig 11: Community Cloud 

Advantages of Community Cloud 

1. Cost effective 

2. Flexible and Scalable 

3. Security 

4. Sharing infrastructure 

Disadvantages of Community Cloud 

1. Community cloud is not a good choice for every organization. 

2. Slow adoption to data 

3. The fixed amount of data storage and bandwidth is shared among all 

community members. 

4. Community Cloud is costly than the public cloud. 

5. Sharing responsibilities among organizations is difficult. 

Sectors that use community clouds are:  

1. Media industry 

2. Healthcare industry 

3. Energy and core industry 

4. Scientific research 
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11.10 SHARED PRIVATE CLOUD 

Shared Private cloud is a cloud computing environment dedicated to a single 

customer. It combines many of the benefits of cloud computing with the 

security and control of on-premises IT infrastructure 

11.11 DEDICATED PRIVATE CLOUD 

A dedicated cloud is a single-tenant cloud infrastructure, which essentially 

acts as an isolated, single-tenant public cloud. Dedicated clouds are set as 

an infrastructure as a service (IaaS) and are made to reduce an organizations 

downtime and cost while promoting flexibility and performance. Dedicated 

clouds work especially well for resource-intensive workloads. 

Dedicated clouds may appeal to many regulated businesses because the 

servers each customer uses is isolated. With this isolation, users can have 

more control and customization options when it comes to features such as 

bandwidth and storage. Organizations can use a dedicated cloud for 

developing or extending on-premise applications in the cloud with included 

management tools, without needing to worry about the scalability of their 

infrastructure. 

An example of a dedicated cloud is VMware’s dedicated cloud option 

included in VMware vCloud Air (formerly known as vCHS), called 

Dedicated Cloud. VMware’s Dedicated Cloud is designed for large-scale 

cloud projects. IT organizations can migrate existing workloads such as 

testing and development environments to the Dedicate Cloud service, or 

develop new applications. Other dedicated cloud services include options 

from Netsource and OVH. 

Dedicated cloud features 

Features found in dedicated clouds may include: 

• Security provided by the service provider. 

• Existing development tools provided by the service provider. 

• Licensing cost (typically) by month. 

• Ease of access to, or customization of: 

• Compute resources. 

• Storage. 

• Bandwidth. 

• Level of subscription by license. 

• Support levels. 
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11.12 DYNAMIC PRIVATE CLOUD 

“Dynamic cloud is the ability for software and services to grow with your 

business. Sometimes that means automatically adjusting itself to adjust to 

changes in demand or workloads.”  

Frank Bauerle: “Dynamic cloud allows business to be more agile in how it 

responds to changes in the market. 

Advantages and Disadvantages of Cloud Computing 

• Security in the Cloud 

• Access to the Cloud 

• Productivity in the Cloud 

Security in the Cloud 

People think that their in-house infrastructure is more secure than the cloud, 

solely based on the fact that it’s sat in the corner of the office or the room 

down the hall, opposed to residing in a hyper-secure, purpose-built data 

centre. 

Advantages of data security in the cloud: 

There are two critical areas to data security the cloud excels at; resiliency 

and privacy. 

Focus on the security of your applications, and let cloud provider secure the 

infrastructure. 

• The cloud reduces the potential points of intrusion by locking 

everything behind specific, secure access points. 

• Access points can be locked down with various mature authentication 

tools in a matter of a few clicks. If replicated on-premise, these tools 

would require large investments in infrastructure and staff, to 

implement and maintain them. 

Disadvantages of data security in the cloud: 

• A shift in terms of accountability, with the provider taking on the 

burden. Although this is a benefit, you need trust with your cloud 

provider and clearly define procedures to ensure security. 

• Accessing data over an Internet connection means you won’t be able 

to meet certain regulatory requirements, no matter how secure the 

solution is. 

Access to the Cloud 

The best thing to do before opting for the cloud is to do your research first 

– speak to vendors about the systems they have in place for leaving their 

cloud solution. This kind of preliminary research may actually help you to 

eliminate inadequate vendors from the selection process, saving you from 

headaches down the road. 
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Advantages of cloud data access: 

1. Always connected. 

2. Protects from theft, fire, damage and human error. 

3. Remote workers don’t need a slow and complicated VPN connection. 

4. Use any device, anywhere, anytime. 

Disadvantages of cloud data access: 

1. Always need an Internet connection  

2. Although incredibly secure, the cloud can be accessed from the public 

web,  which means greater end-point security is needed (compared to 

an isolated network.) 

Productivity in the Cloud 

Downtime is the bane of all businesses. Alternatively, you would have to 

call your IT support company to fix the issue. That would require them to 

diagnose the issue, before talking you through the recovery process or even 

coming out to site. Both of these are inefficient, slow and oftentimes costly. 

Cloud Productivity Advantages: 

• The vendor handles maintenance, management and updates. 

• SLA agreement guarantees uptime or at least compensation. 

Cloud Productivity Disadvantages: 

• You’re not only sharing the physical resources (servers, networking 

etc) but you’re also sharing the engineer’s time with other customers 

too.  

11.13 WEB SERVICES DELIVERED FROM CLOUD  

Types of Cloud Computing 

Most cloud computing services fall into five broad categories:  

1. Software as a service (SaaS) 

2. Platform as a service (PaaS) 

3. Infrastructure as a service (IaaS) 

4. Anything/Everything as a service (XaaS) 

5. Function as a Service (FaaS) 

These are sometimes called the cloud computing stack because they are 

built on top of one another. These abstraction layers can also be viewed as 

a layered architecture where services of a higher layer can be composed of 

services of the underlying layer i.e, SaaS can provide Infrastructure.  

Software as a Service(SaaS) 

Software-as-a-Service (SaaS) is a way of delivering services and 

applications over the Internet. Instead of installing and maintaining 



 

 
223 

 

Fundamentals of  

Cloud Computing 

software, we simply access it via the Internet, freeing ourselves from the 

complex software and hardware management. It removes the need to install 

and run applications on our own computers or in the data centers eliminating 

the expenses of hardware as well as software maintenance. SaaS provides a 

complete software solution that you purchase on a pay-as-you-go basis from 

a cloud service provider. Most SaaS applications can be run directly from a 

web browser without any downloads or installations required. The SaaS 

applications are sometimes called Web-based software, on-demand 

software, or hosted software. 

Advantages of SaaS  

1. Cost-Effective 

2. Reduced time 

3. Accessibility 

4. Automatic updates 

5. Scalability 

The various companies providing Software as a service are Cloud9 

Analytics, Salesforce.com, Cloud Switch, Microsoft Office 365, Big 

Commerce, Eloqua, dropBox, and Cloud Tran.  

Platform as a Service 

PaaS is a category of cloud computing that provides a platform and 

environment to allow developers to build applications and services over the 

internet. PaaS services are hosted in the cloud and accessed by users simply 

via their web browser.  

A PaaS provider hosts the hardware and software on its own infrastructure. 

As a result, PaaS frees users from having to install in-house hardware and 

software to develop or run a new application. Thus, the development and 

deployment of the application take place independent of the hardware.  

Advantages of PaaS:  

1. Simple and convenient for users 

2. Cost-Effective 

3. Efficiently managing the lifecycle 

4. Efficiency 

The various companies providing Platform as a service are Amazon Web 

services Elastic Beanstalk, Salesforce, Windows Azure, Google App 

Engine, cloud Bess and IBM smart cloud.  

Infrastructure as a Service 

Infrastructure as a service (IaaS) is a service model that delivers computer 

infrastructure on an outsourced basis to support various operations. 

It is also known as Hardware as a Service (HaaS). IaaS customers pay on a 

per-user basis, typically by the hour, week, or month.  
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Advantages of IaaS:  

1. Cost-Effective 

2. Website hosting 

3. Security 

4. Maintenance. 

The various companies providing Infrastructure as a service are Amazon 

web services, Bluestack, IBM, Openstack, Rackspace, and Vmware.  

Anything as a Service 

It is also known as Everything as a Service. Most of the cloud service 

providers nowadays offer anything as a service that is a compilation of all 

of the above services including some additional services.  

Advantages of XaaS: As this is a combined service, so it has all the 

advantages of every type of cloud service.  

Function as a Service : 

FaaS is a type of cloud computing service. It provides a platform for its 

users or customers to develop, compute, run and deploy the code or entire 

application as functions. It allows the user to entirely develop the code and 

update it at any time without worrying about the maintenance of the 

underlying infrastructure. The developed code can be executed with 

response to the specific event. It is also as same as PaaS. 

FaaS is an event-driven execution model. It is implemented in the serverless 

container. When the application is developed completely, the user will now 

trigger the event to execute the code. Now, the triggered event makes 

response and activates the servers to execute it. The servers are nothing but 

the Linux servers or any other servers which is managed by the vendor 

completely. Customer does not have clue about any servers which is why 

they do not need to maintain the server hence it is serverless architecture. 

Both PaaS and FaaS are providing the same functionality but there is still 

some differentiation in terms of Scalability and Cost.  

Advantages of FaaS : 

• Highly Scalable 

• Cost-Effective 

• Code Simplification 

• Maintenance of code is enough and no need to worry about the servers. 

• Functions can be written in any programming language. 

• Less control over the system. 

The various companies providing Function as a Service are Amazon Web 

Services – Firecracker, Google – Kubernetes, Oracle – Fn, Apache 

OpenWhisk – IBM, OpenFaaS,  
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12.0 PRIVACY AND SECURITY IN CLOUD 

Data Privacy 

One of the main concerns regarding the security and privacy in cloud 

computing is the protection of data. Millions of users have stored up their 

important data on these clouds, which is what makes it riskier to secure each 

and every bit of information. In cloud computing, data security has become 

a serious issue different data is distributed in different storage devices and 

machines including PCs, servers and different mobile devices such as smart 

phones and wireless sensor networks. The advantages we receive from 

cloud computing have become an essential part of our lives.  

Data Security 

The cloud computing environment has various functions— some of the 

major ones involve data storage and computing. 

The easy accessibility to the clouds functions allows users to effortlessly 

work on their computing tasks and access their data simply via any internet 

connection. The data protection and its security regarding stored 

information of individual users, is the reason why many consumers use the 

cloud so much and that is exactly why it has prospered through its use of 

trustful functions. 

Because of its efficient and continuous use, the cloud has become a very 

important tool for large scale purposes, such as for business and companies 

to prosper and on the lower scales where it is used by almost every 

individual as a necessary part of their everyday life.  

https://marstechnology.net/5-ways-to-enhance-data-security-and-why-it-is-important/
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12.1 SECURITY ARCHITECTURE 

Security in cloud computing is a major concern. Proxy and brokerage 

services should be employed to restrict a client from accessing the shared 

data directly. Data in the cloud should be stored in encrypted form. 

Security Planning 

Before deploying a particular resource to the cloud, one should need to 

analyze several aspects of the resource, such as: 

• A select resource needs to move to the cloud and analyze its 

sensitivity to risk. 

• Consider cloud service models such as IaaS, PaaS, and These models 

require the customer to be responsible for Security at different service 

levels. 

• Consider the cloud type, such as public, private, community, or 

• Understand the cloud service provider's system regarding data storage 

and its transfer into and out of the cloud. 

• The risk in cloud deployment mainly depends upon the service 

models and cloud types. 

Understanding Security of Cloud 

Security Boundaries 

The Cloud Security Alliance (CSA) stack model defines the boundaries 

between each service model and shows how different functional units relate. 

The following diagram shows the CSA stack model: 

 

Fig 1: CSA Stack Model 
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Key Points to CSA Model 

• IaaS is the most basic level of service, with PaaS and SaaS next two 

above levels of services. 

• Moving upwards, each service inherits the capabilities and security 

concerns of the model beneath. 

• IaaS provides the infrastructure, PaaS provides the platform 

development environment, and SaaS provides the operating 

environment. 

• IaaS has the lowest integrated functionality and security level, while 

SaaS has the highest. 

• This model describes the security boundaries at which cloud service 

providers' responsibilities end and customers' responsibilities begin. 

• Any protection mechanism below the security limit must be built into 

the system and maintained by the customer. 

Although each service model has a security mechanism, security 

requirements also depend on where these services are located, private, 

public, hybrid, or community cloud. 

12.2 DATA SECURITY 

Data security in the cloud is a major concern. Here are the key mechanisms 

to protect the data. 

• access control 

• audit trail 

• certification 

• authority 

The service model should include security mechanisms working in all of the 

above areas. 

Broker cloud storage is a way of separating storage in the Access Cloud. 

In this approach, two services are created: 

1. A broker has full access to the storage but does not have access to the 

client. 

2. A proxy does not have access to storage but has access to both the client 

and the broker. 

3. Working on a Brocade cloud storage access system 

4. When the client issues a request to access data: 

5. The client data request goes to the external service interface of the 

proxy. 

6. The proxy forwards the request to the broker. 

7. The broker requests the data from the cloud storage system. 

8. The cloud storage system returns the data to the broker. 
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9. The broker returns the data to the proxy. 

10. Finally, the proxy sends the data to the client. 

All the above steps are shown in the following diagram: 

 

Fig 2: Cloud Storage (Broker) 

Encoding 

Encryption helps to protect the data from being hacked. It protects the data 

being transferred and the data stored in the cloud.  

Why is cloud security architecture important? 

The difference between "cloud security" and "cloud security architecture" 

is that the former is built from problem-specific measures while the latter is 

built from threats. A cloud security architecture can reduce or eliminate the 

holes in Security that point-of-solution approaches are almost certainly 

about to leave. 

The cloud security architecture also organizes security measures, making 

them more consistent and easier to implement, particularly during cloud 

deployments and redeployments. Security is often destroyed because it is 

illogical or complex, and these flaws can be identified with the proper cloud 

security architecture. 
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Elements of cloud security architecture 

The architecture has to address three things: an attack surface represented 

by external access interfaces, a protected asset set that represents the 

information being protected, and vectors designed to perform indirect 

attacks anywhere, including in the cloud and attacks the system. 

The goal of the cloud security architecture is accomplished through a series 

of functional elements. These elements are often considered separately 

rather than part of a coordinated architectural plan. It includes access 

security or access control, network security, application security, 

contractual Security, and monitoring, sometimes called service security. 

Finally, there is data protection, which are measures implemented at the 

protected-asset level. 

A complete cloud security architecture addresses the goals by unifying the 

functional elements. 

12.3 IDENTITY AND ACCESS MANAGEMENT 

Identity and Access Management (IAM) is a combination of policies and 

technologies that allows organizations to identify users and provide the right 

form of access as and when required. There has been a burst in the market 

with new applications, and the requirement for an organization to use these 

applications has increased drastically. The services and resources you want 

to access can be specified in IAM. IAM doesn’t provide any replica or 

backup.  IAM can be used for many purposes such as you want to secure 

the control of individual and group access from your AWS resources.. The 

AWS IAM is a global service. 

Components of IAM 

• Users 

• Roles 

• Groups 

• Policies 

Services By IAM  

• Identity management 

• Access management 

• Federation 

• RBAC/EM 

• Multi-Factor authentication 

• Access governance 

• Customer IAM 

• API Security 

• IDaaS – Identity as a service 
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• Granular permissions 

• Privileged Identity management – PIM (PAM or PIM is the same) 

 

Fig 3: Services under IAM 

More About the Services:  Identity management is purely responsible for 

managing the identity lifecycle, access management is responsible for the 

access to the resources, access governance is responsible for access request 

grant and audits, PIM or PAM is responsible for managing all the privileged 

access to the resources.  

Market for IAM: Current situation of the market, there are three market 

leader (Okta, Saipoint and Cyberark) who master one of the three domains 

(Identity Management, Identity Governance and Privilege access 

management), according to Gartner and Forrester reports. These companies 

have developed solutions and are still developing new solutions that allow 

an organisation to manage identity and its access securely without any 

hindrances in the workflow.  

12.4 SECURITY CHALLENGES 

Cloud Computing : 

Cloud Computing is a type of technology that provides remote services on 

the internet to manage, access, and store data rather than storing it on 

Servers or local drives. This technology is also known as Serverless 

technology.  

https://www.geeksforgeeks.org/cloud-computing/


 

 
231 

 

Cloud Security  

and Storage 

 

Fig 4: Serverless Technology 

Need of Cloud Computing : 

Before using Cloud Computing, most of the large as well as small IT 

companies use traditional methods i.e. they store data in Server, and they 

need a separate Server room for that. In that Server Room, there should be 

a database server, mail server, firewalls, routers, modems, high net speed 

devices, etc. In order to reduce all the problems with cost Cloud computing 

come into existence and most companies shift to this technology. 

Security Issues in Cloud Computing : 

There is no doubt that Cloud Computing provides various advantages but 

there are also some security issues in cloud computing. Below are some 

following Security Issues in Cloud Computing as follows. 

1. Data Loss  

Data Loss is one of the issues faced in Cloud Computing. This is also 

known as Data Leakage.  So if the security of cloud service is to break 

by hackers then it may be possible that hackers will get access to our 

sensitive data or personal files. 

2. Interference of Hackers and Insecure API’s  

The easiest way to communicate with Cloud is using API. So it is 

important to protect the Interface’s and API’s which are used by an 

external user. But also in cloud computing, few services are available 

in the public domain.   

3. User Account Hijacking 

Account Hijacking is the most serious security issue in Cloud 

Computing. If somehow the Account of User or an Organization is 
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hijacked by Hacker. Then the hacker has full authority to perform 

Unauthorized Activities.   

4. Changing Service Provider 

Vendor lock In is also an important Security issue in Cloud 

Computing. Many organizations will face different problems while 

shifting from one vendor to another. 

5. Lack of Skill  

While working, shifting o another service provider, need an extra 

feature, how to use a feature, etc. are the main problems caused in IT 

Company who doesn’t have skilled Employee. So it requires a skilled 

person to work with cloud Computing. 

6. Denial of Service (DoS) attack 

This type of attack occurs when the system receives too much traffic. 

Mostly DoS attacks occur in large organizations such as the banking 

sector, government sector, etc. When a DoS attack occurs data is lost.   

12.5 STORAGE – BASICS 

In cloud computing, cloud storage is a service offering with which a 

consumer is able to read and write data to cloud-based systems that are 

managed by a service provider. Cloud storage is usually accessible through 

a web service or application programming interface (API). The underlying 

infrastructure is typically a virtualized infrastructure stack with disk drives 

that are managed by a software service layer. 

The most common form of cloud storage is object storage but any method 

of data management that can be offered as a service across a network can 

be used.  

Storage Concepts 

Before we get started on the types of storage available in the cloud and the 

services offered by AWS, I’d like to provide a review of some basic storage 

concepts that are important to know. 

Storage Drive Types and Performance 

Hard Disk Drives (HDD) have been around for a long while and are still in 

widespread use today. A HDD is a mechanical drive with spinning platters 

and a head that floats above the platters and moves into position to read and 

write data. 
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HDDs are also known as magnetic drives as they use magnetic polarization 

to record a one or zero value. 

The performance of a HDD depends on a number of factors and these 

include the following measurements: 

• Revolutions Per Minute (RPM) 

• Seek time 

• Input / Output Operations Per Second (IOPS)  

• Throughput 
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HDDs provide good throughput, large capacity, and are extremely low cost. 

Solid State Drives (SSD) store data on non-volatile microchips and have no 

moving parts. Non-volatile SSD chips differ from computer memory in that 

the data is retained when power is removed. 

SSDs offer extremely high IOPS performance when compared to HDDs and 

also provide good throughput. SSDs are also much more expensive. 

Measuring Data 

Stored data is typically measured using the decimal system in kilobytes 

(kB), Megabytes (MB), Gigabytes (GB), Terabytes (TB) and Petabytes 

(PB). 

In some cases the binary prefix is used such as gibibyte (GiB). A gibibyte 

is equal to 1024 mebibytes (MiB) while a gigabyte (GB) is equal to 1000 

megabytes (MB). 

To confuse matters a GB of computer memory is equal to 1024 MB (rather 

than 1000 MB) and some storage manufacturers have been known to use 

this measurement for disks too. 

The following table shows how each term relates to the other in both the 

decimal and binary formats and the values are the number of bytes (a byte 

is 8 bits). 

 

 

Data Accessibility SLAs 

• Cloud service providers will often provide service level agreements 

(SLAs) for the availability and durability of their storage systems. 

• Availability relates to system uptime, i.e. the amount of time per 

month or year that the storage system is operational and can deliver 
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data upon request. Service providers aim to increase availability by 

designing highly available and fault tolerant storage systems. 

Availability is usually expressed as a percentage of uptime in a given year. 

The following table shows some common availability SLAs and how much 

downtime each corresponds with: 

 

Durability relates to measuring the amount of data that may be lost due to 

errors occurring when writing data. In other words, durability measures the 

likelihood of losing some of your data. 

Durability is usually expressed as a percentage of reliability and can also be 

interpreted as the number of files that are likely to be lost in a given year. 

The following table shows the four Amazon Simple Storage Service (S3) 

storage classes with their respective durability SLAs and how many files 

could be lost per year: 

Cloud Storage Types 

As mentioned earlier cloud storage is generally object-based, block-based 

or file-based storage. These terms relate to the type of data stored, the 

protocols used to access it, and the method of data storage. 

Object Storage 

With object storage data is managed as individual objects rather than a file 

hierarchy (as with a traditional file system). Each object includes the data 

itself, metadata (data about the data), and a globally unique identifier. 

Due to its flat file structure, object storage has virtually unlimited scalability 

and allows the retention of massive amounts of unstructured data. The data 

is often replicated across multiple physical systems and facilities providing 

high availability and durability. 
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Object storage is usually accessed over Representational State Transfer 

(REST) and Simple Object Access Protocol (SOAP) over Hypertext 

Transfer Protocol (HTTP). 

The Amazon Simple Storage Service (S3) is a key, value object-based 

storage system built to store and retrieve huge amounts of data from any 

source. 

Objects in S3 are stored in a flat structure with no hierarchy. The top level 

containers within which objects are stored are known as buckets. Though 

there is no hierarchy S3 does support the concept of folders for organization 

(grouping of objects). 

There are several S3 storage classes with varying levels of availability, 

durability and features. The standard class offers the following features: 

• Low latency and high throughput performance 

• Designed for durability of 99.999999999% of objects across multiple 

Availability Zones 

• Data is resilient in the event of one entire Availability Zone 

destruction 

• Designed for 99.99% availability over a given year 

• Backed with the Amazon S3 Service Level Agreement for availability 

• Supports SSL for data in transit and encryption of data at rest 

• Lifecycle management for automatic migration of objects 

Block Storage 

Data is stored and managed in blocks within sectors and tracks and is 

controlled by a server-based operating system. Block storage volumes 
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appear as local disks to the operating system and can be partitioned and 

formatted. 

 

Block storage is typically used in Storage Area Network (SAN) 

environments that use the Fibre Channel (FC) protocol as well as Ethernet 

networks using protocols such as iSCSI or Fibre Channel over Ethernet 

(FCoE). 

Block storage is typically more expensive than object or file storage but 

provides low latency, and high and consistent performance. The costs are 

often highest in SAN implementations due to the specialized equipment 

required. 

Amazon Elastic Block Store (EBS) is the AWS service for block storage. 

EBS provides persistent block storage volumes for use with EC2 instances 

in the AWS cloud. 

There are several EBS volume types to choose from with varying 

characteristics as can be seen in the table below: 

 

Common use cases for block storage are structured information such as file 

systems, databases, transactional logs, SQL databases and virtual machines 

(VMs). 
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Though the cloud service provider takes care of many aspects of 

performance and availability, it is also possible to implement a Redundant 

Array of Inexpensive Disks (RAID) array on Amazon EBS. 

File Storage 

Data is accessed as file IDs across a network using either the Server 

Message Block (SMB) for Windows, or Network File System (NFS) for 

Unix/Linux. 

A file system is mounted via the network to a client computer where it then 

becomes accessible for reading and writing data. Files and folders can be 

created, updated, and deleted. 

 

Only file-level operations can occur on a mounted file system, it is not 

possible to issue block level commands or format or partition the underlying 

storage volumes. 

File storage is easy to implement and use and is generally quite inexpensive.  

The Amazon Elastic File System (EFS) is a simple, scalable, elastic file 

storage in the AWS cloud that is based on NFS. EFS provides the ability to 

mount a file system to many EC2 instances simultaneously and can achieve 

high levels of aggregate throughput and IOPS. 

EFS is a regional AWS service and provides high availability and durability 

by storing data redundantly across Availability Zones (AZs). 

12.6 STORAGE AS A SERVICE PROVIDERS 

Storage as a Service (STaaS) is the practice of using public cloud storage 

resources to store your data.  

Storage as a Service or STaaS is cloud storage that you rent from a Cloud 

Service Provider (CSP) and that provides basic ways to access that storage. 

Enterprises, small and medium businesses, home offices, and individuals 
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can use the cloud for multimedia storage, data repositories, data backup and 

recovery, and disaster recovery. There are also higher-tier managed services 

that build on top of STaaS, such as Database as a Service, in which you can 

write data into tables that are hosted through CSP resources. 

The key benefit to STaaS is that you are offloading the cost and effort to 

manage data storage infrastructure and technology to a third-party CSP. 

This makes it much more effective to scale up storage resources without 

investing in new hardware or taking on configuration costs.  

How Does Storage as a Service Work? 

Some STaaS offerings can be rented based on quantity, others are rented 

based on a service level agreement (SLA). SLAs help establish and 

reinforce conditions for using data storage, such as uptime and read/write 

access speed. The storage you choose will typically depend on how often 

you intend to access the data. Cold data storage is data that you leave alone 

or access infrequently, whereas warm or hot data is accessed regularly and 

repeatedly.  

Understanding Data Types 

Another factor that influences cost is the type of data storage used. There 

are three main types of cloud storage: block storage, file storage, and object-

based storage. 

Block storage breaks data into segmented pieces and distributes them to the 

storage environment wherever it is most efficient for the platform to do so. 

This simulates the same functionality as writing data to a standard hard disk 

drive or solid-state drive. Data remains available for quick access, but it is 

also costly to maintain and works best for warm or hot data storage. 

Object-based storage organizes data by adding meta information to it, 

making it easy to recognize and retrieve at any time. This type of cloud 

storage scales up in the most cost-efficient manner, because you can keep 

adding to it. It is typically the least expensive type of STaaS and best suited 

for massive amounts of cold media or data files. 

Data Center Storage Security 

Many customers assume that maintaining a private cloud or on-premises 

data center storage is the best way to ensure security and control over their 

data. It’s true that the risk to a STaaS provider is far greater because they 

have a much larger attack surface than a single business or user.  

The nature of these risks is also different for STaaS providers than for 

businesses or individual users and extends from basic platform hardening 

and antimalware measures to things like multitenancy. Customers may also 

introduce vulnerabilities that a CSP has very little control over. 
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Multitenancy 

In a cloud environment, compute and storage resources are abstracted from 

the hardware layer and made available in virtual pools, either through 

virtual machines (VMs) or containers. Multiple VMs and containers can run 

on the same physical server. Your data and applications are oftentimes 

sharing the same bare metal resources as the data and applications of other 

customers.  

Customer Vulnerabilities 

For STaaS customers, the main security concern will be managing who 

within their organization has access to the data and what level of 

permissions they have, such as read-only vs. read and write–level access. 

CSPs don’t control who can access their customers’ devices, so it’s 

important to be vigilant against threats such as email phishing schemes that 

can create vulnerability in your point of access. Using strong passwords, 

two-factor authentication, and following other best practices can add more 

layers of protection. 

Provider Practices 

Cloud security in STaaS is primarily the concern of the CSP who manages 

the cloud storage environment. It’s up to the CSP to treat vulnerabilities in 

both the hardware and software layers and address the human element by 

ensuring that all personnel in charge of maintaining the cloud infrastructure 

are trustworthy and follow best practices.  

12.7 ASPECTS OF DATA SECURITY 

The five elements of cloud security are a secure architecture, enforcing 

compliance, practicing due diligence, monitoring the network, and 

incorporating solid authentication protocol. 

Architecture 

While cloud typically means outsourcing some or all of an organization’s 

IT infrastructure, ultimately the organization is responsible for 

infrastructure security. This starts with understanding cloud architecture. 

Organizations should understand the security limitations of their cloud 

service. This encompasses what the provider offers and what the 

organization is responsible for. For example, if an enterprise chooses a 

service provider that offers an Infrastructure-as-a-Service (IaaS) cloud, then 

the enterprise is expected to handle most of the security set up.  

On the flip side, if the cloud service provider is in charge of a cloud service 

software (software-as-a-service applications), the provider is expected to 

enforce application and data security. This is less work for the organization 

but provides less control over cloud security as the service provider handles 

most of the security enforcement. This is even more true for organizations 
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purchasing managed cloud services, where their IaaS is managed 

completely by a 3rd party. 

Items that enterprises may need to implement include virtual firewalls and 

intrusion detection systems and intrusion prevention systems (IDS/IPS). 

Understanding the security architecture is the first step to understanding 

cloud computing security. 

Cloud Security Compliance 

The next step is to analyze compliance. Many countries are imposing data 

privacy regulations and imposing fines on companies that do not adequately 

protect users’ data. An example of this is the EU’s General Data Protection 

Regulation (GDPR), which levies hefty fines for violations – 4% of annual 

turnover or €20 million. Regularly researching regulations is a priority for 

organizations. 

Practicing Due Diligence 

Enterprises should constantly analyze and review their compliance. As well, 

they should evaluate the security measures currently in place and be aware 

of the latest security breaches. Hackers constantly discover new points of 

entry.  

Monitoring and Visibility 

A network performance management (NPM) tool spots issues affecting the 

network, such as traffic bottlenecks and suspicious activity, and alerts IT 

professionals of the issues. Incorporating an NPM product helps enterprises 

stay informed on its network activity.  

Authentication 

Enterprises should implement centralized login management systems, cloud 

access security brokers (CASBs), encryption, encryption key management, 

tokenization, and two-step authentication.  

Five Elements of Cloud Security: Key Takeaways 

• Cloud security is more essential than ever as the number of attacks 

increases. 

• Protecting the cloud starts at a secure architecture, which includes 

firewall placement and intrusion prevention systems. 

• Organizations should practice compliance and due diligence to their 

countries’ privacy standards. 

• Monitoring and visibility into a cloud is key to detecting attacks in a 

timely manner. 

• Authentication systems can act as the first line of defense to a potential 

attack. 
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12.8 QUESTIONS 

1) What are the advantages of using cloud computing? 

2) Mention platforms which are used for large scale cloud computing? 

3) Explain different models for deployment in cloud computing? 

4)  What is the difference in cloud computing and computing for mobiles? 

5) How user can gain from utility computing? 

6) For a transport in cloud how you can secure your data? 

7) What are the security aspects provided with cloud? 

8) List out different layers which define cloud architecture? 

9) What are system integrators in Cloud Computing? 

10) What is “ EUCALYPTUS” stands for? 

11) Explain what is the use of “EUCALYPTUS” in cloud computing? 

12) What is the requirement of virtualization platform in implementing 

cloud? 

13) Before going for cloud computing platform what are the essential things 

to be taken in concern by users? 

14) Mention some open source cloud computing platform databases? 

15) What are the security laws which are implemented to secure data in a 

cloud ? 

16) Mention the name of some large cloud providers and databases? 

17) Explain the difference between cloud and traditional datacenters? 

18) Explain what are the different modes of software as a service (SaaS)? 

19) What is the use of API’s in cloud services? 

20) What are the different data centers deployed for cloud computing? 

21) In cloud computing what are the different layers? 

22) How important is the platform as a service? 

23) What is a cloud service? 

24) List down the three basic clouds in cloud computing? 

25) As a infrastructure as a service what are the resources that are provided 

by it? 
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26) What are the business benefits involved in cloud architecture? 

27) What are the characteristics of cloud architecture that separates it from 

traditional one? 

28) Mention what is the difference between elasticity and scalability in 

cloud computing? 

29) Mention the services that are provided by Window Azure Operating 

System? 

30) In cloud architecture what are the different components that are 

required? 

31) In cloud architecture what are the different phases involved? 

32) List down the basic characteristics of cloud computing? 

33) In cloud architecture what are the building blocks? 

34) Mention in what ways cloud architecture provide automation and 

performance transparency? 

35) In cloud computing explain the role of performance cloud? 

36) Explain hybrid and community cloud? 

37) In cloud what are the optimizing strategies? 

38) What is Amazon SQS? 

39) How buffer is used to Amazon web services? 

40) Mention what is Hypervisor in cloud computing and their types? 

12.9 QUIZ 

1. ________________ is a paradigm of distributed computing to 

provide the customers on-demand, utility based computing 

service. 

a) Remote Sensing 

b) Remote Invocation 

c) Cloud Computing 

d) Private Computing 

Answer: c 

2. Cloud providers provide cloud services to the cloud users. 

a) True 

b) False 
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Answer: a 

3. Which of the following is not a cloud stakeholder? 

a) Cloud providers 

b) Clients 

c) End users 

d) Cloud users 

Answer: b 

4. These cloud services are of the form of utility computing i.e. the 

_________ uses these services pay-as-you-go model. 

a) Cloud providers 

b) Clients 

c) End users 

d) Cloud users 

Answer: d 

5. Which of the following is not a type of cloud? 

a) Private 

b) Public 

c) Protected 

d) Hybrid 

Answer: c 

6. In this type of cloud, an organization rents cloud services from 

cloud providers on-demand basis. 

a) Private 

b) Public 

c) Protected 

d) Hybrid 

Answer: b 

7. In this type of cloud, the cloud is composed of multiple internal or 

external cloud. 

a) Private 
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b) Public 

c) Protected 

d) Hybrid 

Answer: d 

8. _____________ enables the migration of the virtual image from 

one physical machine to another. 

a) visualization 

b) virtualization 

c) migration 

d) virtual transfer 

Answer: b 

9. Most of the cloud architectures are built on this type of 

architecture. 

a) skeleton 

b) grid 

c) linear 

d) template 

Answer: b 

10. Saas stands for? 

a) Software as a service 

b) System Software and services 

c) Software as a system 

d) System as a service 

Answer: a 

11. _________ computing refers to applications and services that run 

on a distributed network using virtualized resources. 

a) Distributed 

b) Cloud 

c) Soft 

d) Parallel 
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Answer: b 

12. Point out the wrong statement. 

a) The massive scale of cloud computing systems was enabled by 

the popularization of the Internet 

b) Soft computing represents a real paradigm shift in the way in 

which systems are deployed 

c) Cloud computing makes the long-held dream of utility 

computing possible with a pay-as-you-go, infinitely scalable, 

universally available system 

d) All of the mentioned 

Answer: b 

13. ________ as a utility is a dream that dates from the beginning of 

the computing industry itself. 

a) Model 

b) Computing 

c) Software 

d) All of the mentioned 

Answer: b 

14. Which of the following is essential concept related to Cloud? 

a) Reliability 

b) Productivity 

c) Abstraction 

d) All of the mentioned 

Answer: c 

15. Point out the wrong statement. 

a) All applications benefit from deployment in the cloud 

b) With cloud computing, you can start very small and become big 

very fast 

c)  Cloud computing is revolutionary, even if the technology it is 

built on is evolutionary 

d) None of the mentioned 

Answer: a 
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16. Which of the following cloud concept is related to pooling and 

sharing of resources? 

a) Polymorphism 

b) Abstraction 

c) Virtualization 

d) None of the mentioned 

Answer: c 

17. ________ has many of the characteristics of what is now being 

called cloud computing. 

a) Internet 

b) Softwares 

c) Web Service 

d) All of the mentioned 

Answer: a 

18. Which of the following can be identified as cloud? 

a) Web Applications 

b) Intranet 

c) Hadoop 

d) All of the mentioned 

Answer: c 

19. Cloud computing is an abstraction based on the notion of pooling 

physical resources and presenting them as a ________ resource. 

a) real 

b) virtual 

c) cloud 

d) none of the mentioned 

Answer: b 

20. Which of the following is Cloud Platform by Amazon? 

a) Azure 

b) AWS 
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c) Cloudera 

d) All of the mentioned 

Answer: b  

21. Which of the following generates alerts sent to email, mobile 

device, or Windows Messenger? 

a) Windows Live Calendar 

b) Windows Live Alerts 

c) Windows Live Admin Center 

d) None of the mentioned 

Answer: b 

22. Point out the wrong statement. 

a) Windows Live is a collection of cloud-based applications and 

services 

b) Windows Live Essentials applications are a collection of server-

side applications 

c) Windows Live Essentials is available from the Start menu as a 

set of commands 

d) None of the mentioned 

Answer: b 

23. Which of the following is used for synchronization and remote 

access service for files stored on PCs and mobile devices? 

a) Windows Live Family Safety 

b) Windows Live Devices 

c) Windows Live Essentials 

d) All of the mentioned 

Answer: b 

24. Which of the following has address book service with a 

synchronization feature? 

a) Windows Live Calendar 

b) Windows Live Alerts 

c) Windows Live Contacts 

d) None of the mentioned 

Answer: c 
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25. Point out the correct statement. 

a) Windows Live Suite is the central access page or portal for the 

Windows Live suite 

b) Windows Live House is the central access page or portal for the 

Windows Live suite 

c) Microsoft has a number of Windows Live services that are 

specifically meant to be run on mobile devices 

d) All of the mentioned 

Answer: c 

26. Which of the following adds an RSS feed to digital photo frame 

devices? 

a) Windows Live FrameIt 

b) Windows Live Gallery 

c) Windows Live Groups 

d) Windows Live Hotmail 

Answer: a 

27. ___________ is a personalization Web page and tool for Windows 

Live with status information and navigation features. 

a) Windows Live Home 

b) Windows Live Gallery 

c) Windows Live Groups 

d) Windows Live Hotmail 

28. Which of the following is Web-based free email service with 

contacts and calendar? 

a) Windows Live Home 

b) Windows Live ID 

c) Windows Live Groups 

d) Windows Live Hotmail 

Answer: d 

29. Which of the following service allows you to create beautiful, 

memorable movies? 

a) Windows Live OneCare Safety Scanner 
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b) Windows Live ID 

c) Windows Live Movie Maker 

d) Windows Live Photos 

Answer: c 

30. Which of the following are photo storage and sharing service? 

a) Windows Live OneCare Safety Scanner 

b) Windows Live ID 

c) Windows Live Movie Maker 

d) Windows Live Photos 

Answer: d 

12.10 MOOCS 

1. Cloud Architect. https://www.simplilearn.com/sem-landing/master-

program/bundle_id/101/template/2?utm_source=google&utm_medi

um=cpc&utm_term=online%20cloud%20computing%20course&ut

m_content=1629430732-60611396565-

336934260905&utm_device=c&utm_campaign=Search-

TechCluster-Cloud-AWSNew-IN-Main-AllDevice-adgroup-Cloud-

Course-

Exact&gclid=CjwKCAjw_b6WBhAQEiwAp4HyINjUfhxkqgPfUU

DwlD34HlaZPQoMyHULuTfD3DToq7AD8vuJtsPsPBoCNTQQAv

D_BwE 

2. Introduction to Cloud Computing. edx. 

https://www.edx.org/course/introduction-to-cloud-computing-6 

3. Cloud Computing. Coursera. 

https://www.coursera.org/browse/information-technology/cloud-

computing 

12.11 VIDEO LECTURES 

1. Evolution of Cloud Computing. https://www.youtube.com/watch? 

v=mphoO_bxWy0 

2. Cloud Computing. https://www.youtube.com/watch? 

v=vEXPfsFp9jM 

3. Cloud Computing Architecture. https://www.youtube.com/watch? 

v=X43KVeWVkSY 

4. Cloud computing Architecture. https://www.youtube.com/watch? 

v=zl1VgAv5XXI 

https://www.youtube.com/watch
https://www.youtube.com/watch
https://www.youtube.com/watch
https://www.youtube.com/watch
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5. Cloud Computing Architecture. https://www.youtube.com/watch? 

v=2Dd2ducs-ic 

6. Cluster computing. https://www.youtube.com/watch? 

v=KtAd3JIHu2I 

7. Grid Computing. https://www.youtube.com/watch? 

v=LO97PDNUrTg 

8. Cloud Computing Services Models. https://www.youtube.com/ 

watch?v=36zducUX16w 

9. Privacy and security in cloud. https://www.youtube.com/watch? 

v=NUT-fuRPm_M 

10. Aspects of data security. https://www.youtube.com/watch? 

v=JyQ_NHwA0QI 
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